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Abstract 

This thesis discusses research into the various factors associated with the detection, 

classification and tracking of commercial scallops in underwater video (from a 

moving camera), for the purpose of computing abundance analysis statistics. Such 

statistics are sought by the Tasmanian Aquaculture and Fisheries Institute (TAFI) to 

support the sustainable management of Tasmanian commercial scallop fisheries. The 

use of video is preferable in terms of environmental impact to a traditional approach 

such as dredging, but the partially buried nature of the scallops makes the task very 

challenging. 

 

The research led to the development of a multi-stage video analysis system using a 

range of existing artificial intelligence techniques from the fields of computer vision 

and machine learning. The system comprises five main stages: instance detection, 

feature extraction, instance classification, motion estimation and temporal instance 

tracking. 

 

This system may be required to analyse many hours of video footage. Therefore we 

have explored many different computer-vision-related techniques and performed 

numerous comparisons on these techniques in an effort to maximise system 

throughput without compromising the overall accuracy achieved. This includes using 

the University of Southern California’s iLab Neuromorphic Vision C++ Toolkit 

(iNVT) [iLab, 2010], during the initial stages of processing, to quickly reduce the 

overall search space of our system down to the analysis of conspicuous or salient 

regions within the footage. In addition to this we also investigated solutions that 

allow our system to skip frames during analysis. This decreases the overall 

processing time as fewer frames are presented to the system, but can also adversely 

affect the accuracy of motion estimation. To overcome this we then use a simple and 

efficient outlier detection method capable of smoothing inconsistencies within the 

data prior to predicting instance locations in future frames. 

 

The performance of each stage of our system has a direct impact on the performance 

of the remaining stages within the system. However of particular interest is the final 

stage which uses clustering to achieve temporal instance tracking, as it has become 
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evident that this stage is not only capable of tracking instances through time but is 

also capable of performing a second round of classification based on cluster density 

that plays a vital role in the elimination of false positive instances introduced in 

earlier stages. As a result our system performs well, being robust enough to 

overcome significant inconsistencies within the existing video footage provided by 

TAFI. 
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1 Introduction 

The Tasmanian Aquaculture and Fisheries Institute (TAFI) have been collecting 

underwater video footage of commercial scallop beds using a drop camera. The 

purpose of collecting this footage is to perform abundance analysis of the scallop 

beds in an effort to ascertain the overall health of individual beds to support the 

sustainable management of Tasmanian commercial scallop fisheries. Substantial 

environmental benefits can be achieved through the use of low impact technology 

such as underwater video instead of traditional research techniques such as dredging. 

However manual analysis of the video footage would be very time consuming. 

 

Our research proposes a system capable of performing automated analysis of such 

underwater video. The system is broken down into a set of logical stages; each stage 

employs one or more computer-vision or image analysis techniques and has been 

developed using a series of experiments designed to determine which techniques 

produce the best output for the next stage. Techniques were initially selected based 

on their individual performance in experiments at each individual stage of the 

system.  However in some circumstances the fitness of a chosen technique was 

revised based on the performance of later parts of the system. The five main stages of 

the system are: instance detection, feature extraction, instance classification, motion 

estimation and temporal instance tracking. Figure 1-1 outlines the logical process 

flow within the system and indicates where each of the five primary stages falls 

within this. 
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Figure 1-1: An overview of our abundance analysis system broken down into its logical 

stages of processing. 

 

Stage 1 – the video footage was reduced to a series of individual frame images for 

sequential processing. This process was achieved using Apple’s Final Cut Pro 4 and 

was performed as part of the process of extracting the raw footage from the Mini-DV 

tapes provided by TAFI. 

 

Stage 2a –motion estimation was performed between pairs of consecutive (but not 

necessarily contiguous) frames in order to predict the location of objects over time. 

The overall performance and accuracy of this stage had a fundamental impact on the 

number of frames required during processing. The objective of this stage was to 
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maximise the number of frames we could skip without compromising the overall 

accuracy of motion estimation between frames. This topic is covered in detail in 

chapter 7. 

 

Stage 2b – objects of potential interest were identified within each frame as a means 

of reducing the overall search space per frame. The location of each object was 

represented by a single (x, y) coordinate. Techniques associated with this process are 

discussed in chapter 4. Throughout this thesis document we consider objects detected 

at this stage to be the instances. During development of the system each such 

instance was manually classified via visual inspection by a human observer to create 

datasets suitable for training the system and evaluating its performance. 

 

Stage 3 – a sub-section of each frame was extracted around each of the coordinates 

identified in stage 2. Sub-sections are essentially small images designed to 

encapsulate the particularities of each individual object of interest and so are 

commonly referred to within this thesis document as sub-images. Experimentation 

initially focused on minimising the dimensions of the sub-image in an effort to 

further reduce the possible search space processed without adversely affecting the 

overall performance of the system. Once this was complete further feature extraction 

techniques were implemented, chapter 5 covers this stage in detail. 

 

Stage 4 – the feature extraction data produced at stage 3 was used as inputs to train 

and assess the performance of a variety of machine learning classifiers. These 

techniques are discussed in chapter 6. 

 

Stage 5 – the scallop instances identified during classification at stage 4 were 

combined with the motion estimation data produced in stage 2a. Instances from 

previous frames had their location adjusted, based on the motion estimation data. The 

purpose of this stage was to associate multiple individual instance coordinates from 

consecutive video frames with the actual apparent scallop objects present in the 

footage over time. This was performed using clustering techniques and is discussed 

in detail in chapter 8. 
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2 Literature Review 

2.1 Introduction 

This chapter is a general discussion of work already undertaken in the fields 

associated with this research, including general and underwater image and video 

analysis using artificial intelligence techniques. We also consider techniques 

associated with the estimation of motion within moving camera scenes as a way of 

performing instance tracking of objects detected within video footage over time. 

2.2 Underwater Video 

Underwater video in conjunction with computer vision is currently used in a number 

of useful applications including underwater mine detection and the monitoring and 

inspection of pipelines and nuclear reactors to detect structural defects and 

obstructions [Schechner & Karpel, 2004]. Underwater photography equipment has 

become readily available to many industries and can support research in a safe, 

environmentally friendly and cost effective manner. Additionally, rather than having 

to perform data analysis in situ, underwater video technology provides researchers 

with an opportunity to study and compare data days, months and even years after its 

original collection date. 

 

Many marine researchers are also turning to underwater video to gather data that was 

previously either difficult or impossible to capture in large quantities due to factors 

such as cost, environmental impact and diver safety and fatigue [Harrington & 

Semmens, 2005]. Prior to the introduction of underwater video, quantitative 

assessments were performed using techniques such as dredging and drag-netting. 

These techniques pose a significant negative impact to the environment as they often 

leave a path of destruction in their wake, which is counterproductive when these 

experiments are being performed to assess the general health and wellbeing of our 

oceans in an effort to maximise the sustainability of our oceans for future generations 

[Rife, 2004]. Additionally, underwater video is capable of providing a higher level of 

spatial resolution. 
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2.2.1 Image and Video Analysis 

Successful image analysis techniques assist and protect us in our daily lives and 

include technology such as optical character recognition (OCR), including OCR in 

text-to-speech popularised by Ray Kurzweil in 1976 (Kurzweil Computer Products, 

Inc.) [ACM, 1978], and biometric recognition for identification and security [Jain et 

al., 2004]. Some of the techniques developed for static image object detection (see 

section 2.4.1) are utilised as the first step towards analysing continuous video footage 

or sequences of still images. Once objects of interest have been detected within a 

sequence of still images, additional steps such as motion estimation can be used to 

predict the future location of these objects and are useful for applications such as 

real-time storm monitoring [Lakshmanan et al., 2003] which are designed to predict 

the path of potentially destructive weather phenomena. 

2.2.2 Capturing Digital Video 

The process of capturing video can result in the unwanted introduction of artefacts 

such as frame scan lines, visible camera housing and in some instances brightness 

gradients from lights mounted on or around the camera. In some circumstances it is 

possible to reduce or completely eliminate these artefacts using techniques such as 

blurring, for scan line reduction and smoothing, and background subtraction – for 

other constant artefacts such as camera housing and gradients [Edgington et al., 

2003]. 

 

2.2.3 Establishing Ground Truth 

One common drawback of underwater video technology, in relation to automated 

analysis, is that because it can be used to capture footage that is otherwise 

inaccessible to humans it can make the establishment of ground truth, required to 

develop and assess the performance of automated analysis systems, very difficult. 

This issue can be overcome to a certain extent, depending on the type of footage, 

through the use of human annotators who are responsible for assessing a sample of 

the video footage after it has been collected in an effort to develop accurate data to 

work from. Whilst this exercise also has associated costs, those costs will at times be 
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far less than that of performing the research in situ with divers or manned 

submersible vehicles. 

 

Using human annotators is not a complete solution as there are often cases where 

occlusion and the natural habitat of the ocean make the visual assessment of 

underwater video very difficult. For example scallops and other low-level marine 

fauna are often known to partially or completely bury (or cover) themselves in sand, 

which makes them difficult to identify in video footage. However this can also make 

them more difficult for divers to find, and the dredging of scallop beds is only 

considered to be around 80% accurate [Harrington & Semmens, 2005]. 

 

The problem of establishing ground truth in video is not exclusive to footage taken 

underwater; for example it is extremely difficult to obtain ground truth when 

conducting research into planets and star systems. During the study of volcanoes on 

Venus, Burl et al [1994] proposed using several experts, within the relevant field of 

research, to independently assess footage as a means of generating a consensus 

ground truth based on the level of confidence applied, independently, to each 

instance within the dataset. This form of ground truth offers a sound approach to a 

problem that can at times not be completely solved. However it is important to 

remember that automated analysis of such footage may produce results that differ 

from those of the consensus ground truth, but which may in fact, at times, be more 

accurate than those produced by the experts. As a result it may be necessary to 

perform a certain amount of ground truth re-evaluation during the initial stages of 

training and testing. 

2.2.4 Visibility 

Lighting conditions underwater differ from those in open air, and natural light is 

limited to a cone above the scene. This phenomenon is known as Snell’s Window 

[Horvath & Varju, 1995] and is caused by the refraction of light through the surface 

of the water, this can be seen in Figure 2-1 as a circle of light within the image.  

Also, once in the water, the natural illumination undergoes a strong colour-dependent 

attenuation resulting in underwater scenes having a blue-green hue that is 

subsequently captured by photographic equipment [Schechner & Karpel, 2004]. 
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Figure 2-1: The phenomenon of Snell’s Window is caused by the refraction of light through 

the surface of the water. Image courtesy of Bonnie Pelnar [2009] 

 

As a result of these lighting conditions, which can be exacerbated by the overall 

turbidity of the water and other elements such as marine snow, visibility in 

underwater video can be greatly reduced. A common technique used to improve 

visibility is to use a range gated camera [Harsdorf et al., 1999] which reduces the 

effects of obscurants: 

 

“In range-gated imaging, a pulsed laser is used to illuminate the scene while the 

reflected light is detected by a camera with a short exposure time referred to as a 

gate. The gate is delayed so imaging occurs at a particular range, thus the image is 

only from the reflection of objects at that range.” [Goodrich Corporation, 2010] 

2.2.5 Technology 

Various techniques and technologies can be used to capture underwater video, 

including a drop-camera, a remotely operated vehicle (ROV) and an autonomous 

underwater vehicle (AUV). The first technique literally involves dropping a tethered 

camera over the side of a boat, the camera can then be towed and if so desired GPS 

tracking information can be collected from the boat to enable the systematic mapping 

of transects. In its simplest form no housing or frame, other than for protection and 

waterproofing, is attached to the camera for stability and this reduces its 

effectiveness when attempting to capture data in a controlled manner. The addition of 
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a frame to the drop camera system can help to keep the camera stable and in an 

upright position, and can also be used to keep it pointing in a forward direction 

whilst it is being towed. 

 

In the context of video analysis one of the most noticeable drawbacks of the drop 

camera technique is that, due to the camera being tethered to the boat, its altitude is 

governed by the vertical movement of the boat, which in turn is governed by the 

movement of the surface of the water. This can result in considerable additional 

unwanted motion within the footage and as a result a drop camera performs best in 

calm weather conditions. 

 

In stark contrast to this, AUV technology provides researchers with a vehicle that 

requires no tether. Therefore, whilst it is still possible that it may be affected by 

underwater currents, the impact of surface movement is significantly decreased 

making an AUV a far better candidate for collecting underwater video. However, as 

is often the case, the technology associated with this far superior system is not 

without its drawbacks, one of which is price which, whilst still reasonable, is far 

greater than that of a basic drop camera.  Also it is reliant on battery power which 

can be quickly consumed when power is required for both movement/stability, light 

and high quality image capture. 

 

ROV technology is a combination of techniques used for both drop cameras and 

AUVs. An ROV draws its power from a cable tethered between itself and a vessel, 

which can either be a surface vehicle or a manned submersible. However unlike a 

drop camera the tether floats freely and therefore does not have an impact on the 

altitude of the camera. Aboard the vessel to which the ROV is tethered is an interface 

suitable for controlling the vehicle. This interface also provides the human controller 

with the ability to see what the camera on the ROV sees. The overall system design 

of an ROV overcomes the need for onboard power as required by an AUV and also 

offers far more flexibility and stability than a drop camera system [Rife, 2004]. 

 

Whilst abundance analysis, the focus of this thesis, is an important part of the 

environmental sustainability of marine life, biomass is also of particular interest to 
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aquaculture research as this impacts directly on production management, process 

automation and quality control [Martinez-de Dios et al., 2003]. At least two popular 

solutions exist that effectively increase the amount of data collected during the 

capture of underwater video. These are the use of stereoscopic cameras [Chan et al., 

1998; Ruff et al., 1995] and the use of three or four camera-mounted lasers [Barker et 

al., 2001]. Neither technique is exclusive to underwater video, and both have the 

capacity to provide biomass data including the length and mass of objects within the 

footage. 

2.3 Artificial Intelligence 

Artificial intelligence (AI) may be thought of ‘as the branch of computer science that 

is concerned with the automation of intelligent behaviour’ [Luger, 2002]. AI is a 

broad term for a number of different sub-fields including genetic algorithms, natural 

language understanding, machine learning and computer vision. These topics, and 

many more, are discussed in detail in [Luger, 2002]. The research discussed in this 

thesis focuses primarily on the topics of object detection, recognition and motion 

tracking within the paradigms of computer vision and machine learning (section 2.5). 

2.4 Computer Vision 

“Computer Vision is a fusion of many disciplines toward the goal of enabling 

machines with the ability to perform visual tasks.” [Bernd et al., 2002] 

 

The field of computer vision and the original concepts surrounding the development 

of it have been discussed within relevant literature for many years. Even though there 

have been significant advances in computer technology, many of the underlying 

techniques used to model computer vision and more broadly environmental 

awareness for autonomous robots are inspired by the principles of biological and 

neurological processing in humans and primates [Itti et al., 1998; Koch & Ullman, 

1985; Marr, 1977; Niebur et al., 1996]. 

2.4.1 Object Detection and Recognition 

Finding or detecting the existence of objects within an image or sequence of images 

can be the first step in determining what they are. Various techniques such as 

template matching [Brunelli, 2009] and Local Scale-Invariant Features [Lowe, 1999] 
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perform this step implicitly as part of the object recognition process. In contrast to 

this a range of techniques also exist that focus on the concept of visual selective 

attention. These can be used to identify conspicuous or salient regions within an 

image, and include the selective attention model (SLAM) [Phaf & Van Der Heijden, 

1990] and the guided-search (GS) model [Wolfe, 1994]. A further discussion of 

visual selective attention is detailed in section 2.4.2. A review of the major 

computational models is undertaken in [Heinke & Humphreys, 2005]. 

2.4.2 Reducing Search Space 

An important step in the process of image analysis is to reduce the amount of space 

that must be searched or processed within an image down to regions that contain 

meaningful data. One solution to this is to use primitive models to encapsulate the 

immediate area around an object of interest as this provides a fast and simple 

mechanism for reducing search space. Of these the ellipse primitive is one of the 

most important [Halir & Flusser, 1998] and numerous approaches to ellipse fitting 

have been attempted, exploiting techniques such as Hough-based methods [Hahn et 

al., 2007; Leavers, 1992] and Least-Squares fitting techniques [Fitzgibbon et al., 

1999; Gander et al., 1994; Halir & Flusser, 1998]. 

2.4.2.1 Detecting Salient Regions 

In addition, or as an alternative, to using primitive models to reduce search space 

there are also computer vision techniques that apply focus to regions of apparent or 

potential interest within an image. Detecting salient regions is an approach that has 

in part been motivated by the visual system within primates and humans who are 

capable of receiving far more visual data down their optic nerve than can be 

processed by the brain, resulting in the brain shifting processing focus on a 

preferential basis [Itti, 1999]. This area of visual research, known as Active Vision, 

also suggests that humans shift their eyes so that interesting objects are centralised 

within their vision as the retina of the eye is of higher resolution near its centre. This 

process acts as a filtering system that can allow quick identification of objects within 

complex scenes [Tanaka et al., 1999]. 

 

Koch and Ullman [1985] conceptualised the idea of a saliency map model, capable 

of performing selective attention using colour, intensity, orientation and motion cues. 
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Figure 2-3 depicts a saliency map (b) generated by Ezvision from a source image (a) 

where the lightest areas of the saliency map are considered to be the most salient 

regions within the image.  

a. original image  b. saliency map 

c. colour map d. intensity map  e. orientation map 

Figure 2-3: A source image (a) and the saliency map derived from it using Ezvision (b), the 

lightest areas of the saliency map are considered by Ezvision to be the most salient regions 

within the image. (c), (d) and (e) represent the colour, intensity and orientation channel maps 

used to derive the saliency map. 

 

We can see that Ezvision considers the animal, in the foreground, to be salient across 

all three channels Figure 2-3(c-e) (colour, intensity and orientation) resulting in it 

having a strong presence within the saliency map. The horizon line is also 

represented strongly within the saliency map due mainly to its intensity (in contrast 
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to the rest of the image, particularly the sky, it is considerably darker), it is also 

represented in the orientation map, this is due to the predominantly horizontal line 

that is generated by the ridge-top of the mountains in the background. Ezvision 

chooses the most salient region within the saliency map resulting in a winner-takes-

all (WTA) approach to attention selection. Further iterations of the saliency map are 

controlled by an inhibition of return mechanism whereby previously detected regions 

are suppressed and the next most salient region is selected during the WTA process. 

2.4.2.2 Segmentation Techniques 

Segmentation is performed on images in an attempt to clearly define, or partition, 

regions so that distinguishing features can be used to assess or classify them using 

representation (section 2.4.3.1) and classification techniques (section 2.5). 

Segmentation may involve the application of one or more morphological techniques 

in an effort to smooth out irregularities introduced by noisy data thereby normalising, 

to a certain extent, the data extracted during the representation stage. A 

comprehensive survey of morphological techniques is available in [Gonzalez et al., 

2002]. This survey includes the following common binary morphological and 

thresholding techniques some of which have been used during our research: 

 

Erosion – is the process of shrinking, or thinning regions. This can include the 

elimination of entire regions using a large structuring element or a more subtle 

smoothing of the protruding edges of individual regions using a smaller structuring 

element, see Figure 2-4. 

 

a.  b. 
Figure 2-4: An example of erosion (b), performed on a binary source image (a). 
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Dilation – in contrast to erosion, dilation grows or thickens regions, resulting in an 

increase to the overall size and definition of regions within an image, see Figure 2-5. 

 

 
a.  b. 

Figure 2-5: An example of dilation (b), performed on a binary source image (a). 

 

Thinning– reduces each region to a single minimal stroke that leaves already thin 

connections intact and preserves existing holes, see Figure 2-6. 

 

a.   b. 
Figure 2-6: An example of thinning (b) performed on binary source image (a). 

 

Skeletonisation – is similar to thinning except that it aims to preserve key 

components of a region’s shape which, in comparison to thinning, can result in more 

complex branching, as is evident when we compare Figure 2-7 (b) with Figure 2-6 

(b). 
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a.   b. 
Figure 2-7: An example of skeletonisation (b) performed on a binary source image (a). 

 

Thresholding – pixel values greater than some given threshold are considered to be 

region pixels and are set to 1, while all pixel values that fall below this threshold are 

deemed to be background pixels and are set to 0, see Figure 2-8. 

 

a. b. 
Figure 2-8: An example of thresholding (b) performed on a binary source image (a). 

2.4.2.3 Principal Components Analysis 

Principal Components Analysis (PCA) [Pearson, 1901] ‘is a way of identifying 

patterns in data, and expressing the data in such a way as to highlight their 

similarities and differences’ [Smith, 2002] or; PCA finds the “best fit” for a line or 

plane that results in the transformation and rotation of data to highlight maximum 

variability. This can be useful during the segmentation process as it is possible to 

regularise2 the location and orientation of isolated regions within an image helping to 

                                                 
2 This could potentially have a normalising effect on regions that are similar. However other factors 

such as an object’s angle and distance to the camera may negate this to a certain extent. 
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reduce the amount of variance present between objects that are the same or similar. 

This can result in better learning and recognition during classification and is a 

common technique used to reduce the variability of individual alphabetic characters, 

from different writers, in handwriting recognition software [Dreuw et al., 2008; 

Schenk et al., 2008]. 

2.4.3 Feature Extraction 

Feature extraction is the process of reducing an image down to a number of 

meaningful regions that clearly encapsulate and highlight the individuality of distinct 

objects within the image whilst smoothing irregularities and discarding unwanted 

noise. Gonzalez et al [2002] discusses popular feature extraction techniques in detail 

and divides the feature extraction process into the following two primary stages: 

 

Segmentation – the subdivision of an image into constituent regions to a level 

specific to the problem being solved, which is indicated by sufficient isolation of the 

objects of interest. 

 

Representation and Description – the output generated during segmentation is 

typically represented or described using a form (e.g. numeric values) that is more 

suitable for further processing using methods such as machine learning classifiers. 

2.4.3.1 Representation Techniques 

Once a region has been sufficiently segmented it is typically represented using 

regional descriptors. These can be as simple as area and perimeter metrics as well as 

compactness and dispersion, some of which have been taken into consideration 

during this research. In addition to these, more complex descriptors such as moment 

invariants [Hu, 1962] can be used to derive representations that are invariant to 

factors such as scale, translation and orientation [Gonzalez et al., 2002; Nixon & 

Aguado, 2008]. Invariant descriptors provide a generalised representation of regions 

and are of considerable importance when analysing video footage captured using a 

moving camera, as the same object is likely to be viewed at different distances and 

angles from the camera.  This has the potential to render more basic descriptors such 

as size and perimeter metrics meaningless. We have used the Matlab implementation 



  Literature Review 

17 

 

of the invariant moments included in [Gonzalez et al., 2002]. The seven invariant 

moments contained within this implementation are defined as follows: 

The 2-D moment of order (p + q) of a digital image f(x, y) is defined as 

 

 ,  

For p, q = 0, 1, 2,..., where the summations are over the values of the spatial 

coordinates and x and y spanning the image. The corresponding central moment is 

defined as 

 ,  

where 

   and    

The normalized central moment of order (p + q) is defined as 

  

For p, q = 0, 1, 2, ... , where 

 2  1 

For p + q = 2, 3, ... . 

 

A set of seven 2-D moment invariants that are insensitive to translation, scale 

change, mirroring, and rotation can be derived from these equations. They are 
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2.4.4 Motion Tracking 

Motion tracking, or motion estimation, is the process of tracking objects within a 

scene over time and is a fundamental step during the process of video analysis when 

the objective is to perform abundance analysis. Not being able to predict where a 

detected object in a previous frame is currently located within a scene will give rise 

to ambiguity, as it is not possible to determine whether an object in the current frame 

has already been detected. In more general terms, motion tracking is related to the 

detection of regions of change within sequential images and there is widespread 

interest in this area due to the diverse range of relevant applications, such as video 

surveillance, underwater sensing, medical diagnosis and driver assistance systems 

[Radke et al., 2005]. 

 

Provided the velocity of objects within a scene can be estimated, it should then be 

possible to predict the location of a previously identified object within the current 

frame of a sequence of images, thus allowing objects to be tracked over time. This 

process may also provide a level of robustness within the tracking system, provided 

an object’s velocity is small, as an object may be missed in one frame but may still 

have been accounted for in one or more previous frames thereby allowing for it to be 

picked up again in future frames [Edgington et al., 2003]. Many techniques exist for 

the estimation of motion, or velocity, in sequential images [Arredondo et al., 2004; 

Barron et al., 1994; Horn & Schunck, 1981; Meyer & Bouthemy, 1994]. These 

include; differential – where spatiotemporal derivatives of image intensity or filtered 

versions of an image are used to compute velocity [Weber et al., 1994] and 

correlation-based matching – (also known as area-based matching) which finds 

similarities between two or more images as a means of estimating the velocity of 

objects between frames [Stiller & Konrad, 1999]. 

 

Correlation or area-based methods are often only suitable for motion estimation 

between images which locally differ by translation only and also have a reasonable 

level of ‘remarkableness’ i.e. they do not contain large areas of similarity that cannot 

easily be distinguished as would appear in e.g. a well lit room with featureless white 

walls [Zitova, 2003]. Our footage typically contained scenes that were rigid in nature 

as the objects within the scene are generally stationary and motion is egocentric, i.e. 
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motion is limited to the movement of the camera across the scene. However, low 

level underwater footage can have smooth sandy sea beds and the potential for a 

number of similar objects to be present in any given scene. This could result in a lack 

of remarkableness within portions of a scene, resulting in correlation based 

techniques producing incorrect values within output data. To help overcome this 

outlier detection techniques can be used to identify errors or anomalies within 

statistical data; this is discussed in detail in section 2.5.2.2. 

2.5 Machine Learning  

 ‘Machine Learning is the study of computer algorithms that improve automatically 

through experience’ [Mitchell, 1997]. 

 

The representational data derived as output during the feature extraction process 

discussed earlier in this chapter can be used to train machine learning classifiers such 

as Neural Networks [Rojas, 1996] and Naїve Bayes classifiers [Witten & Frank, 

2000]. 

2.5.1 Supervised Learning 

Supervised learning is a technique that involves training classifiers on correctly 

labelled instances, each of which has attributes for which values are known, in 

addition to a label that denotes what type or class an instance belongs to. Once 

trained, a classifier’s accuracy can be evaluated by presenting it with other (unseen) 

data, for which the correct labels are known but are withheld. The correct (known) 

labels can then be compared to the predicted labels produced during classification to 

evaluate the accuracy of a classifier. The Weka Machine Learning Toolkit (Weka) 

[Hall et al., 2009] has a wide selection of well known machine learning classifier 

learners capable of performing supervised learning tasks. Additionally Weka is an 

open-source software package that provides users with the ability to customise 

classifiers if so desired. 

2.5.2 Unsupervised Learning 

In contrast to supervised learning, unsupervised learning derives classes from data 

where a priori knowledge about patterns or similarities within the data, suitable for 

categorization, have not been (or cannot be) determined. Clustering and outlier 
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detection are two such techniques that fall into this category and are discussed in 

detail in the subsequent two sections. 

2.5.2.1 Clustering 

Various cluster analysis, or clustering, techniques such as partitioning (k-Means 

[MacQueen, 1967], Quality Threshold [Heyer et al., 1999]), hierarchical analysis and 

grid techniques [Schikuta, 1996] are commonly used for statistical data analysis. 

Cluster analysis attempts to form categories from instances within a dataset by 

grouping similar instances into subsets of the original dataset. 

 

Figure 2-9 presents a simple example of the k-Means clustering algorithm where 

k=3. Figure 2-9 (a) outlines the initial selection of k “means”. This is performed 

randomly and the number and location of these seeds can determine the overall result 

produced by the algorithm. A considerable amount of research has been devoted to 

determining and refining the optimal selection characteristics for the initial number 

of seeds and seed values in an effort to find solutions that converge to a better local 

minimum as the need to estimate the initial value of k can be a shortcoming for this 

algorithm [Kotsiantis & Pintelas, 2004]. These include techniques such as evaluating 

the results of multiple randomly selected seeds (which can include varying the value 

of k) and also selecting seeds based on specific probabilities [Bradley & Fayyad, 

1998; Karteeka Pavan et al., 2010]. Once the seed selection has been made each data 

element is associated with its nearest seed thereby forming the initial k clusters. Each 

seed is then adjusted so that it is situated at the centroid of its respective cluster as 

depicted in Figure 2-9 (b). The process of associating data elements to the nearest 

seed is then performed again and followed by a further relocation of the k means to 

the centroid of the newly created k clusters as shown in Figure 2-9 (c) and Figure 2-9 

(d). This process is continued until the algorithm converges on the local minimum; 

i.e. the data elements associated with a cluster do not change. 
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a. b. 

 
c. d. 

Figure 2-9: a) k initial “means” are selected (marked with a red circle) randomly (where k = 3 

in this example) and each data element is associated to its nearest mean b) each mean is 

then adjusted to the location that is the centroid of its respective cluster c) clusters are 

recalculated by associating the data elements to the new nearest mean d) means are again 

recalculated to the centroid of their respective clusters; steps c and d are performed until the 

elements associated with each cluster remain the same. 

 

Grid-based (or density-based) clustering techniques can produce fast processing 

times on large datasets, as typically performance is governed by the size of the grid 

rather than the size of the dataset, and are also capable of processing streamed or 

temporal data in real-time [Chen & Tu, 2007; Liao et al., 2004]. Grid-based methods 

begin by performing quantization on each data element, i.e. each data element is 

associated to a cell within the grid. Adjacent (four or eight connected) occupied cells 

are then grouped to form clusters. The density, or granularity, impacts the 

performance of this type of technique whereby clusters that are close together may be 

merged into one cluster when the density of the grid is too low. Alternatively clusters 

with a broad spread of data elements may become fragmented when the density of 

the grid is too high. 
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Figure 2-10 demonstrates how coordinates can be associated with cells within a grid 

in an attempt to group them into meaningful subsets. We can see that, based on the 

example coordinates (Figure 2-10 (a)), there are a three distinct clusters; however 

when the instance coordinates are associated with grid cells (Figure 2-10 (b)) two of 

the clusters are misinterpreted as being only a single cluster, in this case the grid is 

too coarse resulting in a lack of definition between clusters within close proximity of 

each other. 

 

    a.  b. 

Figure 2-10: An example of grid clustering using a top-down approach to finding clusters. 

 

Figure 2-11 uses the same coordinates as the previous example but this time they are 

applied to a grid with twice the number of cells. We can see that, in comparison with 

Figure 2-10, twice as many clusters are found3. However in this example cluster 4 is 

actually formed from a coordinate that should be associated with cluster 2 resulting 

in 4 clusters being found instead of 3. 

 

                                                 
3 We are not suggesting that halving the grid size will necessarily double the number of clusters, this 

is purely coincidence in this example. 
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Figure 2-11: Reducing the coarseness of the cluster grid can help increase cluster definition. 

2.5.2.2 Outlier Detection 

As discussed earlier in this chapter (section 2.4.4) when estimating the optical flow 

rate (the rate of change across a scene from one frame to the next) during motion 

tracking it is possible that a lack of remarkableness within an underwater scene may 

cause anomalies resulting in regions from one image being incorrectly correlated to 

points from another image of the same scene at a different point in time. Whilst it is 

desirable to avoid this, it is also possible that the use of an outlier detection technique 

may assist in identifying and correcting anomalies should they occur. 

 

It has been suggested that the k-means clustering algorithm may be a suitable method 

for outlier detection whereby any cluster with a density that falls below some given 

threshold is deemed to be an outlier [Yoon et al., 2007]. However as an alternative 

the box plot (also known as the box-and-whisker plot) method, whilst traditionally a 

popular technique for the statistical representation of univariate data, also provides a 

possible technique for performing outlier detection [Williamson et al., 1989; Zani et 

al., 1998]. The interquartile range (IQR) is calculated as the 75th percentile (3rd 

quartile, Q3) minus the 25th percentile (1st quartile, Q1) of a sorted list of values. The 

IQR is considered to be a useful representation of data distribution as it encapsulates 

the trends of the middle 50% of values and is therefore less likely to be influenced by 

the presence of outliers.  
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Figure 2-12 demonstrates the typical representation of a box plot diagram. The upper 

and lower fences are not always included in box plot diagrams but in the context of 

our research these are particularly relevant. 

 

 
Figure 2-12: A typical representation of a box plot diagram with fences indicating the 

threshold for outliers. 
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3 Scallop Bed Datasets 

3.1 Introduction 

During the development of our system the general visual quality of TAFI’s video 

was quite poor for various reasons discussed in section 3.2; the transferral of these 

images from video to single frames for print reduced their quality even more. As a 

result the scallop bed images presented within this thesis document have been 

manually adjusted using Adobe Photoshop® in an effort to improve the overall 

quality and clarity of the printed images for the benefit of the reader. Typical 

adjustments include a minimal amount of Gaussian blur to reduce frame lines caused 

by interlacing and also the adjustment of brightness and contrast levels in an effort to 

accentuate the differing tonal levels within the frames which often have a washed out 

appearance. Our system is also sensitive to some of these image quality issues; as a 

result similar steps were taken to counter these problems during the stages at which 

they affected the system’s performance. These issues were overcome 

programmatically during processing (i.e. we did not use Adobe Photoshop® to 

perform the adjustments). 

 

 
Figure 3-1: An original frame (left side) is manually enhanced using Adobe Photoshop® for 

the purpose of clarity within this thesis document (right side). 
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Of equal importance was the conversion of the images from colour to greyscale as 

the supplied footage contained variations of both. The colour footage itself was 

largely monochromatic as it typically had a green-blue hue that affected every aspect 

of the scene within the video (see section 2.2.4 for details). Occasionally the footage 

became considerably more colourful. However this only occurred when the light, 

mounted on the camera’s frame, was close enough to the sea floor to actually have a 

noticeable impact on the illumination of objects within the camera’s field of view. 

Varying environmental conditions including weather (i.e. bright sunshine versus 

cloud and rain), the depth of the camera and the overall turbidity of the water also 

affected the intensity of the green-blue hue resulting in some footage having quite a 

light turquoise appearance in contrast to other footage having a darker bluish tone. In 

an effort to reduce the impact of poor colour matching during printing and for the 

sake of consistency when comparing frames from different footage most of the 

scallop bed footage images within this document were converted to greyscale prior to 

altering their appearance manually using Gaussian blur and/or brightness and 

contrast. 

 

          a.   b. 

Figure 3-2: An example of colour footage (a) converted to its greyscale equivalent, then 

manually enhanced using Adobe Photoshop® (b) to improve the clarity of printed images 

within this document.  
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3.2 Scallop Video Footage 

The data used in this research was extracted from sections of video footage provided 

to us by TAFI and was collected between 2000 and 2004. The footage was captured 

using a drop camera and as a result the camera’s movement through the water was 

affected by the speed of the vessel and the overall smoothness of the sea’s surface. 

The sea is seldom perfectly calm or flat, so the footage was subject to a constant up-

and-down and rolling motion that was not uniform, making its effects difficult to 

compensate for. 

 

The camera was mounted on a frame that was designed to stabilise it and reduce its 

tendency to pan left or right as it was being towed through the water. However, in 

some of the footage, there were noticeable calibration issues resulting in the camera 

being permanently off-centre to the left or right causing some of the footage to have 

a slightly sideways motion to it. This was not ideal as it caused additional 

inconsistencies between transects but was considered to be a manageable issue as it 

was our intention to develop a system that was robust enough to handle variations in 

the overall direction of the camera. Even when using an ROV it would still be likely 

that the method of capture would be susceptible to minor variations and 

inconsistencies due mainly to the typically suspended nature of underwater devices. 

We also intended to allow for the possibility of extending our system to track 

different types of objects over time, whether underwater or in open air, and in some 

circumstances this could include situations where the camera has a free or extended 

range of movement. 

 

The variations present within the drop camera footage, even within a single transect, 

were substantial, resulting in a potential reduction in the number of feasible 

techniques available to us for predicting the general location of instances over time. 

We could have attempted to estimate factors, such as the relative altitude of the 

camera, which would then have enabled us to estimate the overall change in size of 

instances of time. However, this would have introduced additional layers of 

complexity into the system that would not be required if the camera was more stable 

and data, such as velocity and altitude, were provided. Being able to determine 

whether an object seen in one frame of the footage was the same object in another 



    Scallop Bed Datasets 

28 

 

frame was crucial to our system’s overall usefulness as it had the potential to allow 

us to generate a fully sampled assessment of scallop abundance over a given transect. 

If this was not possible, it would have been necessary to ensure that each dataset 

contained a complete set of unique instances. This would have required us to ensure 

that, during the selection of each frame used in a dataset, the camera had travelled far 

enough through a transect so as not to include any objects present in previously 

selected frames.  If we were to have sampled transects in this manner, we would also 

have required distance information over time for each frame, which is something that 

was not available. As a result it would not have been possible, with the footage made 

available to us at the time, to provide an accurate assessment of the number of 

scallops present in any given transect. 

 

In recent years TAFI’s interest in underwater video has increased and as a result they 

have obtained access to an ROV suitable for collecting data superior in quality and 

consistency to the video footage we had available to us. Because an ROV is self-

propelled, and is not tightly tethered to a vessel, its motion remains independent from 

that of the vessel operating it. The ROV now available to TAFI can record both 

velocity and altitude information and also provides a far more stable platform 

capable of constant lineal motion in comparison to their drop-camera. The ROV has 

the added advantage of being equipped with twin stereoscopic cameras, which would 

allow further statistical estimates to be provided by our system in the future, 

including the approximation of biomass. Spatial resolution can also be estimated in 

significant detail as data relating to the camera’s swath width4 and angle are also 

available. The only potential drawback with the ROV in question is that it takes still 

images at one-second intervals rather than continuous video. However being able to 

regulate the ROV’s speed would provide us with the ability to slow it down 

sufficiently so that it provides overlapping sequential frames at one second intervals, 

which is essentially the same as analysing single frames of video footage and should 

therefore not pose any foreseeable problems. 

                                                 
4 The strip of sea bed from which data is being collected. 
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3.2.1 Reducing Camera Undulation 

As mentioned previously the use of a drop camera during the collection of footage 

resulted in a distinct undulating motion within each video caused by the movement 

of the boat as it followed the rise and fall of the sea’s surface. At times the magnitude 

of this effect could be so great that the camera touched the sea floor, resulting in 

disturbed sand obscuring the camera’s view, or conversely the camera’s height from 

the sea bed increased to such an extent that objects on the sea bed were no longer 

clearly visible due to poor lighting conditions and the turbidity of the water. This 

effect also caused dramatic changes in the apparent size and clarity of scallop and 

non-scallop instances within the footage making it difficult to standardise the data 

presented to the overall system. 

 

Even before TAFI obtained access to an ROV it was decided that attempting to build 

a system capable of dealing with the undulation in the footage would be both time 

consuming and unnecessary. Advances in underwater video technology had, at the 

beginning of this research, already reached a point where affordable systems, capable 

of reducing many of the initial footage’s shortcomings, were becoming readily 

available for purchase by institutes such as TAFI. Therefore it was decided that short 

sections of footage would be manually extracted from a window within the camera’s 

range of vertical motion, in an effort to simulate the footage that could be provided 

by systems such as ROVs and AUVs. Because the camera was never completely 

stationary at any given point during a transect (unless it had landed temporarily on 

the sea floor), the footage did still contained some unwanted horizontal motion. 

However, even though we had not seen any footage, during the course of this 

research, from the ROV now available to TAFI, it would be safe to assume that it too 

would suffer, to some degree, from horizontal movement caused by factors such as 

underwater currents. 

 

Figure 3-3 shows an approximation of what we hoped to achieve by manually 

extracting sections of the footage. Although the idea was a reasonably sound one, in 

practice the lack of altitude information and inconsistency in the undulation over 

time made it difficult to generate datasets containing frames taken from a consistent 

altitude and velocity. Typically throughout all the available footage, the camera’s 
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average altitude was too high resulting in a loss of clarity in the footage when the 

camera was at its maximum distance from the sea floor. As a result the tendency 

during manual extraction was towards the selection of footage within the lower half 

of the camera’s range of vertical movement. In some instances this also made it 

possible to extend the length of extracted sections by allowing the camera to travel 

through its lowest point and begin to rise again. This was particularly true in the case 

of datasets B, section 3.3.3.2, and E, section 3.3.3.5, where the effects of undulation 

were not as severe as some of the other footage included for analysis. 

 

 
Figure 3-3: Manually extracted sections of the footage (shaded region) are used to generate 

the datasets in an effort to reduce the visible effects of an undulating drop camera. 

3.3 Dataset Overview 

3.3.1 Initial Experimental Datasets 

With a limited understanding of the overall system requirements in the initial stages 

of our research, a single experimental dataset was developed using a combination of 

frames derived from sections of all the transects provided by TAFI (with the 

exclusion of several transects that were of particularly poor quality due to severe 

motion blur caused by the camera being towed too quickly). The intention in 

constructing this dataset was to have a reasonable representation of the many 

different types of instances5 present in the footage; as a result the dataset included 

instances with varying clarity and scallop abundance, and also included varying 

amounts of marine snow, seaweed and other forms of debris. 

 

                                                 
5 Chapter 1 introduces the concept of an instance being an object or region within a frame of video 

footage that has been identified by Ezvision. 

Conceptual path of camera 

Actual path of camera 

Footage for datasets is extracted 
from this general region of the 
camera’s motion. 
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Our primary objective in the early stages of system development was to reach the 

point where we could attempt some classification without too great an expectation of 

the overall performance. Because of this we chose not to take every frame from a 

given sequence of video footage, as this would result in a large quantity of the same 

scallop and non-scallop instances being repeated within the dataset. Therefore 

sections were manually extracted at a frame interval of 35 (with the occasional 

adjustment made to this interval when the candidate frame was not suitable due to 

poor image quality). Typically a frame step of this magnitude resulted in the same 

instances appearing up to five times within the dataset, at varying sizes, as the 

camera moved over it. However this was dependent on the speed of the camera, and 

also the amount of undulation present. Increasing the frame selection interval would 

have allowed us to eliminate the occurrence of multiple instances entirely. However 

it was decided that having some repeated instances would provide us with an insight 

into the likelihood that our system would repeatedly select the same instances over 

time regardless of their shape, size and clarity, and, if this were not the case, at what 

point in the camera’s field of view our system would consider scallop instances to be 

most conspicuous. Additionally whilst most frames had a total of 30 instances 

extracted from them (discussed in detail in section 4.3) during manual classification 

some instances were discarded due to their very poor quality, this problem was 

overcome in later datasets by further improving the selection of video. The general 

statistics for the initial dataset are outlined in Table 3-1. 

Dataset Scallop 
Non-

Scallop 
Total 

Instances 
Total 

Frames 
Frame 
Interval 

Initial Mixed 827 2699 3526 120 ~35 

Table 3-1: The statistics for the initial experimental dataset. 

 

It would have been possible, albeit time-consuming, to quantify the instances in this 

dataset further by performing a thorough examination of each sequential frame of 

footage but this information was not particularly relevant at such an early stage, and 

was likely to give little insight into the data due to the arbitrary nature of the 

dataset’s construction. 

 

The number of scallop instances present in the initial dataset contributed to 

approximately one third of the total instances (Table 3-1). This weighted distribution 
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occurred because our initial dataset included both commercial and recreational 

scallop beds and typically the latter has a much lower distribution of commercial 

scallop instances. 

 

Figure 3-4 represents a typical commercial scallop bed; we can see that in 

comparison to Figure 3-5 and Figure 3-6 the sea bed is remarkably clean and the 

scallop instances are more clearly identifiable. 

 

 
Figure 3-4: An example of the “commercial” scallop bed video footage provided by TAFI. 

 
Figure 3-5: An example of TAFI’s footage with an abundance of Doughboy scallops and 

shell debris. 
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total) as the number of salient regions detected during the initial stage of our system 

was capped at thirty (this is discussed in detail in section 4.3). The number of frames 

for each dataset was also capped using the length of the shortest dataset, in this case 

the commercial dataset. The scallop and non-scallop instances could have been 

represented as percentages in order to include the full length of the recreational 

dataset. However it was decided that for the sake of comparison it seemed 

appropriate to make their underlying structure as similar as possible. 

Dataset Scallop 
Non-

Scallop 
Total 

Instances 
Total 

Frames 
Frame 
Interval 

Commercial 1384 1766 3150 105 1 

Recreational 449 2701 3150 105 1 

Table 3-2: Statistics for the second and third datasets generated from the TAFI footage with 

a clear separation of commercial and recreational scallop beds. 

 

Each dataset was a combination of three manually extracted sections of both 

commercial and recreational footage.  Each section was chosen for its overall clarity, 

appropriateness of camera altitude and minimal undulation in an effort to plausibly 

simulate the video footage produced by an ROV or AUV. The frames used to 

generate the datasets were extracted sequentially from each short section of footage 

(i.e. no frames were skipped). In this instance, due to the lengthy process involved in 

manually classifying substantial numbers of instances for the purpose of 

experimentation (see section 4.6), it was deemed more appropriate to build datasets 

that would be suitable for experimentation at every stage during the development of 

our proposed system, rather than only being useful up to the classification stage. 

Having datasets that consisted of every frame from each section of footage allowed 

us to evaluate the performance of the system during motion tracking and temporal 

instance tracking stages (chapter 7 and chapter 8). At such an early stage in system 

development it was not possible to clearly identify the number of frames our system 

would be capable of skipping (as a means of reducing unnecessary processing 

overhead) whilst still keeping track of duplicate or seen objects. 
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3.3.3 System Evaluation Datasets 

The system evaluation datasets have been provided as part of the electronic 

submission of this thesis – please refer to Appendix E for more details. 

 

As the focus of the research shifted from object detection and classification to 

temporal instance tracking, ten system evaluation datasets were created. The ten 

sections of footage were extracted from three of the clearest transects (labelled 1 to 

3).  The sea floor in the selected footage was relatively clear but this was a naturally 

occurring feature and it still contained significant quantities of other marine flora and 

fauna and debris consistent with the typical commercial scallop bed footage provided 

by TAFI. 

 

Each dataset was labelled alphabetically A through J. Datasets A through D were all 

from the first transect, E through H from the second and I and J from the third. The 

sections were of various lengths, the longest being 485 frames (20 seconds). The 

length of each dataset was dictated by the effect the vertical motion of the camera 

had on the clarity of the objects within the footage. Considerable time was spent 

identifying sections that were least affected by this in order to maximise the number 

of frames present in each individual dataset. Apart from the obvious drawbacks of 

not being able to create larger continuous datasets, the variation provided by 

selecting shorter sections did give us the opportunity to make a broader comparison 

of the system’s performance based on the observations of apparent similarities and 

differences between our system evaluation datasets. Observations such as these could 

be used to provide TAFI with a set of visual benchmarks capable of helping them 

with the initial calibration of their ROV during the collection of new commercial 

scallop bed video footage. 

 

Table 3-3 provides an overview of the general statistics for each of the ten datasets. 

The interval column relates to the number of frames that were skipped during 

processing in an effort to reduce the overall processing time required. This is 

discussed in detail in sections 3.3.1 and 7.1. An interval of five frames was chosen 

when building these datasets; this minimum interval was based on preliminary 

experimental results from the motion estimation stage of our system (chapter 7), 
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which when tested on the commercial scallop bed datasets indicated that we could 

skip at least five frames and still be able to sufficiently estimate the optical flow rate 

of the footage from one frame to the next (see section 7.1 for further details). 

 

Dataset Scallop 
Non 

Scallop Total 
Total 

Frames 
Frame 
Interval Seconds 

A 623 607 1230 200 5 8 

B 1611 1329 2940 485 5 20 

C 294 306 600 95 5 4 

D 194 256 450 70 5 3 

E 704 1126 1830 300 5 13 

F 55 395 450 70 5 3 

G 646 1454 2100 345 5 14 

H 378 552 930 150 5 6 

I 240 480 720 115 5 5 

J 240 540 780 125 5 5 

Total 4985 7045 12030 1955 5 81 

Table 3-3: General statistics for datasets A through J. 

 

Because the final ten datasets were used to make a full assessment of the entire 

system the following sub-sections discuss in detail the video footage used to create 

these datasets. Even though these datasets were constructed with a focus on obtaining 

an overall consistency between the clarity and the general field of view of each 

individual section of footage, there is still a lack of precision that could be overcome 

using an ROV or an AUV. Having a clear understanding of the differences present in 

each section further would help us identify the properties that generate a high quality 

dataset, which in turn would give TAFI a better insight into the factors associated 

with collecting consistent footage suitable for automated abundance analysis. 

3.3.3.1 Dataset A Footage 

Transect one was particularly clear and the scallop instances in dataset A were 

generally clearly identifiable. There were the occasional distinct non-scallop 

instances within the footage including some conspicuous dark shapes and some 

lighter shell fragments. The undulation in this particular piece of the transect was not 

too severe. However a small amount of apparent backwards motion was experienced 

in the footage as the camera moved closer to the sea floor, which resulted in some of 
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the instances within the footage disappearing from the camera’s field of view then 

returning again in subsequent frames. 

3.3.3.2 Dataset B Footage 

There was an abundance of scallops within this dataset and camera undulation was 

minimal except for a steady rise towards the end of the footage. Aside from a minor 

pause, with some fractional apparent backwards motion around frame 175 the 

camera moved forward at a steady pace. There was also some debris present, similar 

to dataset A. Of particular note in this footage was the clarity of the ripples in the 

sand. Their appearance was more noticeable in this footage, suggesting that 

compared to dataset A either the lighting was better or the turbidity of the water was 

not as high. Both of these factors may be true and it may also be the case that the 

water in this section was shallower. 

3.3.3.3 Dataset C Footage 

This section started out with almost as much clarity as dataset B; however the 

camera’s undulation was more noticeable in this section. As the camera’s altitude 

increased objects within the scene became very poorly defined to the point where the 

background (top half of the frame) was almost featureless and the foreground was 

very murky. Because of this it was thought that it may prove necessary to trim some 

of the tail of this dataset off depending on its performance during temporal instance 

tracking. However manual compensation was applied during the final stage of 

evaluation to allow for instances that were too close to an edge (i.e. they were not 

clearly present within the footage for any suitable length of time); this is discussed in 

detail in section 8.7. 

3.3.3.4 Dataset D Footage 

The most distinguishing feature of this section of footage was the amount of debris 

present at the start of the section. Several of the pieces of debris were seaweed; there 

was also a small fish present later in the footage. Several dark shapes were present 

that were approximately three times larger than an average scallop present in the 

footage. As with dataset C this footage also started out relatively clear and then 

degraded dramatically as the camera followed an ascending path. 
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3.3.3.5 Dataset E Footage 

Dataset E was another excellent sample of footage, comparable to dataset B in both 

clarity and length. There was a small amount of undulation as the camera dipped 

down to its minimum altitude before ascending again. The camera then rose to a 

substantially high altitude (in comparison to the other datasets) but still maintained a 

considerable amount of clarity for the overall scene. The end of this footage was 

interesting in the sense that it included a section of quite barren sea floor.  As a result 

there were only a few scallops and very little other debris except for a handful of 

shell fragments scattered throughout the scene. 

3.3.3.6 Dataset F Footage 

The camera was generally lower in this footage resulting in all the objects within the 

footage appearing larger in comparison to the other system evaluation datasets. 

Although this provided a higher level of object detail it also had the adverse effect of 

reducing the overall swath width being analysed by the system. This would 

ultimately result in the need to collect more footage to cover the same amount of sea 

floor as transects with a higher camera altitude. This particular piece of footage was 

quite devoid of scallop instances and had a reasonably high amount of debris in 

comparison to our other system evaluation datasets. It also included some marine 

snow. 

3.3.3.7 Dataset G Footage 

There was a noticeable amount of debris within this section of footage, including 

both weed and shell fragments. The shadows produced by the ripples in the sand 

were also quite dominant. The camera was tilted down towards the sea floor slightly 

more than in the previous dataset footage, increasing the definition and size of the 

crescent shadows cast by the scallops. This extract was also of considerable length 

and the average altitude of the camera is lower than the average across all ten of the 

system evaluation datasets. 

3.3.3.8 Dataset H Footage 

Initially this footage was very similar to the best footage in transect 1. However the 

camera descended to a point that was quite close to the sea floor. Because of this the 
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change in instance size within the footage was quite dramatic resulting in the end 

frame swath width being approximately one ninth of that in the first frame. 

3.3.3.9 Dataset I Footage 

Although reasonably clear, the third transect lacked some of the clarity of the first 

two transects. There was a small degree of blurring present in this footage that was 

more noticeable than in the other footage. However this did not appear to affect the 

overall performance of the system as the crescent shadows cast by the scallops still 

seemed to retain a reasonable level of definition. 

3.3.3.10 Dataset J Footage 

There were a reasonable number of shell fragments littering the sea floor as well as a 

several conspicuous pockets of seaweed within this section. Visibility also became 

quite poor at the end of this section of footage as the camera’s altitude increased, 

resulting in a considerable number of the scallop instances becoming very washed 

out. Once again a manual adjustment was applied to this problem using the close to 

an edge measure for compensation during the final stage of processing, discussed 

further in section 8.7. 
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4 Determining Areas of Potential Interest 

4.1 Introduction 

Accurately annotating underwater video footage requires the analysis of a large 

number of frames per transect, so reducing the overall search space of our system 

was an important first step. Advances in neuromorphic engineering, which focus on 

modelling selective visual attention [Koch & Ullman, 1985], offered us the ability to 

quickly scrutinise our video frames for areas of potential interest prior to any further 

processing. 

 

Our primary focus in this research was the abundance analysis of commercial scallop 

beds. Fortunately commercial scallop beds typically occur in areas with a 

comparatively sandy sea floor, as opposed to most recreational scallop beds, within 

which the sea floor may be heavily cluttered with non-commercial Doughboy 

scallops, rocks and seaweed. However live scallops within the commercial scallop 

bed footage are usually partially buried under the sand, making it difficult to 

differentiate between the seafloor and the scallops. Therefore during the development 

of our system the detection of scallop instances, whether manual or automatic, relied 

upon the somewhat darker shadow cast by the protruding perimeter of buried 

scallops, which in many cases was crescent shaped. 

4.2 Ezvision 

With the default settings the Ezvision application (included as part of iLab’s iNVT 

software introduced in section 2.4.2.1) tended to cluster around very specific areas of 

interest within an image. Therefore if one part of an image was particularly 

conspicuous it was detected many times. Our intention was to use Ezvision to find as 

many distinct areas of potential interest as possible. Therefore when a salient region 

was found we wanted Ezvision to suppress it during future traversals of the image, 

resulting in the toolkit finding a distinct array of interesting objects in descending 

order of saliency. 
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4.3 Ezvision Settings 

Figure 4-1 demonstrates the performance of Ezvision on TAFI’s commercial scallop 

bed footage when all its parameters were set to their default values, with the 

exception of a time constraint discussed further in this section. Each yellow square 

denotes the location of a salient region found by Ezvision. There are sixty points in 

total within this frame6.  The 20000ms time estimate, shown in the top left of the 

image, represents an approximation of the simulated milliseconds a biological 

observer (such as a human) would take to identify the same points of interest. We 

can see that in this frame Ezvision repeatedly had its attention drawn to four 

particularly conspicuous objects, with a majority of this attention being on the two 

uppermost objects. Although quite difficult to make out, these two primary objects of 

interest were sufficiently featureless enough to suggest that they were either small 

clumps of seaweed or pieces of sponge.  Either way they were most likely not 

commercial scallops. 

 
Figure 4-1: A sample of the typical performance of Ezvision on TAFI’s footage when used 

with the default installation settings. The yellow markers indicate the detection of salient 

regions by Ezvision; the blue markers indicate the presence of commercial scallops. 

                                                 
6 This was calculated from secondary output from the iNVT system, as it is difficult to count these 

within the image due to an overlapping of the points. 

Ezvision                           Scallop 
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In comparison to the other objects within this frame, these two objects are slightly 

larger and, because of the overall darkness of the objects, they presented with a 

higher contrast against the sandy sea floor. These two factors contributed 

significantly to the objects being considered by Ezvision to be the two most salient 

areas of the image. The object identified by Ezvision at the bottom right of the frame 

is the upturned shell of a deceased bivalve mollusc. These appeared with significant 

frequency throughout the footage and typically presented with a high level of 

contrast, usually lighter rather than darker, against the sandy sea floor. This is one of 

the factors that contribute to Ezvision’s interest in this particular object. However the 

orientation of this shell also made it more salient in comparison with other similar 

objects within the frame. Of the four salient regions detected by Ezvision, the lower 

left region was the only one that represented the detection of a commercial scallop 

(the location of each scallop instance is marked with a blue dot).  The other eighteen 

scallops present in the system have, as yet, not been detected. 

 

As mentioned earlier the only input parameter that was explicitly set during the 

analysis of figure 4-1 was the too-much-time option, which was set to twenty 

seconds. This caused Ezvision to stop running when the simulated time reached this 

threshold. If this value was set to a much higher threshold, it is possible that Ezvision 

would have eventually shifted its focus to other salient regions within the image. 

However the actual time Ezvision took to process twenty seconds of simulated time 

was approximately three minutes. This running time was deemed to be far too long 

as it would have taken over an hour to analyse one second of actual video footage7 

during the first stage of our multi-stage system. These calculations were based on 

running the toolkit using Fedora Core 4 [Red Hat, 2010], a Linux based operating 

system which was installed on a desktop computer with an AMD Athlon XP 1.3Ghz 

processor and 512Mb of RAM. 

 

Additionally because Ezvision repeatedly targeted the same objects within the frame, 

it would have been necessary to perform clustering calculations for groups of 

detected points on a per-frame basis, introducing a substantial amount of additional 

processing overhead. This could also cause the system to misrepresent instances in 

                                                 
7 This is assuming that each frame of the footage would have to be processed during analysis. 
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close proximity to each other because smaller clusters of points may overlap to form 

larger, less representative clusters that would not map well to the underlying objects 

within a frame. It was important that we reduced the number of errors introduced into 

the system at each stage, as it was likely that the sum of these errors would result in a 

system that performed poorly on our data. The first stage of our system was 

responsible for identifying both scallop and non-scallop instances so it was 

imperative that this stage mapped as accurately as possible to the unique objects 

within each frame. This did not mean that Ezvision must find every single object in 

every frame (though the greater the percentage the better), as it was likely that over 

time instances that had been missed in one or more frames would be detected as the 

camera moved closer to them. This was later confirmed as is discussed in detail in 

chapter 8. 

 

Fortunately Ezvision has a number of configurable parameters available to the end 

user8. An initial assessment of the effects the adjustment of these parameters 

(individually) would have on the processing of the scallop bed footage was 

performed. Each parameter has a number of options ranging from on/off, numeric 

values and preset options (e.g. --sm-type=< None | Std | Trivial | Fast >). It was 

difficult to determine solely from the Ezvision documentation which parameters 

would best serve our needs and blindly assessing each of these parameters in 

combination with every other parameter would have resulted in a combinatorial 

explosion. Therefore an extensive range of appropriate parameters was tested in 

isolation using all possible options, or a range of numeric values, in an effort to 

quickly identify any immediate improvements in Ezvision’s performance. This was 

done in an effort to narrow down the list of parameters that are likely to have a 

positive impact on the overall performance of our system thereby increasing the 

overall usefulness of Ezvision on TAFI’s footage. 

 

Specifically we were looking for parameter settings that would reduce or eliminate 

repeated detections of the same objects within each frame and would also 

substantially reduce the overall processing time for this stage of the system. During 

this investigation two thresholding parameters were used to reduce the initial 

                                                 
8 A full list of parameters and their default values is provided in Appendix A. 
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experimentation processing time; the too-much-time parameter was reduced to five 

(simulated) seconds and the too-many-shifts parameter, which limited the number of 

salient regions Ezvision should detect before stopping, was set to twenty. Due to the 

large number of adjustable parameters it was likely that some of them would offer 

little or no performance improvement. By applying thresholds we were able to gain 

an insight into which parameters were most effective at producing the desired output.  

Once these had been identified we were then able to determine whether an increase 

to either of these thresholds was necessary. 

 

Many of the parameters offered little or no improvement on the default performance 

of Ezvision, in relation to our footage. However we noted that two particular options, 

variance for the input parameter vc-type (visual cortex9 type) and maxnorm for the 

maxnorm-type parameter, offered promising results. Ezvision has a number of visual 

cortex types (a full list of options and their details is available in Appendix A) and 

these options affect the channels used by the Ezvision visual cortex module, with the 

variance type computing local variance in 16x16 image patches. The maxnorm-type 

parameter affects how ‘activity hot spots across spatially distant regions in the 

saliency map compete with each other for salience’ [Itti, 2003b] the default option 

for this parameter is fancy which results in the most salient regions within a saliency 

map being sharpened i.e. surrounding regions are suppressed. The maxnorm option 

for the maxnorm-type parameter resulted in a more traditional normalisation of 

salient regions resulting in a smoother more continuous saliency map. The effects of 

these two options are demonstrated in more detail later in this chapter. 

 

Typically, with respect to the footage available to us, a densely populated 

commercial scallop bed included more than twenty instances within a given frame. 

Therefore once the number of experimental parameters had been narrowed down to 

two we increased the too-many-shifts parameter from twenty to thirty which ensured 

that an overwhelming majority of scallop instances within the frame were detected 

by Ezvision. 

                                                 
9 In biological terms the primary visual cortex is part of the neocortex (which performs most of the 

cognitive functions in the human brain) and is responsible for receiving visual input from the retina 

[Sirosh, 2010]. 
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Figure 4-2 represents Ezvision’s performance on the same frame used in Figure 4-1 

with the vc-type set to variance. We could see that, for our intended purpose, there 

was a significant improvement in the way Ezvision responded to salient regions 

within an image. Also the location of most instances had only been indentified once, 

and for those instances with multiple points of attention Ezvision had at most 

identified them twice.  

 

 
Figure 4-2: A sample of the performance of Ezvision on TAFI’s footage when the visual-

cortex-type parameter is set to variance. 

 

The simulated time taken to find thirty points of interest was reduced substantially to 

approximately four (simulated) seconds, equating to an actual processing time of 

approximately 36 seconds, in comparison to three minutes in the first example. It 

would have been possible to increase this number further in an attempt to capture 

every possible scallop instance within a frame. However visual inspections of the 

Ezvision results indicated that over time scallop instances that were missed in one 

frame were typically detected one or more times in subsequent frames, depending on 

the overall conspicuity of the scallop. Therefore during the final stage (temporal 

instance tracking) of our system these scallop instances were sufficiently represented. 
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Had this not been the case increasing the too-many-shifts parameter would have been 

unavoidable and would consequently increase the overall running time of the system. 

Additionally this would have resulted in the introduction of more non-scallop 

instances to the system as there was always the possibility that various undetected 

non-scallop instances would have a higher conspicuity than those of the missed 

scallop instances. 

 

Figure 4-3 demonstrates the performance of Ezvision when the maxnorm-type 

parameter was set to maxnorm. Again we saw a significant improvement in the 

simulated, and therefore the actual, running time, which was now less than half that 

of the previous example (Figure 4-2) and in this example even fewer instances were 

identified by Ezvision more than once. However we did see a drop in the number of 

scallop instances identified as being of interest within the frame suggesting that this 

particular parameter setting resulted in Ezvision being more sensitive to the patterns 

formed by sandy ridges and depressions. As a result, many of the coordinates 

identified in the bottom right section of this frame (indicated by a white perimeter) 

were identified as being more conspicuous than some of the scallop instances.  

 

 
Figure 4-3: A sample of the performance of Ezvision on TAFI’s footage when the maxnorm-

type parameter was set to maxnorm. 
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Once again increasing the too-many-shifts threshold would increase the likelihood 

that the missed scallop instances would be detected and whilst this scenario was not 

out of the question it was perhaps an unnecessary alternative as the overall 

impression from the maxnorm option was that it did not perform as well on TAFI’s 

footage as the variance option presented in the previous example (Figure 4-2). 

Furthermore, whilst we expected Ezvision to identify all areas of potential interest 

within a frame not just scallop instances, the inclusion of sandy depressions and 

ridges was undesirable as this was meaningless data, in the context of our research. 

Increasing the too-many-shifts parameter could cause these regions being included 

more frequently, resulting in an increase to processing times for little additional 

benefit. 

 

Figure 4-4 and Figure 4-5 represent the saliency map generated using the colour, 

orientation and intensity channel maps derived from the frame used in Figure 4-3 

when the maxnorm-type parameter is set to fancy (the default value for Ezvision) and 

maxnorm respectively. Figure 4-4 depicts the previously mentioned sharpening of 

the most salient regions in the image and gave us a clearer understanding as to why 

the four regions in Figure 4-1 where targeted so frequently. 
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Colour map Intensity map 

Orientation map Saliency map10 

Figure 4-4: The colour, intensity and orientation maps combined to form the saliency map 

generated by Ezvision using the image in Figure 4-3 when the maxnorm-type parameter is 

set to fancy. 

 

We can see that the maxnorm option used in Figure 4-5 produced a far more evenly 

distributed saliency map which, for the purposes of our research, is more desirable 

and resulted in the detection of the regions highlighted in Figure 4-3. It is 

understandable that the maxnorm-type parameter’s default option is fancy as this is 

an appropriate setting for many computer vision tasks where the goal is to detect a 

limited number of the most relevant objects within a scene such as people walking 

through a scene or vehicles on a road. However in contrast to this we were looking 

for every object of potential interest of which some of the most relevant objects were 

far less conspicuous than the most salient regions within each image. 

                                                 
10 This image has been enhanced so that the lower left and bottom right regions are clearly visible as 

these two regions are almost undetectable in the original image. 
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Colour Intensity 

Orientation Saliency Map 

Figure 4-5: The colour, intensity and orientation maps combined to form the saliency map 

generated by Ezvision using the image in Figure 4-3 when the maxnorm-type parameter is 

set to maxnorm. 

 

At this point, if all possible Ezvision configuration options had been exhausted, we 

would have chosen to use the variance option for the vc-type parameter over the 

maxnorm option for maxnorm-type parameter. However as the two parameters were 

not mutually exclusive we first sought to determine how Ezvision would respond 

when these two promising parameters were combined. 

 

Figure 4-6 shows the results of combining the two parameter settings variance and 

maxnorm. This achieved a simulated processing time of less than two seconds 

(approximately 15 seconds processing time); further reduced the number of instances 

detected more than once and still detected the same number of scallop instances as 

the example in figure 4-2. We also saw that only a very small number of the detected 

instances were sandy ridges or shadowy depressions, indicating that the combination 

of these two settings produced a desirable result for the initial stage of our system. 
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Figure 4-6: A sample of the performance of Ezvision on TAFI’s footage when the maxnorm-

type and vc-type parameters are set to maxnorm and variance respectively. 

4.4 Ezvision Performance 

It was clear from initial experimentation that Ezvision’s ability to detect relevant 

salient regions relied on various factors relating to the quality of the video footage 

provided by TAFI. These factors could be separated into two distinct categories; 1) 

issues that were directly related to the process used to collect the footage (section 

4.4.1) and 2) issues that were purely environmental (section 4.4.2). Any issues that 

were overcome in the first category would serve to improve the overall robustness of 

the system whereas issues in the second category could not be overcome as easily 

and would require a number of pre-processing steps to filter images prior to 

presenting them to Ezvision (see section 9.1). 

4.4.1 Data Collection Issues 

1. Data should be collected when weather conditions are clear and calm as this 

would help to increase ambient lighting and improve the clarity of the water due 

to a reduction in turbidity. 
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2. The speed at which the camera travels through the water should be regulated to a 

slow, even pace. It is not known how fast the camera was moving in the footage 

supplied by TAFI but in quite a few instances the footage suffered from severe 

motion blur which rendered it unusable. 

 

3. The quality of the camera should be improved, as this would be one of the 

simplest ways to greatly improve the quality of the data collected. A high 

definition camera would provide better frame rates, which in turn would reduce 

motion blur and would also provide clearer footage at a higher resolution. 

 

4. The use of an ROV, rather than the currently implemented drop-camera system, 

would reduce unwanted undulation and regulate the overall height of the camera 

from the sea bed in order to maximise swath width whilst still maintaining a high 

level of detail of the marine flora and fauna present in the footage. When the 

camera is too close to the sea floor the scallops become too big within the image 

for Ezvision to detect them effectively, resulting in multiple points being detected 

within a single object rather than one point per unique object. This also results in 

too few scallops being seen within the field of view of the camera, which is 

undesirable when abundance analysis is a primary objective of this research. 

4.4.2 Scallop Bed Density and Scene Complexity 

1. The occurrence of non-commercial Doughboy scallops in some of the footage 

makes it next to impossible to find the sparsely distributed commercial scallops 

that are also present. The Doughboy scallops in the footage we had appeared in 

dense clusters which covered much of the sea bed within the footage and 

Ezvision performed poorly, with respect to our desired outcomes, when they 

were present. This footage is extremely difficult even for human observers to 

annotate (Figure 4-7). Potential solutions for eliminating these dark regions are 

discussed in section 9.1. 

 

2. Seaweed and other underwater foliage also made it difficult for Ezvision to detect 

scallops as the scallops appear insignificant to Ezvision in comparison to the 

scale and contrast of the seaweed against a sandy sea bed (Figure 4-8). 
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It was clear from the results produced that the system relied on the commercial 

scallops being clearly defined against a consistent sandy sea floor. Apart from the 

obvious occlusion and saliency problems brought about by Doughboy scallops and 

seaweed it was also the case that, even on a clear sandy bed, scallops provided 

relatively little evidence of their whereabouts due to the fact that they were partially 

buried in the sand. Often this meant they were only detectable because of the 

crescent shaped shadow cast by the perimeter of the scallop protruding from the 

sand. Fortunately this shadow is created by top down ambient daylight which made it 

visible at any angle around the circumference of the scallop. 

4.5 Frame Cropping 

Some cropping of the top and bottom edges of each frame was performed as a means 

of approximately normalising the apparent size of scallops within a frame. Scallops 

located in the near foreground provided too much detail and caused Ezvision to 

detect them multiple times, whilst those in the distant background were too small and 

provided too little detail to be processed effectively. Additionally it is important to 

remember that the intention of the system is to keep track of all instances as the 

camera passed over them. Therefore the skipping of frames, intended to reduce the 

overall processing overhead of the system, in conjunction with frame cropping still 

resulted in instance being seen by the system more than once11, and when these 

instances were in view they were suitably located within the frame at a distance from 

the camera which maximised their clarity, without an excessive increase to their size, 

thus enabling better detection by Ezvision. This topic is discussed further in section 

9.3.2. 

4.6 Manual Classification 

Once the individual video frames were processed by Ezvision it was necessary to 

manually classify them. As discussed previously this process was performed for 

training and evaluation purposes only and would not form part of an automated 

system. Ezvision outputs a series of x, y coordinate pairs. These coordinates were 

systematically fed into a simple visualisation application that we developed known as 

the Scallop Classifier Interface. This application highlighted each coordinate, one at 

                                                 
11 In most cases objects are represented within a dataset by a considerable number of instances. 
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a time, across an image of the frame from which the coordinate was derived, as 

depicted in Figure 4-9. 

 

 
Figure 4-9: The Scallop Classifier Interface is used as a tool to classify the instance 

coordinates generated by the Ezvision. 
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5 Segmentation and Feature Extraction 

Portions of the research in this chapter were previously reported at the 19th 

Australian Joint Conference on Artificial Intelligence [Fearn et al., 2007]. 

5.1 Introduction 

This stage of the system initially focused on the segmentation of the salient regions 

detected during the first stage of our system, as a means of simplifying or 

partitioning objects so that important features such as the shape, size and orientation 

of each object were clearly defined. We then focused on generating numerical 

representations of the segmented regions suitable for processing using machine 

learning classifiers (chapter 6). 

5.2 Segmentation 

After manual classification of the coordinates was complete, the same coordinates 

were then used to extract sub-images from each video frame and provided the basis 

for the image segmentation and feature extraction processes. A sub-image of size n x 

n (section 5.3) was extracted from around each coordinate and was processed using 

the following steps (in Matlab) to produce a single, cleaned-up, binary image 

containing zero or one contiguous region of pixels: 

 

Step 1 – we began by extracting a sub-image centred on each detected Ezvision 

coordinate, Figure 5-1 (a). 

 

Step 2 – the sub-image was then converted to grey-scale (Figure 5-1 (b)) using: 
 

gsImage = rgb2ind(colourSubImage, 255) 
 

Step 3 – a Gaussian filter was then applied (Figure 5-1 (c)) using the following 

Matlab functions (the process of determining the parameter values is discussed in 

section 5.4): 
 

multiDimFilter = fspecial (‘gaussian’, hsize, sigma) 

gbImage = imfilter(gsImage, multiDimFilter) 
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The clean-up process also acted as a crude initial classification process, as we were 

effectively discounting the possibility that instances that were too big to fit into our 

sub-image or too small to include any meaningful features were legitimate 

commercial scallop instances, effectively resulting in these instances being classified 

as non-scallops. 

5.3 Choosing an Appropriate Sub-Image Size 

The size of the sub-image had an impact on the overall number of instances 

generated during this stage of processing. Experiments were performed (Table 5-1 

and Table 5-2) to determine the outcome of choosing a sub-image size between 

30x30 and 100x100 pixels.  

Sub-Image 
Size Passed Clean-up 

Exceeds 
Sub-Image Perimeter Area < 60 pixels 

Exceeds Frame 
Perimeter 

30 x 30 14 624 113 76 

40 x 40 83 431 194 119 

50 x 50 224 233 234 136 

60 x 60 348 105 202 172 

70 x 70 442 46 134 205 

80 x 80 480 22 93 232 

90 x 90 501 13 51 262 

100 x 100 481 4 47 295 

Table 5-1: The effect that the sub-image size and clean-up process have on the total 

number of scallop instances available for training and testing using the initial experimental 

dataset. 

Sub-Image 
Size Passed Clean-up 

Exceeds 
Sub-Image Perimeter Area < 60 pixels 

Exceeds Frame 
Perimeter 

30 x 30 32 622 1752 293 

40 x 40 166 428 1691 414 

50 x 50 353 227 1594 525 

60 x 60 575 121 1384 619 

70 x 70 816 61 1092 730 

80 x 80 970 33 881 815 

90 x 90 1103 18 678 900 

100 x 100 1167 8 519 1005 

Table 5-2: The effect that the sub-image size and clean-up process have on the total 

number of non-scallop instances available for training and testing using the initial 

experimental dataset. 
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The Exceeds Frame Perimeter column in each table indicates the number of sub-

image instances that could not be cleanly extracted from the main video frame image 

because the sub-image intersected the perimeter of the frame. These instances do not 

contribute to the overall performance of the scallop assessment system (i.e. they were 

removed from the set of candidate objects that the system would classify and so were 

not deemed to be either scallop or non-scallop instances).  In a majority of cases, 

candidate objects that fell into this category would have appeared, or were going to 

appear, within a frame of the footage at some point in time as the camera passed over 

the sea floor. Exceptions to this occur; 1) when the frame was close to the start or 

end of the complete transect or 2) when the candidate only appeared for a short time 

at the top-left or top-right area of a frame (assuming the camera is moving forward) 

and then moved out-of-frame due to the inherent 3d perspective of the camera 

(demonstrated further in Figure 5-3). Figure 5-2 outlines the general direction of the 

optical flow in TAFI’s footage, which for the sake of example assumes that the 

camera’s altitude is fixed and the camera is moving in a linearly forward direction. 

 
Figure 5-2: The general optical flow within TAFI’s footage, assuming the camera is moving 

in a forwards linear motion and its altitude is fixed. 

 

Figure 5-3 demonstrates the general area of the camera’s field of view that candidate 

instances were extracted from. It was possible that instances within the top left and 

right portions of the frame may be within the inner area of the diagram for short 

periods of time. However they were not presented to the system with anywhere near 

the same frequency as instances moving through the more central region of the 

camera’s field of view. This scenario is discussed and accounted for in chapter 8. 
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Figure 5-3: In a majority of cases candidate objects that overlap the perimeter of a given 

frame of footage will at some point in time become clearly visible within a frame. 

 

The results in Table 5-1 and Table 5-2 indicated that an additional increase to the 

sub-image size could further reduce the likelihood that a region would intersect the 

perimeter of its sub-image. Consequently Table 5-3 and Table 5-4 when generated 

using the combined statistics of the system evaluation datasets, included a range of 

sub-images sizes from 30x30 to 130x130. 

Sub-Image 
Size Passed Clean-up 

Exceeds 
Sub-Image Perimeter Area < 60 pixels 

Exceeds Frame 
Perimeter 

30 x 30 8 4757 10 215 

40 x 40 238 4317 128 304 

50 x 50 928 3368 292 398 

60 x 60 1820 2209 410 551 

70 x 70 2582 1300 396 714 

80 x 80 3134 674 339 843 

90 x 90 3373 350 295 970 

100 x 100 3427 162 282 1125 

110 x 110 3478 80 185 1246 

120 x 120 3454 49 131 1359 

130 x 130 3367 27 92 1499 

Table 5-3: The effect sub-image size has on scallop instances during the clean-up process, 

datasets A to J combined. 

Objects within this region are too close to the perimeter of the frame to be extracted 

Only objects located within this region (white) of the 

camera’s field of view be can cleanly extracted during the 

sub-image extraction process. 

Perimeter of frame.

Objects located at the top left and right of the frame 

may only be visible for a short period of time. 
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Sub-Image 
Size 

Passed 
Clean-Up 

Exceeds 
Sub-Image Perimeter Area < 60 Pixels 

Exceeds Frame 
Perimeter 

30 x 30 10 6463 17 550 

40 x 40 218 6075 66 684 

50 x 50 596 5415 212 821 

60 x 60 1181 4305 468 1086 

70 x 70 1841 3072 752 1373 

80 x 80 2481 2026 985 1548 

90 x 90 3027 1203 1080 1732 

100 x 100 3473 648 975 1938 

110 x 110 3799 295 820 2127 

120 x 120 4009 132 618 2278 

130 x 130 4087 62 409 2487 

Table 5-4: The effect sub-image size has on non-scallop instances during the clean-up 

process, datasets A to J combined. 

 

Table 5-5 summarises the data presented in the previous two tables with the inclusion 

of gain columns for both scallop and non-scallop instances, this indicated to us how 

many additional instances would pass the clean-up stage as the size of the sub-image 

was increased. We saw that the overall scallop gain increased significantly until the 

sub-image size reached 100x100, we then saw a substantial decline in this number to 

the point where the sub-image size had a negative impact on the number of scallop 

instances that passed the clean-up process. This was due to an overall increase in the 

number of sub-images that intersect the perimeter of the frame. 

 

Sub-Image 
Size 

Total Scallops 
Passed 

Scallop 
Gain 

Total  
Non- Scallop 

Passed 

 
Non-Scallops  

Gain 
Total Instances 

Passed 

30 x 30 8 - 10 - 18 

40 x 40 238 230 218 208 456 

50 x 50 928 690 596 378 1524 

60 x 60 1820 892 1181 585 3001 

70 x 70 2582 762 1841 660 4423 

80 x 80 3134 552 2481 640 5615 

90 x 90 3373 239 3027 546 6400 

100 x 100 3427 54 3473 446 6900 

110 x 110 3478 51 3799 326 7277 

120 x 120 3454 -24 4009 210 7463 

130 x 130 3367 -87 4087 78 7454 

Table 5-5: A summary of Table 5-3 and Table 5-4 with the inclusion of the overall instance 

gain of scallop and non-scallop instances as the sub-image size increases. 
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The statistics presented in Table 5-5 suggested that a sub-image size of between 

90x90 and 110x110 would be an appropriate choice at this stage of the system. 

Choosing the smallest of the three possibilities would reduce the overall number of 

non-scallop instances presented to latter stages of the system by 772. However due to 

the high number of non-scallop instances that already pass the clean-up stage of the 

process it was likely that the addition of these non-scallop instances would have little 

impact on future stages of the system. Alternatively choosing 110x110 would have 

maximised the number of scallop instances included for processing in the latter 

stages of the system but left very little room for error which, due to the 

inconsistencies of TAFI’s available video footage, could potentially result in a 

negative gain. As the sub-image size of 100x100 fell directly between our three 

possible choices and offered us a substantial number of scallop instances whilst still 

maintaining a reasonable buffer from undesirable negative gain it appeared to be an 

appropriate sub-image size for the extraction of data for further experimentation in 

the latter stages of our system. 

5.4 Determining Gaussian and Contrast Stretching Values 

A sample of approximately 120 sub-images from the initial experimental dataset was 

used to ascertain the effect blurring, using a Gaussian filter, and contrast stretching 

would have on the feature extraction process, with a specific emphasis on aiding the 

segmentation process. These sub-images were hand-picked and included a relatively 

even distribution of scallop and non-scallop instances. Visual inspection was 

performed on the output images produced by varying the parameter values for the 

Matlab function fspecial('gaussian', hsize, sigma) where hsize specifies the 

dimensions of the filter and sigma is the standard deviation of the Gaussian filter 

used. Contrast stretching was performed using the function adjcontrast (written for 

Matlab) which ‘adjusts image contrast using a sigmoid function’ [Kovesi, 2001]. 

Three parameters exist for the adjcontrast function.  These are described as follows; 

• im – the image to be processed. 

• gain – controls the actual contrast. 

• cutoff – represents the (normalised) grey value about which contrast is 

increased or decreased. 
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It is important to remember that the segmentation experiments were performed using 

visual inspection and that even with a limited number of functions, parameters and 

sub-image samples the problem space was still very large. This made it difficult to 

perform more than a cursory assessment of the results produced in this section. The 

segmentation experiments initially involved using a range of somewhat arbitrary 

values that evolved over time until values that produced a desirable outcome were 

identified. A comprehensive assessment of the fitness of these values was difficult as 

a large number of images were output for visual inspection of which it was necessary 

to compare the individual sub-images within a single result set and also against 

previously generated result sets. As a consequence of this the following two 

combinations of functions provided what was considered to provide good 

segmentation performance as it best highlighted the crescent-like shadow of 

commercial scallops across the range of sample sub-images: 
 

fspecial(‘gaussian’, 6,10) 

adjcontrast(image, 3, 0.2) 

 

In retrospect it is somewhat apparent that the parameters used to perform Gaussian 

filtering achieve little more than what would be achieved using an averaging filter, as 

the oversized sigma value results in only the uppermost portion of the Gaussian 

function being used. Typically the hsize value for this function would also be an odd 

number to allow the filter to be correctly centred. To confirm this some post-

implementation experiments were performed in Matlab using fspecial(‘average’, 7) 

and, whilst this was not a comprehensive assessment, it appeared that the averaging 

filter produced results that were very similar to those produced during this research. 

 

Figure 5-4 demonstrates how using the adjcontrast function helped to isolate the 

regions within a sub-image whilst reducing the likelihood that achieving this would 

result in other regions becoming fragmented. 
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of this data required performing experiments using machine learning classifiers; this 

is discussed in detail in chapter 6. 

5.8.2 Principal Components Analysis 

Principal Components Analysis (PCA) [Pearson, 1901] was used to rotate and 

transform regions so that the centroid of each region was located at the centre of the 

sub-image and the region was oriented horizontally along its major axis. 

Subdivision-based feature extraction (section 5.8.3) was then performed on the 

binary sub-image. As was expected, a series of brief experiments using invariant 

moments showed that the orientation and translation invariance of the moments 

meant they yielded the same results with and without PCA. 

5.8.3 Segment Subdivision 

Experiments were also performed using a subdivision feature extraction method 

designed as a means of further encapsulating the crescent-like shape of scallop 

instance regions. This process involved dividing a region into n x m sections within a 

tightly fitted bounding box and then calculating the percentage of pixels in each 

subdivided section. Figure 5-10 demonstrates how this can be applied directly to a 

region (a) or after PCA has been applied (b). 

 

 
a. b. 

Figure 5-10: a) Example of 4x2 subdivision with no PCA applied b) Example of 4x2 

subdivision with PCA applied, resulting in the region being centred and horizontally oriented 

along its major axis. 

5.8.4 Distance to Centre & X, Y Coordinates 

The distance to centre (DTC) of a region was calculated as the distance from a 

region’s centroid to the centre of the sub-image. In conjunction with this, the x, y 
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coordinates for the region’s centroid were also calculated for use as feature inputs for 

the machine learning process. 

5.8.5 Ellipse Fitting 

Attempts were made to fit an ellipse to the region found within a binary sub-image. 

The intention was to only extract features from the binary and greyscale images that 

were located within the ellipse. Although fitting an ellipse worked well for some 

well-formed crescent shaped regions, in general the process performed poorly for 

one of the following two reasons; 1) the region was too solid and as a result an 

ellipse was fitted within the crescent shape rather than following the arc of the 

crescent, 2) the crescent was too poorly defined and the ellipse that was produced 

was much larger than the size of the sub-image. Some attempts were made to counter 

these effects by thinning out the region using standard skeletonising and thinning 

techniques. However these also proved unsuccessful. A single pixel line was also 

extracted from the bottom edge of the region in an attempt to capture the greater 

underside curve of the binary regions but this also failed to produce suitable results 

due to the overall subtleties of the curves of scallop instance regions. Two examples 

are outlined below Figure 5-11 (a) demonstrates an ellipse that has been correctly 

fitted to a scallop instance, whilst Figure 5-11 (b) demonstrates how, due to the 

overall shallowness of the crescent shadow the ellipse is incorrectly fitted to the 

shadow rather than following the natural curve of the scallop. 

 
           a.            b. 

Figure 5-11: a) An ellipse has been correctly fitted to the perimeter of a scallop instance, b) 

An ellipse has been fitted within the shadow of a scallop instance instead of following the 

general ellipse shape of the shadow. 
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6 Classification 

Portions of the research in this chapter were previously reported at the 19th 

Australian Joint Conference on Artificial Intelligence [Fearn et al., 2007]. 

6.1 Introduction 

The appropriateness of the features extracted in the previous chapter were evaluated 

using the Weka Machine Learning Workbench (Weka), which provided us with an 

extensive selection of classifier learners, many of which were suitable for the 

numerically based feature inputs that had been generated. Weka’s 10-fold cross-

validation option was chosen during the evaluation of the initial and system 

development datasets. This process (which can be performed within Weka) involves 

randomly breaking each dataset into ten equally partitioned subsets, nine of which 

are used for training and the remaining one is held out for testing. This process is 

performed ten times with a previously unused subset being chosen as the test subset 

for each of the subsequent iterations. The results from each of the ten tests are then 

averaged to provide a generalised result for the accuracy of each classifier across 

each dataset. This technique is widely used for the evaluation of classifier 

performance. However our datasets had a large number of repeated objects in them, 

and whilst the size and shape of these varied from frame-to-frame, depending on its 

distance from the camera, it did result in us testing classifiers using instances that had 

the potential to be very similar to the instances used during training. This technique 

was acceptable during the initial stages of development but was not a true measure of 

the performance of the system during the classification stage. Therefore the system 

evaluation datasets were evaluated during classification using a different technique 

described in detail in section 6.4. 

 

In order to make a preliminary decision about which Weka classifiers to use, the 

initial dataset was classified using all the available13 classifiers in Weka as a means 

of quickly assessing the comparative performance of each classifier. A limited 

number of feature input combinations were used due to the number of classifier 

                                                 
13 Some Weka classifiers cannot process datasets with nominal class types. 
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available in Weka and, based on these results, the following six classifiers where 

then chosen for further experimentation: 

 

• Multilayer Perceptron (MLP) – (a Neural Network) 

• Naïve Bayes (NB) 

• IB1 (Single Nearest Neighbour) 

• Multiboost AB (MB‐AB) 

• NBTree (NBT – Naïve Bayes Tree) 

• Decision Table (DT) 
 

The selection of these six classifiers was intended to give a comparative overview of 

performance on our datasets, relative to the input parameter combinations derived 

during the feature extraction process. We now know that of these six classifiers the 

MLP, NBT and DT classifiers performed quite well on the system evaluation 

datasets, and we also know that inaccuracies introduced during classification can be 

smoothed out during the temporal instance tracking stage of the system (chapter 8). 

However further work could include re-assessing all of the classifiers in Weka, 

including adjusting parameters and weightings for classifiers such as the MLP now 

that a suitable set of feature inputs has been obtained. 

6.2 Initial Dataset Classification 

It is important to note that the classification percentages included in this chapter do 

not take into consideration the implicit classification of instances as non-scallops 

during the clean-up stage of the system. 

 

The following abbreviations are used to describe the classification of instances and 

the input combinations used throughout this section: 

• TP – True Positive; A scallop instance that has been correctly classified as a 
scallop instance. 

• FN – False Negative; A scallop instance that has been incorrectly classified as 
a non-scallop instance. 

• TN – True Negative; A non-scallop instance that has been correctly classified 
as a non-scallop instance. 

• FP – False Positive; A non-scallop instance that has been incorrectly classified 
as a scallop instance. 



    Classification 

72 

 

• Inv-M (Grey) – Greyscale Invariant Moments; the feature inputs generated 
using invariant moments on greyscale sub-images. 

• Inv-M (Bin) – Binary Invariant Moments; the feature inputs generated using 
invariant moments on binary sub-images. 

• Inv-M (Grey, Bin) – Greyscale and Binary Invariant Moments; the combined 
feature inputs generated using invariant moments on both greyscale and binary 
sub-images. 

• DTC – Distance To Centre; the feature input derived using the distance from 
the centroid of a binary region to the centre of its respective sub-image. 

• X, Y; The x, y coordinate pair of the centroid of a binary region relative to its 
given sub-image. 

Table 6-1 and Table 6-2 summarise the performance of the six Weka classifiers on 

the initial dataset. Both tables represent the same results; the first summarises the 

average classification accuracy grouped by classifier and the second summarises the 

average classification accuracy grouped by feature input combination. An important 

point to note regarding the classification averages is that, based on the distribution of 

scallop and non-scallop instances in the initial dataset, an accuracy of approximately 

71% provided no performance advantage that would not be achieved by simply 

classifying all instances in the dataset as non-scallop instances as this would result in 

the same level of accuracy. 

Classifier Correct TP FN TN FP 
Decision Table 74% 165 316 1061 106 

IB1 69% 232 249 904 263 

MultiBoost-AB 72% 56 425 1124 43 

Multilayer Perceptron 74% 186 295 1035 132 

Naïve Bayes 67% 315 166 786 381 

NBTree 75% 178 303 1053 114 

Table 6-1: The average performance of our six chosen classifiers on the feature input 

combinations outlined in Table 6-2, grouped by classifier. 

Input Combination Correct TP FN TN FP 
1 – DTC, X, Y 69% 81 400 1051 116 

2 – Inv-M (Bin) 70% 143 339 1005 163 

3 – Inv-M (Bin), DTC, X, Y 71% 209 272 969 198 

4 – Inv-M (Grey) 70% 146 335 1005 162 

5 – Inv-M (Grey), DTC, X, Y 72% 225 256 970 197 

6 – Inv-M (Grey, Bin) 75% 260 221 969 198 

7 – Inv-M (Grey, Bin), DTC X, Y 76% 258 223 990 177 

Table 6-2: The average performance of our six chosen classifiers on the feature input 

combinations outlined in Table 6-1, grouped by feature input combination. 
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The results in Table 6-1 identified four classifiers that outperformed the 71%  dataset 

distribution threshold and of these, the MultiBoost-AB classifier only fractionally 

improved upon this. Therefore in an effort to further reduce the required processing 

at this stage experiments using the three poorest performing classifiers were 

discontinued. The first five input combinations in Table 6-2 were also discarded for 

the same reason. As a result further discussions will focus on the Decision Table, 

Multilayer Perceptron and NB-Tree classifiers, used in conjunction with input 

combinations 6 and 7. 

 

Table 6-3 demonstrates the actual classification results for the three best performing 

classifiers using the two best performing feature extraction combinations. 

 

Input Combination/Classifier Correct TP FN TN FP 

Inv-M (Grey, Bin) 
Multilayer Perceptron 77% 263 218 998 169 

Decision Table 77% 297 184 974 193 

NBTree 79% 270 211 1028 139 

Average 78% 277 204 1000 167 
 

Inv-M (Grey, Bin), DTC, X, Y 
Multilayer Perceptron 77% 270 211 1007 160 

Decision Table 79% 265 216 1037 130 

NBTree 78% 247 234 1038 129 

Average 78% 261 220 1027 140 

Table 6-3: Further analysis of the best performing classifiers and input combinations on our 

initial dataset. 

 

Based on these initial results, it was clear that the primary feature inputs affecting 

classification performance were the combined greyscale and binary invariant 

moments. The addition of the distance to centre (DTC) and x, y coordinates had a 

mixed impact on the overall performance of the classifiers; the MLP classifier was 

not affected by the additional feature inputs at all while the NBT classifier’s 

performance was adversely affected by the inputs and the DT classifier responded 

positively to the additional inputs. There was not enough evidence at this point (due 

to the marginal differences between the six combinations of results) to further justify 
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discarding any additional feature input combinations or classifiers. Therefore the 

decision was made to continue using all six combinations until such time as one or 

more combinations proved to outperform the others. 

6.2.1 Using Subdivision Feature Extraction Inputs 

The determination of how a region within a sub-image should be divided was a 

matter of trial-and-error based on the generation of a large number of variations. 

Once we had reached the point where only two feature input combinations were 

being considered, the task of assessing the impact of subdivision on classification 

performance, while still presenting quite a large number of possible combinations, 

was reduced significantly. 

 

Each binary sub-image region was divided into all possible combinations of between 

one and six divisions, both horizontally and vertically, with the exclusion of 1x1 

divisions, which effectively equates to no subdivision. Table 6-4 represents the two14 

top performing subdivision results in combination with the best performing 

classifiers and feature inputs presented earlier in this chapter. We saw that the 

inclusion of the subdivision feature inputs improved the overall accuracy of the 

classifiers. However this improvement was marginal and not more than 1% greater 

than the best results presented in Table 6-3. These improvements were a result of the 

MLP and DT classifiers performing up to 3% better than the results presented 

without subdivision and in contrast to this the NBT classifier was either not affected 

by the additional feature inputs or was adversely affected by them. The use of PCA 

to transform segmented regions prior to performing subdivision was also trialled. 

However the inclusion of this step failed to improve classifier accuracy. 

 

                                                 
14 A larger set of results for other high performing subdivisions combinations can be viewed in 

Appendix B. 
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Input Combinations/Classifier Correct TP FN TN FP 

Inv-M (Grey, Bin), DTC, X, Y - Subdivision 1x5 
Multilayer Perceptron 78% 250 231 1040 127 

Decision Table 80% 269 212 1044 123 

NBTree 79% 268 213 1041 126 

Average 79% 262 219 1042 125 

 

Inv-M (Grey, Bin), DTC, X, Y - Subdivision 6x4 
Multilayer Perceptron 80% 293 188 1032 135 

Decision Table 80% 260 221 1052 115 

NBTree 77% 249 232 1027 140 

Average 79% 267 214 1037 130 

Table 6-4: The best performing subdivision combinations1x5 and 6x4 used as feature inputs 

in conjunction with the previous best performing feature input combinations and classifiers. 

 

We saw that the two sets of feature input combinations varied substantially with 

respect to the total number of feature inputs presented to each classifier, with the first 

having 19 inputs and the second having 41. Because of this, it was difficult to 

determine whether the addition of subdivision feature inputs would provide any long 

term benefits to the performance of the system. Aside from the obvious drawback of 

additional processing overhead, both to extract the additional data and also to classify 

it, there also seemed to be very little correlation between the two best performing 

subdivision combinations when one combination only divided each region vertically 

and the other divided the each region both horizontally and vertically. However 

whilst the addition of these feature inputs did little to improve the overall accuracy of 

the classifier it also did not adversely affect it to any significant degree as the 

average accuracy for the classification of all subdivision combinations was 77% with 

the lowest being 72% and the highest (included above) being 80%. 

 

When considering the case of the 6x4 subdivision, we must also take in to account 

the size of the regions we were attempting to subdivide as these would have varied 

dramatically, particularly when the data collection technique suffers from 

unpredictable vertical movement. If we consider that in order for a region to have 

passed the clean-up stage of our system it only needed to have an area greater than 

sixty pixels, it would have been possible for a region to be encapsulated within a 
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bounding area of approximately 8x8 pixels resulting in each subdivision containing 

as little as one pixel per subdivided section. 

6.3 System Development Dataset Classification 

It was suspected that the classification accuracy of the initial experimental dataset 

was likely to be adversely effected by the inclusion of such a diverse range of both 

commercial and recreational scallop bed footage, as it was evident from viewing the 

footage initially that the recreational scallop beds presented far more complex scenes 

than those of the commercial scallop beds. Whilst the performance of the classifiers 

on the initial dataset were not entirely unsatisfactory, the previously discussed issue 

of the dataset’s general distribution of scallop and non-scallop instances raised the 

concern that the classifiers were performing quite poorly on the dataset and were 

simply being propped up by the weighted distribution of non-scallop instances. One 

possible resolution to this issue would have been to stratify the initial dataset so that 

an equal number of scallop and non-scallop instances were presented to the 

classifiers. However it was possible that little would have been gained from 

fabricating a dataset’s overall distribution of scallop and non-scallop instances as the 

dataset would no longer be a true representation of the real-world data. 

 

A second approach to determining classifier accuracy on both commercial and 

recreational footage was also considered as an alternative to stratifying the initial 

dataset. This involved the generation of the system development datasets of which 

the first dataset consisted entirely of commercial scallop bed footage, whilst the 

second contained only recreational footage. The primary purpose for this was to gain 

an insight into the overall effects varying scene complexities had on the classification 

process, and secondly whether or not an improvement in classification performance 

for at least the commercial scallop bed footage could be achieved. 

 

Table 6-5 shows the distribution of scallop and non-scallop instances in our two 

system development datasets, after clean-up, and as suspected we can see that there 

were comparatively fewer scallops present in the recreational scallop bed footage, 

bearing in mind that both these datasets contain the same number of frames and 

instances as discussed in section 3.3.2. Additionally the distribution of classes in the 
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commercial scallop bed dataset was considerably closer to being (naturally) evenly 

balanced and overcame the need to develop an artificially stratified dataset. 

Dataset Scallop Non- Scallop 
Commercial Dataset 51% 49% 

Recreational Dataset 14% 82% 

Table 6-5: The distribution of scallop and non-scallop instances in the commercial and 

recreation datasets after the clean-up process. 

 

Table 6-6 outlines the accuracy of the three classifiers using the two previously 

introduced input combinations with no subdivision. The raw classification accuracy 

was comparable with that of the initial experimental dataset. At this point it also 

seemed evident that the inclusion of the DTC and x, y feature inputs improved the 

average performance of the datasets during classification by up to 3%. It is important 

to note that when comparing the results of the initial dataset to those of the 

commercial system development dataset, the latter had an instance distribution that 

was almost even in comparison to the initial dataset for which 71% of instances were 

non-scallops. This meant that whilst a classification accuracy of 71% using the initial 

dataset was no better than classifying all instances as non-scallops the same result for 

the commercial system development dataset was a significant improvement.  

 

Input Combination/Classifier Correct TP FN TN FP 

Inv-M (Grey, Bin) 
Multilayer Perceptron 71% 730 248 627 315 

Decision Table 73% 752 226 655 287 

NB Tree 71% 767 211 593 349 

 Average 72% 750 228 625 317 

       

Inv-M (Grey, Bin), DTC, X, Y      

Multilayer Perceptron 74% 740 238 673 269 

Decision Table 75% 765 213 672 270 

NB Tree 73% 761 217 633 309 

Average 74% 755 223 659 283 

Table 6-6: The performance of the commercial scallop bed system development dataset 

during classification with no subdivision feature inputs. 
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Table 6-7 presents us with the same classification statistics as above for the 

recreational dataset. The accuracy of the classifiers on this dataset was extremely 

poor and even with the additional DTC and x, y feature inputs none of the classifiers 

produced an accuracy of more than 2% higher than the 82% distribution of non-

scallop instances present within this dataset. 

 

Input Combination/Classifier Correct TP FN TN FP 

Inv-M (Grey, Bin)           
Multilayer Perceptron 82% 122 227 1465 117 

Decision Table 83% 82 267 1523 59 

NB Tree 83% 104 245 1501 81 

Average 83% 103 246 1496 86 

       

Inv-M (Grey, Bin), DTC, X,Y      

Multilayer Perceptron 83% 148 201 1459 123 

Decision Table 84% 133 216 1493 89 

NB Tree 84% 120 229 1500 82 

Average 84% 134 215 1484 98 

Table 6-7: The performance of the recreational system development dataset during 

classification with no subdivision feature inputs. 

 

Table 6-8 and Table 6-9 summarize the performance of the datasets during 

classification when the additional subdivision feature inputs of 1x5 and 6x4 were 

included. These results suggested that the addition of the subdivision feature inputs 

could not be justified due to the additional processing overhead required to generate 

and classify them and, more importantly, that in some instances classification 

accuracy was adversely affected by their inclusion. However these feature inputs did 

actually contribute to an overall increase in classification accuracy during 

experiments performed using the final system evaluation dataset. This is discussed in 

detail in section 6.4. 
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Inv-M (Grey, Bin) 
Sub Classifier Correct TP FN TN FP 
1x5 Multilayer Perceptron 72% 713 265 660 282 
1x5 Decision Table  71% 721 257 650 292 
1x5 NB Tree  72% 753 225 621 321 
1x5 Average 71% 729 249 644 298 

  
6x4 Multilayer Perceptron 70% 704 274 648 294 
6x4 Decision Table  73% 740 238 663 279 
6x4 NB Tree  73% 719 259 674 268 
6x4 Average 72% 721 257 662 280 

  
Inv-M (Grey, Bin), DTC, X, Y           
Sub Classifier Correct TP FN TN FP 
1x5 Multilayer Perceptron 74% 733 245 694 248 
1x5 Decision Table  75% 758 220 674 268 
1x5 NB Tree  72% 730 248 654 288 
1x5 Average 74% 740 238 674 268 
         
6x4 Multilayer Perceptron 72% 707 271 674 268 
6x4 Decision Table  75% 746 232 698 244 
6x4 NB Tree  73% 716 262 679 263 
6x4 Average 73% 723 255 684 258 

Table 6-8: The average performance of the commercial scallop bed system development 

dataset during classification with subdivision feature inputs of 1x5 and 6x4. 

 

Inv-M (Grey, Bin) 
Sub Classifier Correct TP FN TN FP 
1x5 Multilayer Perceptron 83% 137 212 1457 125 
1x5 Decision Table  83% 113 236 1498 84 
1x5 NB Tree  84% 124 225 1497 85 
1x5 Average 83% 125 224 1484 98 
       
6x4 Multilayer Perceptron 80% 141 208 1408 174 
6x4 Decision Table  82% 110 239 1483 99 
6x4 NB Tree  84% 123 226 1491 91 
6x4 Average 82% 125 224 1461 121 
              
Inv-M (Grey, Bin), DTC, X, Y 
Sub Classifier Correct TP FN TN FP 
1x5 Multilayer Perceptron 82% 152 197 1439 143 
1x5 Decision Table  84% 128 221 1494 88 
1x5 NB Tree  85% 127 222 1507 75 
1x5 Average 84% 136 213 1480 102 
       
6x4 Multilayer Perceptron 82% 149 200 1443 139 
6x4 Decision Table  83% 116 233 1492 90 
6x4 NB Tree  84% 123 226 1497 85 
6x4 Average 83% 129 220 1477 105 

Table 6-9: The average performance of the recreational scallop bed system development 

dataset during classification with subdivision feature inputs of 1x5 and 6x4. 
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6.4 System Evaluation Dataset Classification 

In an effort to reduce the overall number of results presented in this section, this 

section does not include results produced by the feature input combination that only 

consisted of greyscale and binary invariant moments. These were excluded as, on 

average, they performed at a lower level of accuracy during classification than the 

combinations that included the DTC and x, y feature inputs. In addition to this no 

further processing was performed on recreational scallop beds due to poor 

performance during the classification stage. 

 

Finally we present the results of classification of our system evaluation datasets. The 

care taken during the collation of these datasets, with respect to inhibiting factors 

such as excessive camera undulation and higher or lower than desired average 

camera altitudes, is likely to be a strong contributing factor to the overall 

performance of the classifiers. In addition to this, unlike our previous results, 10-fold 

cross-validation was not used to evaluate the performance of the classifiers on the 

datasets as this was not considered to be a true test of a classifier’s performance on 

previously unseen instances. Therefore each dataset was tested using classifiers that 

had been trained using the datasets that were not associated with the test dataset’s 

transect. For example datasets A through D were all from transect 1, therefore 

datasets E through J (all from either transect 2 or 3) were used to train each classifier. 

 

Table 6-10 outlines the average accuracy per classifier of the ten system evaluation 

datasets which, when taking into consideration the 50% average distribution of 

scallop instances is the best performance we have seen so far. 

 

Classifier Correct TP FN TN FP 
Decision Table 78% 274 68 274 74 

Multilayer Perceptron 78% 271 72 276 71 

NB Tree 79% 273 70 281 66 

Table 6-10: The classification averages of all ten system evaluation datasets by classifier 

using the greyscale and binary invariant moments, DTC and x, y feature inputs. 

 

Table 6-11 outlines the average performance of all three classifiers on each dataset. 

Dataset B presents us with a result that is considerably better than has been 
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previously seen. However we must once again take into account the distribution of 

instances within this dataset, which in this case affords a 64% split in favour of 

scallop instances. In contrast to this, performance on dataset C is considerably lower 

than many of the results we have presented up until now. This may be a result of the 

reduction of quality in the final portion of this dataset (discussed in section 3.3.3.3) 

caused by an increase in the camera’s altitude. 

 

Dataset Correct TP FN TN FP 
A 78% 370 101 279 79 

B 84% 1090 179 570 136 

C 72% 119 47 100 38 

D 78% 84 25 91 25 

E 80% 376 96 507 125 

F 81% 28 15 91 13 

G 78% 227 91 568 134 

H 78% 190 54 200 57 

I 76% 106 44 198 51 

J 76% 136 53 164 43 

Table 6-11: The average performance of the system evaluation datasets during 

classification using the greyscale and binary invariant moments, DTC and x, y feature inputs. 

 
Table 6-12 and Table 6-13 present us with a similar set of results to those presented 

previously in this section but also include the addition of the 1x5 subdivision feature 

inputs. Once again the additional features offer only a marginal increase in the 

accuracy of the results, with the exception of dataset C which exhibited a slight 

decrease in accuracy. 

 

Classifier Correct TP FN TN FP 
Decision Table  78% 273 70 277 70 

Multilayer Perceptron 79% 280 64 283 63 

NBTree 79% 275 67 280 68 

Table 6-12: The average classification accuracy of the system evaluation datasets, grouped 

by classifier, using the greyscale and binary invariant moments, DTC, x, y and a 1x5 

subdivision feature inputs. 
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Dataset Correct TP FN TN FP 
A 78% 371 102 278 78 

B 85% 1096 167 582 130 

C 71% 121 51 96 36 

D 75% 80 27 89 29 

E 79% 375 102 501 126 

F 81% 27 14 92 14 

G 80% 247 87 572 114 

H 81% 190 37 217 57 

I 81% 116 34 208 41 

J 76% 134 51 166 45 

Table 6-13: The average classification accuracy of the system evaluation datasets, grouped 

by dataset, using the greyscale and binary invariant moments, DTC, x, y and 1x5 subdivision 

feature inputs. 

 

Table 6-14 outlines the average classification accuracy of each classifier on the 

system evaluation datasets, grouped by classifier, and includes the 6x4 subdivision 

feature inputs. For the first time, we saw a significant improvement in the accuracy 

of the classifiers on our datasets; in particular the MLP classifier’s accuracy is 83% 

which is an increase of up to 5% in comparison with the accuracy of the classifiers 

when no subdivision feature inputs are present. 

 

Classifier Correct TP FN TN FP 
Decision Table 81% 277 63 285 66 

Multilayer Perceptron 83% 286 59 288 56 

NB Tree 79% 273 63 285 70 

Table 6-14: The average classification accuracy of the system evaluation datasets, grouped 

by classifier, using the greyscale and binary invariant moments, DTC, x, y and a 6x4 

subdivision feature inputs. 

 

Table 6-15 gives us a better insight into the average accuracy of the classifiers per 

dataset when a subdivision of 6x4 is included as part of the feature inputs. As with 

the results of the 1x5 subdivision feature input combinations, we see the performance 

on dataset C is reduced. However the accuracies of the classifiers have increased for 

many of the other datasets, with the largest increase being 5% for dataset F. 
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Dataset Correct TP FN TN FP 
A 80% 374 89 291 75 

B 85% 1092 159 590 134 

C 71% 117 47 100 40 

D 80% 86 22 94 23 

E 81% 387 100 503 114 

F 86% 31 10 96 10 

G 81% 247 79 580 114 

H 84% 199 32 222 48 

I 83% 118 30 212 39 

J 77% 136 47 170 43 

Table 6-15: The average classification accuracy of the system evaluation datasets grouped 

by dataset using the greyscale and binary invariant moments, DTC, x, y and 6x4 subdivision 

feature inputs. 

 

The mixture of positive and negative results, produced using subdivision feature 

inputs, suggested that, whilst subdivision may help to improve classification 

accuracy, the dimensions used to subdivide regions are likely to be specific to the 

average size and shape of regions within the datasets, which we know can be affected 

significantly by the average altitude of the camera. Therefore in situations where the 

subdivision feature inputs have reduced or had little impact on classification 

accuracy (using dimensions of either 1x5 or 6x4) other combinations of dimensions 

may in increase performance. If this were true, then stabilising the camera’s altitude 

using an ROV or AUV would help to find a more consistent set of dimensions for 

use during future implementations of the system. 
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7 Motion Estimation 

7.1 Introduction 

Many of the results produced in this research were generated using a series of static 

images. This chapter discusses estimating the optical flow rate between frames and 

the results from this chapter are then used in conjunction with those from chapter 6 to 

perform temporal instance tracking, the final stage of the system, which takes into 

consideration the processing of multiple consecutive frames in order to perform 

actual abundance analysis across our ten system evaluation datasets. Visual 

inspection of the results was required in order to assess the overall performance of 

the system during development. As a result some of the initial experiments were 

limited to the first 40 frames of each of the system evaluation datasets which 

provided us with enough data to sufficiently gauge the performance of the system 

whilst minimising the amount of output data generated for visual inspection. 

7.2 Cross-Correlation 

Correlation-based motion estimation techniques, while simple, are often limited to 

estimating motion within rigid scenes that contain only small changes from one 

frame to the next [Radke et al., 2005; Zitova, 2003]. Fortunately scenes within 

TAFI’s footage are typically static, i.e. objects do not move freely within the scene, 

and any apparent motion within the footage is limited to that produced from the 

egocentric perspective of the camera moving over the scene. We also know that if the 

camera moves too quickly the footage suffers from motion blur, which renders it 

unusable in our system due to poor quality. This operational limitation will ensure 

that the camera’s speed is reasonably slow, resulting in relatively small changes to 

the overall scene on a frame-by-frame basis. 

 

In order to calculate the optical flow rate of our dataset footage, cross-correlation 

was performed using the Matlab function normxcorr2(template, A) which ‘computes 

the normalised cross-correlation of the matrices template and A’ [MathWorks, 2010]. 

Cross-correlation was performed across frames at evenly spaced intervals. Once the 

optical flow rate had been calculated over a grid of points in a frame, it was utilised 
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in conjunction with bi-linear interpolation or extrapolation to predict where a scallop 

in one frame would be located in the next frame15. 

 

Initially this step was performed using a 9x9 grid of points distributed evenly across 

the frame and a template was extracted from around each point on the grid. The grid 

size for initial experiments was not entirely arbitrary; very early experiments 

indicated that cross-correlation processing times may introduce a major bottleneck in 

our system and one of the easiest ways to reduce processing overhead at this point 

was to reduce the number of grid points used for correlation. On the other hand, 

reducing the number of points increased the distance between each point and thus 

increasing the distance over which we must interpolate or extrapolate the optical 

flow rate values. Starting with a finer grid of 9x9 points provided us with data 

suitable for comparison against a coarser grid (5x5) and would allow us to determine 

whether a coarser grid was capable of producing similar optical flow rate 

measurements, as this would reduce the overall number of cross-correlation points 

from 81 to 25. 

 

Each of the templates extracted from a single frame was correlated against the next 

sequential frame in the dataset, which in our experiments involved a minimum of a 

five frame step. A simple visualisation application was created to enable us to inspect 

the optical flow rate output generated during the motion estimation process and it 

was apparent that the size of the template had a significant impact on the overall 

accuracy of the cross-correlation technique. As a result, our initial experiments 

focused on the impact the size of the template had on the estimation accuracy of the 

optical flow rate within our datasets. 

 

Figure 7-1 is a simple, magnified, demonstration of how our visualisation application 

represents the optical flow rate. The circle in the centre represents the centroid of a 

template on the cross-correlation grid. The tip of each arrow is the estimated location 

of the template’s centroid in the next sequential frame. We can see from this simple 

diagram that it is possible for our system to detect movement in any given direction; 

the arrows pointing up indicate, in relation to our footage, that the camera moved 

                                                 
15 For example, if the frame interval size is five the next frame would be ten. 
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backwards, or more likely that the camera’s altitude decreased, whilst the arrows 

pointing down suggest that the camera was moving in a forwards direction and may 

also indicate that the camera’s altitude increased. This example also demonstrates 

how the optical flow rate from each consecutive frame could be stacked on top of 

each other; this was useful for quickly assessing the accuracy of cross-correlation 

across multiple frame intervals within a single dataset. This made it possible to gain a 

reasonable insight into the accuracy of the cross-correlation process as a series of 

similar patterns would typically become apparent around correlation points on the 

grid, provided that motion estimation was working to a satisfactory level. This 

occurred because, aside from the occasional fish swimming by, an overwhelming 

majority of the instances within the footage were stationary. Therefore the optical 

flow rate for each of the points on our correlation grid changed in a largely expected 

manner relative to each other and the camera’s projected field of view. This pattern 

effect can be viewed in a range of figures within this section beginning at Figure 7-2. 

 

 
Figure 7-1: A magnified example of how our visualisation application represents the rate of 

optical flow during the motion estimation stage of our system. 

 

Figure 7-2 shows the optical flow rate diagram generated using a five frame interval 

on dataset A. We can see nine densely filled columns distributed with relative 

evenness around the equally spaced horizontal points on our 9x9 grid. We can also 

see a repeating vertical pattern within the columns, which represents the nine evenly 

spaced vertical points of the correlation grid. The spider-web appearance of this 

figure indicated that some of the cross-correlated templates were matched to 

Indicates the centroid, around 

which, a sub-image was extracted 

for cross-correlation against the 

consecutive frames within a 

sequence. 
The optical flow from the centroid 

of the template to the centroid of 

the cross-correlated point 

detected within a consecutive 

frame.  
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transect that was long enough to generate any meaningful scallop abundance 

statistics (the use of multiple computers could be used to expedite this process). It is 

important to note that some of the cross-correlation processing was performed using 

Matlab’s .m file scripting language, which is not as efficient as a compiled binary 

program. However it was unlikely that converting the .m file to a binary file would 

increase performance to a satisfactory level without first taking steps towards 

reducing the overall area of the frame on which we performed the cross-correlation 

calculations. 

7.3 Limiting the Cross-Correlation Area 

In an effort to reduce the cross-correlation processing time to something more 

acceptable, the most logical step was to reduce the area within the next frame against 

which we correlate our template. We mentioned earlier in this chapter that it was 

undesirable to take an excessively predictive approach to cross-correlation. However 

reducing the area around a cross-correlation point to some fixed value was a simple 

step that allowed us to reduce the correlation space without having to predict the 

direction the camera was moving in. It is important to note that this was aimed at 

giving us a clearer insight into the general processing overhead associated with this 

stage of the system. As mentioned previously further work should be undertaken to 

implement an automated process that achieved a similar result using velocity data 

from TAFI’s ROV. 

 

Inspection of the optical flow rate, derived from datasets A to J generated using full 

frame cross-correlation, indicated that, if we ignore obvious outliers, the maximum 

distance between frames was no more than approximately 80 pixels in any given 

direction. By reducing the area we correlate against to between 250x250 and 

300x300 pixels, centred on each correlation point, and using a template size of no 

more than 100x100, we were be able to accommodate a rate of optical flow of 100 

pixels in any direction, which sufficiently catered for our calculated maximum 

change of 80 pixels. This also provided a buffer of approximately 20 pixels should 

we wish to increase the frame interval step which would in turn increase the average 

optical flow rates. Figure 7-4 demonstrates the effect that a reduced cross-correlation 

area has on the accuracy of optical flow rate estimation, when using a sub-image size 
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comparisons against. Therefore we continued to work with the larger grid size while 

we experimented with the possibility of detecting and eliminating outliers in our 

optical flow rate estimation data. Our ability to perform this operation would enable 

us to keep the template size to a minimum, in turn reducing the overall running time 

of the cross-correlation process, while eliminating erroneous values within our 

optical flow rate data. 

 

Figure 7-5 presents the (sorted) average optical flow rate graph for the x and y axis, 

generated from the first 40 frames of each system evaluation dataset using a cross-

correlation grid of 9x9 and a frame interval of five. Because our datasets were 

derived from footage that typically had static scenes we would expect that when the 

optical flow rates are sorted (in ascending order), then averaged, that the trend across 

the correlation points would be relatively consistent i.e. would not expect to see 

extreme variations in optical flow rate values. Therefore the endpoints in this graph 

indicated the presence of outliers within our optical flow rate data. The IQR 

(interquartile range) outlined in this diagram, as introduced in section 2.5.2.2, 

provided us with a more accurate representation of the optical flow rate trend and 

suggested that an outlier detection technique modelled on the box plot algorithm 

could prove to be successful at detecting anomalies present within our optical flow 

rate values. 

 
Figure 7-5: The average optical flow rate of the first 40 frames of all the system evaluation 

datasets with a frame interval of five. 
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numbered rows and columns from the 9x9 grid. The optical flow rate values for each 

omitted coordinate, in the removed rows and columns, was recalculated using linear 

and bi-linear interpolation. These were then compared with the actual values 

calculated in the 9x9 grid to determine whether reducing the number of points on the 

cross-correlation grid was a simple and practical solution to reducing the processing 

times associated with this stage. Each of the symbols in Figure 7-11 represents a 

point on the 9x9 grid; the filled circles depict the location of a coordinate in the 5x5 

grid, and are the only known values on the diminished grid, the hollow circles 

represent the values that are linearly interpolated and the crosses depict values that 

have been bi-linearly interpolated. 

 

 
Figure 7-11: Using linear and bi-linear interpolation to generate values suitable for 

determining whether a 5x5 cross-correlation grid has a comparable accuracy to that of a 9x9 

cross-correlation grid. 

 

As we can see from Table 7-1 and Table 7-2, when comparing the average optical 

flow rates of the 9x9 cross-correlation grid against those interpolated from a 5x5 grid 

the average difference was at most 1.23 pixels (which when rounded for clustering 

purposes would be 1 pixel). This difference is negligible and suggested that it would 

be unlikely that the use of a smaller cross-correlation grid of 5x5 would introduce 

any substantial additional errors to the final stage of the system. 

 

Estimated optical flow rate values 

calculated using cross-correlation 

Linearly interpolated values

Bi-linearly interpolated values 
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Sub-Image Size Avg Error X (px) Avg Error Y (px) 
50x50 0.49 1.02 

60x60 0.43 0.94 

70x70 0.40 0.86 

80x80 0.39 0.83 

Table 7-1: The average error, in pixels, of interpolated optical flow rates of the 5x5 cross-

correlation grid when compared to the actual optical rates in the 9x9 grid, grouped by 

template size. 

 

Dataset Avg Error X (px) Avg Error Y (px) 
A 0.37 0.64 

B 0.36 0.72 

C 0.48 0.97 

D 0.40 1.23 

E 0.47 0.75 

F 0.46 1.20 

G 0.42 0.85 

H 0.48 0.74 

I 0.41 1.15 

J 0.41 0.89 

Table 7-2: The average error, in pixels, of interpolated optical flow rates of the 5x5 cross-

correlation grid when compared to the actual optical flow rates in the 9x9 grid, grouped by 

dataset. 

 

We can also see in Table 7-1 that the size of the cross-correlation template had an 

impact on the overall error, which appeared to consistently reduce, for both the x and 

y axis, as the sub-image size increased. This suggested that increasing the template 

size increased the overall accuracy of the cross-correlation process, thereby 

improving the performance of interpolated values on the 5x5 cross-correlation grid. 

With the average error being less than one pixel for nearly all system evaluation 

datasets it was considered to be likely that the overall improvement in accuracy 

gained by the increase in cross-correlation template size was negligible and could not 

outweigh the associated cost of processing overhead (which for the 5x5 cross-

correlation grid with a template size of 50x50 was approximately one minute in 

comparison to 3.5 minutes for the 9x9 equivalent). However, since the processing for 

each template size had already been done it seemed reasonable to make a final 

assessment of this point during the next, and final, stage of the system. 
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7.7 Skipping Frames during Processing 

The cross-correlation experiments were also designed to help determine an 

appropriate frame step interval i.e. we wanted to know how many frames at a time 

we could skip without the cross-correlation accuracy deteriorating too much as 

maximising this interval would in turn reduce processing overhead. 

 

Figure 7-12 compares the optical flow rate at intervals of five (Figure 7-12 (a)) and 

20 (Figure 7-12 (b)) frames for dataset A. These two examples are indicative of the 

performance of the system on dataset A at these intervals. Aside from the overall 

increase to the optical flow rate at an interval of 20 frames, indicated by the 

expansion of the primary distribution of points within the diagram, Figure 7-12 (b) 

suggested that an interval of 20 frames would still provide a suitable level of optical 

flow rate accuracy during temporal instance tracking as no more than two iterations 

of outlier detection and smoothing were required to eliminate any outliers. 

 

a. b. 

Figure 7-12: A typical representation of dataset A’s optical flow rate when a) a five frame 

interval is used b) a 20 frame interval is used. 
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Figure 7-13 makes a similar comparison to that of the previous example. However 

this time the second interval was only ten frames (Figure 7-13 (b)) and the 

experiment was performed using dataset H. We saw that for this particular dataset 

using an interval of ten or more frames would result in a complete loss of accuracy 

within the optical flow rate and that due to the overall scattering of points no outliers 

were detected. The overall size of the cluster generated during the five frame 

interval, in comparison to the equivalent example using dataset A, suggested that the 

speed of the camera during the collection of dataset H was approximately 3 times 

that of dataset A. At this point the lack of data collection consistency between each 

of our datasets became more apparent as a five frame interval on dataset H equates to 

approximately 15 frames in dataset A. 

 

a. b. 

Figure 7-13: A typical representation of dataset H’s optical flow rate when a) a five frame 

interval is used b) a ten frame interval is used. 

 

A complete visual inspection of the first 40 frames of our ten system evaluation 

datasets, using diagrams similar to the ones presented above and frame intervals of 

between five and twenty, indicated that the only interval that was stable across all ten 

datasets was five frames. When the interval was greater than five it produced 

numerous undetectable outliers similar to those in Figure 7-13 (b) for one or more 

datasets and at an interval of twenty frames many of the datasets generated diagrams 

with almost no visual indication of a centralised cluster of optical flow rate points. 
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Even with hand-picked sections of footage it was clear that the speed of the camera 

varied greatly between datasets, and also within each dataset itself. It was not 

feasible to manually compare all of our system evaluation datasets in an effort to 

smooth out the effects the differing speed of the camera produced by adjusting the 

frame interval. Therefore during the next stage of the system, temporal instance 

tracking, all experiments were performed using a frame interval of 5, as this ensured 

that all the datasets could be utilised without the introduction of erroneous optical 

flow rate values. 

 

  



    Temporal Instance Tracking 

102 

 

8 Temporal Instance Tracking 

8.1 Introduction 

The primary objective of this research was to investigate techniques for providing 

accurate abundance analysis statistics.  In the case of the scallop video footage we 

were working towards providing a quantitative assessment of commercial scallop 

beds over the length of a given transect. Previous stages focused on identifying 

scallops within individual frames of the footage but in order to produce an accurate 

quantitative assessment over the length of a given transect it was necessary to track 

each apparent scallop instance over time as each one was likely to appear in multiple 

consecutive frames as they passed through the camera’s field of view. It is important 

to note that throughout this chapter temporal instance tracking was only performed 

on instances that were been identified by Ezvision and classified by Weka as 

scallops, i.e. positive instances both true and false.  

 

Our instance tracking system read in and stored the relevant instance coordinates for 

each frame. As each new frame was processed, the optical flow rate (chapter 7) 

between the current frame and its most recent predecessor was used to adjust the 

instances coordinates from all previous frames. As instances moved through the 

camera’s field of view we saw an accumulation of coordinates within close 

proximity of each other, which, in the context of machine leaning, would typically be 

considered to be clusters. 

8.2 Coordinate Drift 

During the processing of any given frame, instances may have been discarded or 

misclassified because of their overall size or clarity. Tracking instances over time 

aided in smoothing out any per-frame data inconsistencies or anomalies by providing 

a multi-frame consensus of the existence of positive instances within the footage 

based on specific cluster features such as cluster size and area. However coordinate 

drift also introduced noise into the data, primarily during one of the following two 

stages: 
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1. During initial detection Ezvision seldom identified exactly the same coordinate 

location for each salient region i.e. the coordinates for a single salient region 

across multiple frames would generally differ slightly in one or more directions 

as Ezvision typically found salient areas within a frame rather than a specific 

point within each frame. 

 

2. Coordinate adjustment during the temporal instance tracking process was subject 

to inaccuracies introduced either by the calculation of the optical flow rate 

during the cross-correlation process or by the bi-linear interpolation used to 

determine each coordinate’s adjusted (predicted) position. 

8.3 Cluster Analysis of Tracked Instances 

It is important to remember that we were not seeking to use a cluster analysis 

technique to classify our instances, as this step had already been covered by our 

system using well-established machine learning algorithms (chapter 6). Instead we 

wanted to spatially relate our positive instances in an attempt to group, over time, 

coordinates that appeared to have occupied a similar region of the sea bed within the 

commercial scallop footage, thus indicating that they represent the same individual 

scallop on the sea floor. 

 

As an unsupervised learning technique, cluster analysis does not typically have any a 

priori knowledge available from which to derive heuristics. However one important 

piece of information we had, suitable for applying some simple heuristics to our 

clustering system, was that in an overwhelming majority of cases Ezvision did not 

find the same salient region twice in the same frame. This meant that two coordinates 

in close proximity to each other would generally not be associated with the same 

cluster if they were presented in the same frame. Instance coordinates were presented 

to the cluster analysis system on a frame-by-frame basis, allowing us to grow clusters 

using a bottom-up approach rather than having to derive clusters from a large number 

of instance coordinates in a top-down manner once some certain threshold has been 

reached (such as when the instance coordinates were sufficiently clear of the 
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camera’s field of view16). Further improvements to data collection would be able to 

provide us with other a priori knowledge in the form of average or expected cluster 

size. This could be derived from the footage, provided data related to the camera’s 

field of view and altitude from the sea bed were available to our system. 

 

Our cluster analysis system needed to be capable of associating a newly-presented 

instance coordinate with an existing cluster or alternatively determining that the 

presentation of a new coordinate denoted the beginning of a new cluster. As a result 

we chose to implement a simple grid-based cluster analysis technique for this stage 

of the system as it was computationally efficient and was suitable for highly irregular 

data distributions, which were likely to occur in our data due to coordinate drift and 

the organic nature of scallop bed footage. Additionally the vertical movement of the 

camera caused the overall spread of instance coordinates to grow or shrink 

respectively depending on whether the camera’s altitude was decreasing or 

increasing. Therefore presenting coordinates on a frame-by-frame basis was a simple 

solution to minimising this effect as the coordinate drift between sequential frames is 

typically at its lowest. 

8.4 The Grid Clustering Process 

Figure 8-1 demonstrates how, when instance coordinates were presented to our 

system on a frame-by-frame basis they were immediately assigned to a cell within 

the cluster grid. If the cell was not currently a cluster and did not neighbour (in an 8-

connected manner) another cluster from a previous frame it was assigned a new 

cluster number. If the cell has a neighbouring cell that was occupied in a previous 

frame it is assigned the cluster number of the neighbouring cell (if more than one 

neighbour exists the oldest is chosen) If the coordinate is assigned to a cell that is 

already occupied the cluster number remains the same. Figure 8-1 (a) demonstrates 

three new coordinates being presented to our system. None of the coordinates 

neighbour an existing cluster so each one is assigned a new cluster number. As more 

instance coordinates get added (Figure 8-1 (b)) they are associated with the existing 

                                                 
16 This is not something that is easy to determine in the current footage from TAFI due to the irregular 

motion of the camera. However the introduction of an AUV or ROV would allow for this. 
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clusters and when clusters 2 and 3 become neighbours our system is still able to 

differentiate between the two clusters. 
 

    a.       b. 
Figure 8-1: Clusters within our system can be grown on a frame-by-frame basis. a)  Three 

coordinates are presented in the same frame; therefore they must be three different clusters 

b) Overtime clusters 2 and 3 become neighbours but no cluster definition is lost. 

 

In the previous example we were able to determine the correct number of clusters as 

being 3. However in certain circumstances coordinate drift can cause the detection of 

additional clusters within the grid. This is demonstrated in Figure 8-2 where we see a 

fourth cluster introduced in the second frame of clustering Figure 8-2 (a). In this 

example the instance coordinate associated with cluster 4 has drifted too far away 

from cluster 2 to be associated with it in an eight connected manner and is therefore 

determined to be a separate cluster within the grid. 
 

    a.       b. 

Figure 8-2: When growing grid clusters, coordinate drift can result in additional clusters 

being detected. 

1st frame instance coordinates 

2ndframe instance coordinates 
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The issue presented in the previous example could be overcome by doubling the size 

of the cluster grid cells. However this would also reduce cluster definition which can 

result in instances that are close together being incorrectly represented by the same 

cluster.  Experiments performed during this chapter included a range of grid cell 

sizes which enabled us to assess the effects of this more clearly. 

8.5 Cluster Thresholding 

While it was true that during the classification stage of our system false positives 

were introduced into the final stage, classification accuracy was high enough to 

indicate that we could expect positive instances to be classified correctly more 

frequently and at more than one point during each instance’s transition across the 

camera’s field of view. As a result, false positive instance coordinates were presented 

to the cluster grid less frequently.  

 

Initial experimentation and visualisation of our grid clustering system indicated that 

the elimination of small clusters may help to reduce the number of false positive 

clusters present within the final results. However this was also dependent on the 

overall density of the cluster grid. As a result our experiments included two threshold 

values, cluster size – the number of instance coordinates within a single cluster, and 

cluster area – the number of grid cells a cluster occupied. The latter was chosen in an 

effort to determine the impact of eliminating small clusters that were potentially 

fragments of a larger neighbouring cluster, regardless of their cluster size, 

particularly when a denser cluster grid was used. 

8.6 Removing Clusters from the Intensity Grid 

Provided the camera moved in a constant linear direction we could stop tracking 

clusters of instance coordinates once they were no longer within the bounds of the 

camera’s field of view. However, in the case of our system evaluation datasets, it was 

difficult to automatically determine when clusters would no longer be visible as it 

was possible, due to camera undulation, that one or more clusters could disappear 

from the camera’s field of view for a period of time and then return again. Therefore, 

during our experiments, we chose to track all clusters for the lifetime of each dataset. 

This was essentially only made feasible because our datasets were reasonably short, 

in comparison to an entire transect of footage. 
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8.7 Grid Clustering Experiments 

When analysing the results produced using grid clustering we considered the 

following statistical attributes of interest and their impact on the overall results 

produced: 

• Grid Cell Size - the dimensions in pixels of each cell within the clustering. 

• Cross-Correlation (X-Corr) Template Size – the size of the template, in pixels, 

used during cross-correlation. 

• Cluster Area – the number of neighbouring cluster grid cells that form a single 

cluster. 

• Cluster Size – the total number of instance coordinates within a single cluster. 

• True Positive (TP) Cluster – clusters that represent one or more scallops (i.e. it 

may contain one or more hidden scallops). 

• False Positive (FP) Cluster – clusters that have each been generated only from 

(one or more) non-scallop instance coordinates that have been incorrectly 

labelled as scallops during the classification stage. 

• Hidden Instances – Scallop instances that are not represented by a cluster, but 

are hidden within a larger cluster that has formed from the coordinates of 

instances that are very close together. 

• Missed Instances – Scallop instances that have been missed by Ezvision or have 

been misclassified by the Weka machine learning toolkit (false negatives), i.e. 

Instances that are not represented in anyway by one or more clusters within the 

final stage of processing. 

• Total Clusters –This is the final abundance analysis result for our system. Our 

aim is that this value should be a true representation of the number of actual 

scallops present within the system evaluation datasets. 

• Actual Scallops – an accurate count (ground truth) of the number of true positive 

instances present within the footage during the period of analysis. This count is 

obtained manually by visual inspection of the datasets. 

• Close to an Edge – Any instance that the system (justifiably) missed because it 

was only present in the camera’s field of view for a short period of time. This 

encapsulates all instances at the extreme left and right of the camera’s field of 

view as well as instances that are at bottom of the camera’s field of view when 
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It was important to take this into consideration when assessing the performance of 

our system on the ten system evaluation datasets. Not doing so would have resulted 

in us unfairly assessing our system’s performance as we could not make the 

assumption that when an instance entered the camera’s field of view it would be 

detected immediately. Additionally a small percentage of instances were not present 

within the camera’s field of view for any reasonable length of time. This occurred for 

one of three reasons17; 1) The instance was located at the bottom of the camera’s 

field of view at the start of a transect, 2) The instance was located at the top of the 

camera’s field of view at the end of the transect, and 3) The instance was located to 

the extreme left or right edges of the camera’s field of view. The effects of 1) and 2) 

are only really significant during this research because our datasets only represented 

short sections of footage. Substantially longer sections of footage would result in the 

loss of these instances being negligible. Little can be done to overcome the loss of 

instances at the extreme edges of the footage as this will typically occur regardless of 

the camera’s swath width. 

8.9 Saliency and Classification Distribution 

Table 8-1 helped to visualise the average distribution of salient regions of the system 

evaluations datasets, across the horizontal and vertical quarters of the camera’s field 

of view. We can see that there was no apparent biasing towards one area of the 

camera’s field of view, resulting in a relatively even distribution of salient regions. A 

further examination of the individual results for each of the system evaluation 

datasets (Appendix C) indicated a similar scenario. This information suggested that 

instances around the perimeter of the camera’s field of view were just as likely to be 

detected by Ezvision as those within the middle. On the strength of these results 

alone we would have to assume that an instance does not have to present within the 

system for very long before it would be detected by the Ezvision. However we must 

bear in mind that these distributions were likely to be affected by several key 

components of our system including feature extraction (chapter 5) and classification 

(chapter 6). 

                                                 
17 Bearing in mind the camera is travelling in a typically forwards motion in the footage supplied by 

TAFI. 
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 V1 V2 V3 V4 Total 
H1 6% 7% 7% 5% 25% 

H2 7% 6% 7% 6% 26% 

H3 7% 6% 7% 6% 26% 

H4 6% 6% 5% 6% 23% 

Total 26% 26% 25% 23%  

Table 8-1: The average distribution of salient regions found by Ezvision across all ten 

system evaluation datasets. 

 

Table 8-2 presents us with the average classification distribution of the system 

evaluation datasets. As with results in Table 8-1 we also see a relatively even 

distribution across the true positive and true negative instances. In contrast to this, we 

see that in the case of false positives there appeared to be a correlation between an 

instance’s distance from the camera and its likelihood of being misclassified. 

However, on closer inspection of the individual results used to generate the 

summarised tables below, it appeared that, unlike the saliency distribution in the 

previous example, this trend was not reflected consistently throughout each dataset. 

 

True Positives  False Positives 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 
H1 7% 7% 6% 5% 25%  H1 9% 9% 8% 4% 29% 

H2 7% 5% 6% 5% 24%  H2 7% 8% 5% 7% 28% 

H3 8% 8% 6% 6% 27%  H3 7% 4% 5% 7% 24% 

H4 8% 6% 5% 5% 24%  H4 6% 3% 5% 5% 19% 

Total 30% 27% 22% 21%   Total 29% 24% 23% 24%  

             

True Negatives  False Negatives 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 
H1 5% 7% 7% 6% 25%  H1 4% 7% 6% 6% 24% 

H2 7% 6% 9% 6% 27%  H2 9% 6% 6% 5% 27% 

H3 5% 6% 7% 7% 25%  H3 7% 6% 10% 6% 28% 

H4 4% 6% 6% 7% 22%  H4 4% 6% 4% 7% 21% 

Total 21% 25% 29% 25%   Total 25% 25% 27% 23%  

Table 8-2: The distribution of Weka classification across all ten system evaluation datasets. 
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A full break down of the classification distributions for the system evaluation 

datasets can be viewed in Appendix C. However for the purposes of discussion we 

have included a sample of these results in Table 8-3. We can see that the average 

distribution trend of false positive instances in Table 8-1 is not apparent within the 

individual dataset results. Furthermore these trends were not even consistent within 

the transects, as datasets B and C were both extracted from transect one and both had 

vastly different trends. Likewise, datasets G and H are both extracted from the 

second transect and present a similar lack of trend in relation to the overall 

distribution of false positives. 

 

Dataset B  Dataset G 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 
H1 6% 9% 10% 5% 31%  H1 14% 13% 8% 2% 37% 

H2 10% 8% 4% 4% 26%  H2 11% 3% 5% 5% 24% 

H3 8% 3% 6% 6% 23%  H3 11% 2% 4% 4% 21% 

H4 9% 2% 4% 5% 21%  H4 4% 7% 5% 2% 18% 

Total 33% 22% 25% 20%   Total 40% 25% 22% 13%  

             

Dataset C  Dataset H 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 
H1 0% 8% 5% 0% 13%  H1 7% 5% 0% 5% 16% 

H2 0% 3% 8% 8% 18%  H2 5% 9% 0% 9% 23% 

H3 13% 10% 8% 5% 36%  H3 2% 9% 5% 9% 25% 

H4 10% 3% 8% 13% 33%  H4 0% 11% 18% 7% 36% 

Total 23% 23% 28% 26%   Total 14% 34% 23% 30%  

Table 8-3: The false positive distributions of system evaluation datasets B, C, G and H. 

 

An inspection of the individual results for all combinations of scallop and non-

scallop instances (separately) in Table 8-1 indicated a similar set of findings, 

suggesting that the average distribution of all instances is not representative of the 

individual distribution of scallop and non-scallop instances within each dataset and 

that circumstances do arise where scallop instances must be present within the 

camera’s field of view for a sufficient length of time in order to be classified 

correctly. The individual dataset classification distribution offered little in the way of 

sound metrics for determining the likelihood that an instance would be missed due to 

its location. Therefore during the collation of results generated by the grid clustering 

system it was necessary to perform this assessment manually with the aid of the 
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Cluster Tracking application (section 8.10). This involved assessing the likelihood of 

the system detecting individual instances, based on the overall trends within each 

dataset. 

8.10  Manual Classification of Grid Cluster Results 

The process of analysing and quantifying clusters within our datasets was a lengthy 

manual task that required us to map the clusters generated during the clustering stage 

to instances within the real footage. This was facilitated by the development of two 

visualisation applications designed to make the process quicker, simpler and more 

accurate. 

 

The first application, the Cluster Tracking application, allowed us to step through the 

dataset footage frame-by-frame with the accumulation of instance coordinates (over 

time) being overlaid across the actual footage. This enabled us to visualise the 

performance of the system in general (particularly motion estimation performance) 

and most importantly it allowed us to clearly identify which instance each cluster 

was associated within the footage. Figure 8-4 and Figure 8-5 demonstrate how this 

application displayed the instance coordinates over time for two frames within 

dataset I, frame 20 (4 steps) and frame 50 (10 steps).  

 

 
Figure 8-4: An example of our Cluster Tracking application using dataset I at frame 20 (4 

steps). 



    Temporal Instance Tracking 

113 

 

The outlined area within each image indicates the location of the same three scallop 

instances at both points in time. In the first example we see that two of the three 

scallop instances were detected by Ezvision, and in the second example that all three 

scallop instances were detected numerous times as they passed through the camera’s 

field of view. 

 

 
Figure 8-5: An example of our Cluster Tracking application using dataset I at frame 50 (10 

steps). 

 

Figure 8-6 demonstrates our second clustering application, the Cluster Analyser, 

which was developed for the purpose of being able to interact with the cluster data 

via a graphical user interface (GUI). When the coordinates from the Cluster Tracking 

application are loaded into this application we are presented with a complete outline 

of all the clusters within the dataset. Each cluster is presented as a black outline in 

the same way the two bottom left clusters are presented in the example below (Figure 

8-6). This application allowed us to adjust the size of the cluster grid and also 

enabled us to set the minimum cluster size and area thresholds. A number of options 

were implemented that allow the user to click on a cluster and define its type. These 

types included true positive clusters (grey; clusters 1, 2 and 3), false positive clusters 

(purple; cluster 4), missed instances (taupe; cluster 5) and hidden instances (brown; 

cluster 6). Missed and hidden instances were only added as single-cell placeholders 

for the purpose of generating statistics during summarisation. These instances also 
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had no black border to help indicate that they were conceptually different from the 

clusters generated by the system. 

 

 

Figure 8-6: Clusters can be easily visualised and assessed using our Cluster Analysis 

application. Instance 6 is hidden within the cluster representing instance 3. Instance 4 is a 

false positive and instance 5 has been missed. a) Instance 2 has two clusters associated 

with it; without our application we would not be easily be able to determine whether the top 

and bottom-left corners of this instance were represented by one, two or three clusters b) 

The Cluster Analysis application allows multiple clusters to be associated with one instance. 

 

Figure 8-6 shows us that, because we use an eight-connected neighbouring system, 

viewing clusters without being able to interact visually with them would have given 

rise to a considerable amount of ambiguity. If we consider Figure 8-6 (a) we see that 

instance 1 has two smaller cluster fragments associated with it. When a cluster is 

selected within our application the entire cluster will become shaded (with the users 

chosen colour type). In our example we can see that the two cells at the bottom of 

cluster 1 are not actually connected to the main cluster that represents instance 1, 

suggesting that they were presented to the system prior to the main cluster growing 

enough to become a neighbour. When necessary it was possible for the user to 

associate multiple clusters with one instance. For example in Figure 8-6 (b) we can 

see that, after examining the coordinates using our Cluster Tracking application, the 

two smaller clusters were in fact associated with the same instance as the larger 

neighbouring cluster, resulting in instance 1 being represented by 3 unique clusters. 

Alternatively we can see that when the cluster associated with instance 2 (Figure 8-6 

a. b. 

Instance 1 is 

represented by 

three clusters. 

Instance 2 is 

represented by 

two clusters.
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(a)) is selected, the bottom left corner of it is actually part of the main cluster. 

Without a visual guide such as the Cluster Analyser making decisions about 

connectivity would have proven to be very difficult. 

8.11 Preliminary Analysis of Grid Clustering on Dataset ‘A’ 

As there were numerous combinations of parameters that could affect the 

performance of the final stage of our system, including cross-correlation grid size, 

cross-correlation template size and the thresholding of cluster size and area, we 

began with some preliminary experimentation on dataset A. These experiments 

helped us to gain an insight into which combinations of parameters performed best. 

In turn this allowed us to disregard any combinations that performed poorly thus 

reducing the processing of sub-standard results. 

 

Table 8-4 through Table 8-9 summarise the results of performing grid clustering 

using a grid cell size of 15x15, 20x20 and 25x25 pixels respectively. Each table of 

results also compares the effects of using a cross-correlation grid size of both 5x5 

and 9x9. A comparison of both 50x50 and 80x80 cross-correlation template size is 

also included in the results. The 50x50 template size was chosen because it was the 

quickest cross-correlation template size that still maintained a reasonably high level 

of accuracy. The 80x80 size was chosen as a means of determining whether an 

increase in cross-correlation template size improved the accuracy of the optical flow 

rate calculations, thereby increasing the accuracy of the grid cluster system. Had it 

been the case that the larger sub-image size significantly improved the performance 

of the system we would have considered increasing it to 100x100 (for which we 

already have cross-correlation results). However any increase in the size of the cross-

correlation template would also result in an increase in the processing times 

associated with cross-correlation, so limiting the cross-correlation template size to 

80x80 was the preferred option. 

 

We can see that, if there is no cluster size or area thresholding both the 15x15 and 

20x20 grid cell sizes were far too granular, resulting in our system overstating the 

number of scallops within dataset A by up to 133%. The true positive clusters 

accounted for a majority of the clusters in these results suggesting that both grid cell 
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sizes caused the instance coordinates to be fragment into multiple clusters (discussed 

previously; Figure 8-2). However thresholding the cluster size or area to a minimum 

of 2 reduced the overall cluster count significantly, suggesting that even though 

clusters were being split, due to coordinate drift, one cluster was remaining 

dominant. A visual inspection of the clusters indicated that this was true in some 

circumstances. Further investigation into this also indicated that when our system 

was presented with a new instance coordinate with more than one neighbouring 

cluster we were arbitrarily choosing the first identified neighbour, which happened to 

be the oldest neighbour. This had the effect of causing one cluster to grow 

disproportionately compared with other newer neighbours, resulting in the size of 

unwanted cluster fragments being smaller on average. 

 

X-Corr Grid Size 5x5 

X-Corr Sub-Image Size 50x50 80x80 

Min Cluster Size 1 1 2 3 1 1 2 3 

Min Cluster Area 1 2 1 1 1 2 1 1 

TP Clusters 61 37 39 26 50 32 35 28 

FP Clusters 8 0 0 0 7 0 0 0 

Hidden 0 1 1 1 2 2 2 2 

Missed 2 8 7 14 2 8 7 10 

Total Clusters 69 37 39 26 57 32 35 28 

Actual Scallops 35 35 35 35 35 35 35 35 

Close to an Edge 3 3 3 5 3 3 2 5 

Adjusted Scallops 32 32 32 30 32 32 33 30 

Clusters Per Scallop 2.16 1.16 1.22 0.87 1.78 1.00 1.06 0.93 

Table 8-4: The grid clustering results for dataset A using a cross-correlation grid size of 5x5 

and a cluster grid cell size of 15x15. 

 

It is important to note that the close to an edge value varied depending on various 

combinations of input including cluster grid cell size and threshold values. In some 

cases the instances that were close to an edge were not detected at all by Ezvision. 

However in other cases it was possible that they were detected one or more times, 

but not with the same frequency as more central instances were detected. Therefore if 

an instance was detected at least once, it would appear within the results where no 

minimum threshold was applied. If an instance was detected more than once, the 

shape, spread and neighbour association of clusters would typically vary slightly 

between results due to differences in the calculation of the optical flow rate when 
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different cross-correlation template and grid sizes were used and also because of the 

cell size of the cluster grid. 

 

X-Corr Grid Size 9x9 

X-Corr Sub-Image Size 50x50 80x80 

Min Cluster Size 1 1 2 3 1 1 2 3 

Min Cluster Area 1 2 1 1 1 2 1 1 

TP Clusters 54 33 34 24 61 39 43 27 

FP Clusters 5 0 3 1 9 0 0 0 

Hidden 0 0 0 0 0 0 0 0 

Missed 2 6 6 13 2 8 7 15 

Total Clusters 59 33 37 25 70 39 43 27 

Actual Scallops 35 35 35 35 35 35 35 35 

Close to Edge 2 2 3 9 5 5 2 9 

Adjusted Scallops 33 33 32 26 30 30 33 26 

Clusters Per Scallop 1.79 1.00 1.16 0.96 2.33 1.30 1.30 1.04 

Table 8-5: The grid clustering results for dataset A using a cross-correlation grid size of 9x9 

and a cluster grid cell size of 15x15. 

 

Some of the best results in Table 8-4 and Table 8-5 were generated using a minimum 

cluster size threshold of three. However whilst the clusters per scallop value was 

comparative to those generated using a minimum area threshold of two, the number 

of missed instances increased significantly. We can see that the close to an edge 

value typically increased indicating that most of the additional missed instances were 

around the perimeter of the camera’s field of view. While this meant that the system 

was still performing as desired (i.e. it was reporting on instances that it could 

reasonably be expected to find based on the data presented), it did effectively result 

in a slight narrowing of the camera’s swath width as some of the instances that where 

missed were located on the extreme left and right of the frame. This would ultimately 

result in an overall reduction in the number instances presented to the system within 

a given transect. However this threshold did also result in instances at the top and 

bottom of the frame (at the start and end of the dataset) being missed, which had a 

more noticeable impact on our datasets due to their reasonably short length. As 

suggested earlier in section 8.8 the impact of this would become negligible if the 

datasets were much larger because the number of missed instances at the start and 

end of the footage would not vary to any significant level (in comparison to our 
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system evaluation datasets) and would therefore only account for a very small 

percentage of the overall instances within larger datasets. 

 

We also saw that increasing the minimum cluster area threshold completely 

eliminated false positive clusters within the cluster grid. Likewise, increasing the 

cluster size threshold also aided in eliminating a significant portion of false positives. 

Visual inspection using the Cluster Tracking application (with false positives made 

visible) indicated that, as expected, Ezvision identified these false positive regions 

more than once during the initial stage our system. Therefore this indicated that on 

many occasions these instances were classified correctly by Weka. This confirmed 

that it was indeed possible for the grid clustering system to act as a secondary, albeit 

somewhat cruder, classifier capable of further eliminating the presence of false 

positives within our data when a minimum cluster size or area threshold was applied. 

However, as discussed previously, this also resulted in the number of missed 

instances increasing. This indicated that, even though in some cases the clusters per 

scallop rate is close to 1, at times up to 15 instances were not being represented 

directly by a cluster whilst other instances were being represented by more than one 

cluster. It was desirable that our system had a one-to-one mapping of clusters to 

instances. However this would not be mandatory provided the grid clustering system 

consistently performed in the same manner. The poor quality of TAFI’s footage was 

likely to contribute to the number of instances that were either misclassified by Weka 

or completely missed by Ezvision and future versions of the system would probably 

benefit from improved video footage collection techniques which in turn may help to 

reduce cluster fragmentation and the number of missed instances. 

 

Table 8-6 and Table 8-7 present the results of clustering dataset A with a cluster grid 

cell size of 20x20 pixels. We can see that, as anticipated, the increased cluster grid 

cell size reduced the overall definition of the clusters. As a result fewer clusters were 

reported by our system. For all experiments where the minimum cluster area 

threshold was set to two we see that the total number of clusters falls below the 

actual number of instances, resulting in our system understating the number of 

scallops detected in the footage. In contrast to this, increasing the minimum cluster 

size threshold to two improved the performance of the system when using either 
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cross-correlation grid size (5x5 or 9x9). This indicated that the 20x20 cluster grid 

cell size may be more appropriate for our system evaluation dataset experiments as it 

appeared to strike a reasonable balance between minimising the impact of coordinate 

drift while still maintaining a reasonable level of cluster definition. It is also 

important to note that, in comparison with the results in Table 8-4 and Table 8-5 the 

overall decrease to the clusters per scallop values was not uniform across the 

different threshold combinations and grid sizes. As mentioned previously, this was a 

result of subtle variations in the optical flow rate calculations and also the rounding 

calculations performed during the quantizing of instance coordinates as they were 

added to the cluster grid. Additionally when the grid cell size was increased the 

location of instance coordinates affected the size, shape and number of clusters. 

 

X-Corr Grid Size 5x5 

X-Corr Sub-Image Size 50x50 80x80 

Min Cluster Size 1 1 2 3 1 1 2 3 

Min Cluster Area 1 2 1 1 1 2 1 1 

TP Clusters 41 30 32 28 41 29 30 26 

FP Clusters 11 0 0 0 9 0 2 1 

Hidden 1 1 1 1 1 1 1 1 

Missed 2 7 7 9 2 7 7 11 

Total Clusters 52 30 32 28 50 29 32 27 

Actual Scallops 35 35 35 35 35 35 35 35 

Close to Edge 0 3 3 4 0 5 2 3 

Adjusted Scallops 35 32 32 31 35 30 33 32 

Clusters Per Scallop 1.49 0.94 1.00 0.90 1.43 0.97 0.97 0.84 

Table 8-6: The grid clustering results for dataset A using a cross-correlation grid size of 5x5 

and a cluster grid cell size of 20x20. 
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X-Corr Grid Size 9x9 

X-Corr Sub-Image Size 50x50 80x80 

Min Cluster Size 1 1 2 3 1 1 2 3 

Min Cluster Area 1 2 1 1 1 2 1 1 

TP Clusters 44 28 31 23 39 24 31 21 

FP Clusters 6 0 0 0 12 0 0 0 

Hidden 0 3 3 3 2 5 5 5 

Missed 2 6 6 10 3 8 8 13 

Total Clusters 50 28 31 23 51 24 31 21 

Actual Scallops 35 35 35 35 35 35 35 35 

Close to Edge 0 3 3 5 0 5 3 7 

Adjusted Scallops 35 32 32 30 35 30 32 28 

Clusters Per Scallop 1.43 0.88 0.97 0.77 1.46 0.80 0.97 0.75 

Table 8-7: The grid clustering results for dataset A using a cross-correlation grid size of 9x9 

and a cluster grid cell size of 20x20. 

 

There was also a general increase in the number of hidden instances present in the 

results produced using a grid cell size of 20x20 in comparison with those produced 

using a grid cell size of 15x15. This was to be expected and could be directly 

attributed to the loss of definition among the clusters, which caused clusters within 

close proximity of each other to merge. Having said this we saw a slight reduction in 

the cross-correlation 5x5 results in Table 8-6 compared with Table 8-4. This was an 

exception rather than the rule and was attributed to the location of the instance 

coordinates within the cluster grid. Typically the number of hidden instances did 

increase as the cluster grid cell size increased (this trend was supported by the results 

in Table 8-8 and Table 8-9 which both have a grid size of 25x25). 

 

Table 8-8 and Table 8-9 present the final experiments performed specifically on 

dataset A this time with a cluster grid cell size of 25x25 pixels. We saw a significant 

increase in the number of hidden instances, which in turn suggested that cluster 

definition was becoming very poor. We also saw a slight reduction in the number of 

false positives. This occurred because several of the false positive instance 

coordinates began to occupy cluster grid cells that neighboured true positive clusters, 

resulting in them being absorbed by existing true positive clusters within the grid. 

 

For the first time we saw the results with no cluster size or area thresholding 

outperform those generated using a minimum cluster size or area threshold of two or 
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more. However the total number of clusters within these results included 

significantly more false positive clusters, which was undesirable. The number of 

hidden instances was also substantially higher, suggesting that although the cluster 

per scallop value was reasonably close to one, this value was far from being 

representative of a one-to-one mapping of scallop instances to clusters. 

 

X-Corr Grid Size 5x5 

X-Corr Sub-Image Size 50x50 80x80 

Min Cluster Size 1 1 2 3 1 1 2 3 

Min Cluster Area 1 2 1 1 1 2 1 1 

TP Clusters 34 24 28 24 33 22 26 21 

FP Clusters 7 0 0 0 5 0 0 0 

Hidden 3 5 5 5 4 4 4 4 

Missed 2 6 6 10 2 9 7 9 

Total Clusters 41 24 28 24 38 22 26 21 

Actual Scallops 35 35 35 35 35 35 35 35 

Close to Edge 0 3 3 6 0 1 2 3 

Adjusted Scallops 35 32 32 29 35 34 33 32 

Clusters Per Scallop 1.17 0.75 0.88 0.83 1.09 0.65 0.79 0.66 

Table 8-8: The grid clustering results for dataset A using a cross-correlation grid size of 5x5 

and a cluster grid cell size of 25x25. 

 

X-Corr Grid Size 9x9 

X-Corr Sub-Image Size 50x50 80x80 

Min Cluster Size 1 1 2 3 1 1 2 3 

Min Cluster Area 1 2 1 1 1 2 1 1 

TP Clusters 32 23 26 22 28 23 25 20 

FP Clusters 5 0 0 0 8 0 0 0 

Hidden 4 6 6 6 6 6 6 6 

Missed 2 6 6 7 2 6 6 9 

Total Clusters 37 23 26 22 36 23 25 20 

Actual Scallops 35 35 35 35 35 35 35 35 

Close to Edge 0 3 3 3 0 2 3 5 

Adjusted Scallops 35 32 32 32 35 33 32 30 

Clusters Per Scallop 1.06 0.72 0.81 0.69 1.03 0.70 0.78 0.67 

Table 8-9: The grid clustering results for dataset A using a cross-correlation grid size of 9x9 

and a cluster grid cell size of 25x25. 

 

Due to the overall errors associated with a cluster grid cell size of 25x25 no further 

experiments were performed using it. Likewise we refrained from performing any 
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further experiments using a grid cell size of 15x15, when no minimum threshold was 

applied, as it was reasonably safe to assume, based on the results in Table 8-4 and 

Table 8-5, that this combination would continue to result in a significant overstating 

of the number of scallops present within our datasets. 

 

Although it appeared that with a grid cell size of 20x20 and no minimum threshold 

the system would overstate the number of scallop instances by up to 50% we 

continued to include this in a further round of experiments, as it provided us with an 

indication of the general distribution of all the clusters present within each set of 

experiments. Even though the minimum cluster size threshold of three performed 

well using a cluster grid-size of 15x15 this combination was also excluded from 

further experiments as the overall increase in missed instances was not desirable. 

8.12  Final Grid Cluster Analysis 

As the initial grid cluster experiments were only performed using dataset A we 

continued by performing experiments on six more of the system evaluation datasets. 

Datasets B, E and G were initially excluded from this round of experiments because 

the overall size of them (at least double the largest of the seven smaller datasets) as 

cluster assessment was a very lengthy manual process. Once the seven smaller 

datasets had been assessed on all the remaining threshold and cluster grid cell size 

combinations the assessment of the final three datasets was performed using the best 

performing combinations. 

 

Table 8-10 represents the total results for the seven smallest system evaluation 

datasets using a minimum cluster size and area threshold of two. All eight 

combinations of results produced performed satisfactorily, with the cross-correlation 

grid size of 5x5 and cross-correlation template size of 80x80 producing the highest 

level of accuracy when the minimum area threshold of two was applied. 
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X-Corr Grid Size 5x5 9x9 

X-Corr Sub-Image Size 50x50 80x80 50x50 80x80 

Minimum Cluster Size 1 2 1 2 1 2 1 2 

Minimum Area 2 1 2 1 2 1 2 1 

TP Clusters 128 139 122 137 137 149 131 145 

FP Clusters 0 5 0 1 1 4 0 1 

Hidden 0 1 2 2 0 0 0 0 

Missed 59 51 58 50 48 46 53 50 

Total Clusters 128 144 122 138 138 153 131 146 

Actual Scallops 158 158 158 158 158 158 158 158 

Close to an Edge 41 36 38 31 31 31 39 34 

Adjusted Scallops 117 122 120 127 127 127 119 124 

Clusters Per Scallop 1.09 1.18 1.02 1.09 1.09 1.20 1.10 1.18 

Table 8-10: The total grid clustering results for the seven smallest system evaluation 

datasets using a cluster grid cell size of 15x15. 

 

Table 8-11 and Table 8-12 present the total results produced by the seven smallest 

system evaluation datasets when the grid cluster size is 20x20. As anticipated the 

results produced using no minimum cluster size or area threshold continued to 

overstate the number of scallops present within the datasets. The results produced 

using a minimum area threshold of two understated the number of scallops present in 

the datasets but when the minimum cluster size threshold of two was applied the 

clusters per scallop ratio was satisfactory. 

 

X-Corr Grid Size 5x5 

X-Corr Sub-Image Size 50x50 80x80 

Minimum Cluster Size 1 1 2 1 1 2 

Minimum Area 1 2 1 1 2 1 

TP Clusters 174 109 120 174 115 124 

FP Clusters 22 1 2 20 0 2 

Hidden 1 1 1 1 1 1 

Missed 19 55 53 20 51 48 

Total Clusters 196 110 122 194 115 126 

Actual Scallops 158 158 158 158 158 158 

Close to an Edge 12 34 31 13 35 31 

Adjusted Scallops 146 124 127 145 123 127 

Clusters Per Scallop 1.34 0.89 0.96 1.34 0.93 0.99 

Table 8-11: The total grid clustering results for the seven smallest system evaluation 

datasets using a cluster grid cell size of 20x20 and a cross-correlation grid size of 5x5. 
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X-Corr Grid Size 9x9 

X-Corr Sub-Image Size 50x50 80x80 

Minimum Cluster Size 1 1 2 1 1 2 

Minimum Area 1 2 1 1 2 1 

TP Clusters 174 109 124 168 107 123 

FP Clusters 16 1 1 19 0 0 

Hidden 0 3 3 2 5 5 

Missed 21 55 49 21 55 50 

Total Clusters 190 110 125 187 107 123 

Actual Scallops 158 158 158 158 158 158 

Close to an Edge 14 34 32 14 36 32 

Adjusted Scallops 144 124 126 144 122 126 

Clusters Per Scallop 1.32 0.89 0.99 1.30 0.88 0.98 

Table 8-12: The total grid clustering results for the seven smallest system evaluation 

datasets using a grid size of 20x20 and a cross-correlation grid size of 9x9. 

 

Up until this point we saw no substantial evidence indicating that a larger cross-

correlation template size or cross-correlation grid size had any significant impact on 

the performance of the system. The results presented in Table 8-11 and Table 8-12 

also indicated that in comparison with Table 8-10, a cluster grid cell size of 20x20 in 

conjunction with a minimum cluster size of 2 produced the most consistent  results 

across all combinations of cross-correlation template size and cross-correlation grid 

cell size. This suggested that the selection of the less computationally expensive 

combination of a 5x5 cross-correlation grid with a template size of 50x50 would not 

have any adverse impact on the overall results generated by the system. 

 

The results of the 15x15 cluster grid cell size with a minimum area threshold of two 

using all ten system evaluation datasets are presented in Table 8-13. This was the 

first complete representation of our system’s performance end-to-end and was 

included because the overall performance of this combination in Table 8-10 was 

quite good. The overall performance across all datasets is very pleasing with a total 

of 239 clusters being found to represent 245 scallops, equating to a ratio of 1.03 

clusters per scallop. With the exception of datasets D, F and H (which we will 

consider in greater detail once all the results have been presented) the performance of 

the system on each dataset was promising especially when we consider that TAFI 

estimate the dredging of scallop beds for the purposes of quantitative assessment to 

be no more than 80% accurate. However we must bear in mind that our system has 
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only been tested on a limited amount of data and that the fragmentation of some 

clusters, resulting in one instance being represented by more than one cluster, 

provides compensation for instances that have been missed. On closer inspection we 

also see that system performance on dataset F is also quite satisfactory as its cluster 

per scallop ratio is only high due to the low number of scallops present within the 

footage. 

 

Dataset A B C D E F G H I J Total
TP Clusters 32 63 18 10 31 6 23 22 17 17 239 
FP Clusters 0 0 0 0 0 0 0 0 0 0 0 
Hidden 2 0 0 0 0 0 0 0 0 0 2 
Missed 8 14 17 14 8 0 10 5 9 5 90 
Total Clusters 32 63 18 10 31 6 23 22 17 17 239 
Actual Scallops 35 75 33 24 38 5 31 18 24 19 302 
Close to an Edge 3 11 13 9 2 0 6 4 6 3 57 
Adjusted Scallops 32 64 20 15 36 5 25 14 18 16 245 
Clusters Per Scallop 1.00 0.98 0.90 0.67 0.86 1.20 0.92 1.57 0.94 1.06 1.03 

Table 8-13: All ten system evaluation datasets classified using a cluster grid cell size of 

15x15, minimum area threshold of 2 and cross-correlation template size of 80x80. 

 

The results presented in Table 8-14 were produced using a cluster grid cell size of 

20x20 in conjunction with a cross-correlation template size of 50x50, a cross-

correlation grid size of 5x5 and a minimum cluster size threshold of 2 (the additional 

20x20 cluster grid cell size combinations are included in Appendix D). We can see 

that the results are of a similarly promising accuracy to those presented in Table 

8-13. Likewise we see that the system performed worst on datasets D and H 

prompting us to investigate this matter further. Once again the consistency across all 

combinations of results (Appendix D) indicated that there was no advantage to using 

a larger cross-correlation template size or cross-correlation grid size. 
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Dataset A B C D E F G H I J Total
Min Cluster Size 2 2 2 2 2 2 2 2 2 2 - 
TP Clusters 32 62 19 11 34 5 25 22 16 15 241 
FP Clusters 0 0 1 0 1 0 0 0 1 0 3 
Hidden 1 2 0 0 0 0 0 0 0 0 3 
Missed 7 17 14 14 9 1 7 3 9 5 86 
Total Clusters 32 62 20 11 35 5 25 22 17 15 244 
Actual Scallops 35 75 33 24 38 5 31 18 24 19 302 
Close to an Edge 3 10 12 6 8 0 1 3 4 3 50 
Adjusted Scallops 32 65 21 18 30 5 30 15 20 16 252 
Clusters Per Scallop 1.00 0.95 0.95 0.61 1.17 1.00 0.83 1.47 0.85 0.94 0.97

Table 8-14: All ten system evaluation datasets classified using a cluster grid cell size of 

20x20, a minimum cluster size threshold of 2, a cross-correlation template size of 50x50 and 

a cross-correlation grid size of 5x5. 

 

Using a threshold of 2 for either the cluster size or the cluster area provided similar 

and satisfactory accuracies when the results of all ten system evaluation datasets 

were combined. However it is likely that improving the motion estimation stage of 

our system, using more consistent data collection techniques and velocity data from 

an ROV, would result in a reduction in coordinate drift. In turn this could have the 

effect of increasing the number of clusters that fall below a cluster area threshold of 

2. Therefore, moving forward, it would seem more appropriate to use a cluster grid 

cell size of 20x20 with a minimum cluster size threshold of 2 as this combination 

will better withstand changes to the overall distribution of instance coordinates 

within each cluster. 

 

On closer inspection of dataset D, it became clear that the system was being affected 

during the classification stage. Ezvision successfully detected a majority of the 

scallops within the footage. However the camera’s altitude from the sea bed was 

higher than average within this footage which increased the effects of turbidity and in 

turn reduced the overall clarity of the scallop instances within the footage. This, 

combined with generally smaller instance sizes, due to the distance of instances from 

the camera, resulted in a higher than usual misclassification rate. 

 

In contrast, the system’s poor performance on dataset H appeared to stem from a 

high level of clarity and a below average camera speed, resulting in a higher than 
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average number of instance coordinates being correctly passed through to the grid 

clustering stage of the system. Whilst this may seem to be contradictory, as one 

would assume that a higher number of instance coordinates would be desired, it 

actually highlighted an issue that had not previously been considered which was; that 

the presentation of too many instance coordinates greatly increased the fragmentation 

of clusters and this was exacerbated as the camera’s altitude decreased, causing 

instance coordinates to spread out. Throughout the duration of the footage the camera 

had a steadily declining altitude resulting in a particular group of scallops remaining 

in the camera’s field of view for an extended period of time. This generated a 

substantial number of coordinates for each cluster and over time the optical flow rate 

adjustments caused these to spread out. 

 

If a majority of our footage had been similar to that of Dataset H it would have been 

possible to perform several simple adjustments to our system that would have helped 

to improve the overall performance as follows; As the camera was travelling more 

slowly, we could have increased the overall frame step during cross-correlation to 

perhaps ten or fifteen frames instead of five. This would have reduced the overall 

number of instance coordinates by up to a third. This alone may still have resulted in 

cluster fragmentation. Therefore it may also have been necessary to increase the cell 

size of the cluster grid to reduce the overall definition of each cluster. Additionally 

increasing the minimum cluster size threshold may also have helped to eliminate a 

majority of the cluster fragments that were present within the cluster grid as these 

were typically larger on average compared to other datasets due to the increased 

number of instance coordinates present within the final stage of the system. 

 

Dataset D indicated that once the camera reached a certain altitude18 a loss of overall 

image quality and instance definition combined with a reduction in the overall 

apparent size of the scallops within the footage, resulted in poor system performance. 

However it was also true that the system is tolerant to a reasonable amount of altitude 

fluctuation below some given point, as the remainder of our datasets varied 

significantly in altitude and still performed to a satisfactory level. This included 

dataset I in which the camera’s altitude was significantly lower than the average 

                                                 
18 We are not able to determine this altitude from the footage provided by TAFI. 
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altitude of the other system evaluation datasets, for which the cluster-to-scallop ratio 

was exceptionally good at 0.94. However the reduced altitude of this footage, whilst 

providing much higher visibility resulting in very clearly defined scallop and non-

scallop instances, also reduced the camera’s swath width, which in turn reduced the 

number of scallops visible within a transect. 

 

The performance of the system on dataset H highlighted the need to be able to 

control the velocity of the camera (or at least know what the velocity was) as 

regulating of the camera’s speed would assist in avoiding motion blur and would 

enable us to determine a frame step amount that, whilst not compromising the 

accuracy of the system, minimised the likelihood of processing more frames than 

was necessary to achieve satisfactory results. Alternatively, if the camera’s 

movement was difficult to regulate to any satisfactory degree, velocity data from an 

ROV or AUV could be used to dynamically adjust the system depending on the 

camera’s reported speed. This would allow us to increase the frame step and perhaps 

the minimum cluster size threshold when the camera is moving slowly and reduce 

both these parameters when the camera’s speed increases. 

 

  



  Conclusions and Further Work 

129 

 

9 Conclusions and Further Work 

9.1 Introduction 

Our research has presented the development of a system capable of detecting and 

tracking commercial scallop instances in underwater video footage. The average 

accuracy rate for our system was greater than 80%, this performance equalled that of 

existing analysis techniques, which involve dredging the scallop beds, and has a 

much lower impact on our fragile marine environments. Components of this system 

could be utilised within many other video tracking applications and the entire system 

would present a suitable base application for the tracking of objects in scenes that are 

relatively uncluttered, including the abundance analysis of flora and fauna in low-

level and mid-level underwater environments provided the background is relatively 

simple. Further work on the object detection and classification stages of the system 

could provide better abundance analysis within cluttered scenes. However it would 

be necessary to implement a more complex motion estimation system if the intention 

were to perform abundance analysis on footage with independently moving objects 

such as fish. The first step in applying the system to another abundance analysis task 

would be the collection of data and some initial manual data analysis, to provide a 

basis for training the classifier stage and evaluating the performance of the entire 

system. 

 

The implementation of each stage was often only guided by the performance within 

that stage and assumptions were consequently made about the overall effect a single 

stage would have on the performance of the entire system prior to the system being 

completed. The following sections discuss the overall performance at each stage of 

the system and consider strategies suitable for further improving the performance of 

the system now that a complete end-to-end system has been implemented and a 

reasonable performance benchmark has been obtained. 
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9.2 System Running Times 

The approximate running time of the system is 85 seconds per frame which is broken 

down as follows: 

• Ezvision – approximately 15 secs per frame 

• Motion estimation  – approximately 60 seconds per frame 

• Segmentation, Feature Extraction, Classification and Clustering – 

approximately 10 seconds per frame. 

Therefore it would take approximately nine days to process 30 minutes of video 

footage (at five frame intervals) using the hardware and software that was used 

during this research. Whilst this is a reasonably long time for a relatively short 

section of footage no manual intervention would be required thereby freeing up 

human resources to perform other more interesting tasks. 

 

We must also take into consideration that the hardware, an AMD Athlon 1.3Ghz 

process with 512Mb of RAM, used to perform this research was by no means state-

of-the-art and a relatively inexpensive upgrade to a more modern system with 

multiple processors and more RAM would reduce processing times significantly. In 

addition to this, parallel processing could be performed across a cluster of 

computers. The use of a more stable data collection platform in the form of an ROV 

or AUV would also provide footage with a more consistent camera velocity; this in 

conjunction with velocity data (provided by the ROV or AUV) would allow an 

increase in the number of frames skipped during processing. When we consider that 

doubling the frame interval from five to ten frames would halve the processing time 

every effort should be made to increase the frame interval to its absolute maximum 

without compromising the overall performance of the system. 

 

9.3 Salient Region Detection 

The use of Ezvision to detect salient regions within the footage worked well, and, 

although some scallop instances were missed in the later stages of the system 

because they were misclassified, it was typically not the case that they were missed 

by Ezvision unless they were only present within the footage for a short period of 

time. Therefore further work on this stage of the system should focus on decreasing 
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the overall processing overhead associated with detecting salient regions as 

suggested in the following subsections. 

9.3.1 Pre-Processing Footage 

During the segmentation process (section 5) we experimented with several image 

processing techniques that smoothed and enhanced the contrast of sub-images prior 

to thresholding. It may also be possible to use a similar approach whereby a similar 

filtering of the video frames is performed prior to processing them with Ezvision in 

an effort to increase the clarity of each frame and smooth out unwanted shadows 

within the sand. This could potentially enable earlier detection of relevant instances 

within the footage thereby allowing a reduction in the too-many-shifts parameter, 

which for a majority of our experiments was set to a value of 30. 

9.3.2 Cropping Footage 

Some initial cropping of the frames was performed prior to processing with Ezvision 

as it was clear that the top and bottom areas of the camera’s field of view presented 

us with instances that were either too far from the camera to be clearly indentified, 

even by a human observer, or too close to the camera, resulting in Ezvision detecting 

multiple salient regions within the one object. Having visually inspected each frame 

of the dataset footage during the manual classification process, it appears that further 

cropping of the top and bottom of the frame could be performed with minimal impact 

on the total number of instances seen by the system. This would result in an overall 

reduction in the number of instances present within a given frame and would once 

again allow us to reduce the too-many-shifts parameter resulting in faster processing 

of individual frames and an overall improvement in system performance due to a 

reduction in the number of instances presented in latter stages. 

9.3.3 Biasing Ezvision 

Ezvision provides the ability to bias the visual attention system using a series of 

sample images. If future footage was collected using a stable platform such as an 

ROV it may be possible to define a set of sample instances capable of biasing 

Ezvision’s attention to objects of particular interest. This would again result in 

relevant objects being detected earlier and could lead to a further reduction in the 

too-many-shifts parameter threshold. Further cropping of the frames mentioned 
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previously may also help to improve this process as this would result in an overall 

reduction in the apparent size variation of objects within a scene over time. 

9.4 Segmentation and Feature Extraction 

It is somewhat difficult to quantify the performance of this stage of the system 

because, ultimately, performance was measured during instance classification. 

However we did perform some rudimentary classification at this stage whereby we 

discarded any instances that were smaller than 60 pixels or were too large to fit 

within a sub-image size of 100x100 pixels. It is possible that these basic clean-up 

rules could be further improved by analysing the characteristics of relevant regions to 

allow for the inclusion of heuristics such as relative dimensions. For example; it may 

be appropriate to discard any region that has a height greater than twice its width. 

With the exception of the final stage, any stage that reduces the number of false-

positives present within the system will reduce the processing time in subsequent 

stages. Reducing the false positives can also improve the accuracy of the final result, 

if the false positives would get through later stages of the system. 

 

Further investigation into the appropriateness of subdivision as a method of feature 

extraction within our system could also be evaluated, as it would appear that the 

benefit of this technique is somewhat hit-and-miss and has the potential to adversely 

affect classifier accuracy. Regularising the size of instances presented to the system 

using previously discussed techniques such as frame cropping and camera stability 

may help to identify a set of subdivision dimensions that perform more consistently 

across a wide range of datasets. 

9.5 Instance Classification 

A considerable number of feature input combinations were presented to Weka for 

evaluation using a variety of machine learning classifiers. The final stages of the 

system utilised the best classifications generated by the MLP classifier. However the 

accuracies produced by the NBT and DT classifiers were only marginally poorer. We 

saw that, even though the data could vary quite dramatically at times due to the 

unpredictable movement of the drop-camera, training and testing still produced a 

satisfactory level of classification accuracy across multiple datasets. This suggests 

that, as with the other stages, one of the simplest ways to improve performance of 
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our system would be to improve the quality of data collection using an ROV or 

AUV. This would help to improve the consistency between training data and the data 

presented for the actual quantitative assessment of video footage in the future. 

9.6 Motion Estimation 

The use of a correlation-based motion estimation technique worked quite well during 

this stage of the system. However the running times associated with this method 

were of greatest concern. We were able to reduce these times considerably by 

limiting the area correlated and number of cross-correlation points calculated per 

frame. We were also able to reduce the template size, thus further reducing 

processing times. This introduced a number of erroneous optical flow rate values into 

our data but we were then able to smooth many of these out using a simple modified 

box plot outlier detection technique. 

 

Increasing the amount of frame cropping performed in the initial stage of our system 

could once again reduce the amount of processing overhead incurred at this stage as 

it may be possible to reduce the number of points down from a 5x5 grid to a 5x3 

grid. There is also the potential for this stage to have a complete overhaul if 

movement data from an ROV or AUV were provided as part of a dataset’s core 

information, as it may then be possible to predict the location of instances in time 

based on the speed, altitude and perspective projection of the camera used for 

collection. 

9.7 Temporal Instance Tracking 

While the final stage of our system produced satisfactory results, the robustness of 

these results could still be improved upon. If knowledge about the speed of the 

camera was available, it would be possible to estimate the length of time an object 

should remain in the camera’s field of view. This information could provide us with 

the ability to better identify false positive clusters based on the overall percentage of 

positive classifications. For example if an instance has appeared in ten frames but has 

only been classified as a positive instance twice we may consider the cluster to be a 

false positive and as a result discard it. 
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9.8 Summary 

We have seen that the work reported in this thesis has shown promise as a method 

for abundance analysis from video of scallops in commercial beds, and that there are 

a number of potential solutions that could be implemented to reduce processing times 

and increase accuracy. There is significant scope to improve data collection 

techniques first as the poor quality and lack of consistency within the video footage 

used during this research had a negative impact on the overall performance of the 

system. TAFI has already obtained access to an ROV for further underwater video 

collection. Therefore new data should be collected and processed using the existing 

system implementation, as it is likely that better footage alone will improve the 

overall accuracy of our automated abundance analysis system. 

 

Despite the limitations of the available footage, our system was still able to perform 

with a level of accuracy that was at least as good as scallop bed dredging, which has 

an negative impact on the environment and is only estimated to be approximately 

80% accurate. Therefore, whilst our system was only assessed using a limited 

amount of data, it shows definite potential for improving the factors associated with 

underwater abundance analysis, including the cost of data collection and the overall 

impact data collection has on the marine environment. 
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Appendix A – Ezvision Parameters 

 
EZVISION COMMAND-LINE OPTION SYNTAX: 
 
General-Use Options: 
 
  -d, --[no]debug [no] 
      Use debug mode, which, in particular, will increase the verbosity of the 
      log messages and printout all model parameter values just before the 
      model starts [DebugMode] 
 
  -h, --[no]help [yes] 
      Show help message and option syntax [ShowHelpMessage] 
 
  --[no]version [no] 
      Show the package name, version, and the svn repository version of the 
      current build [ShowVersion] 
 
  --[no]svnversion [no] 
      Show the svn repository version of the current build [ShowSvnVersion] 
 
  --[no]check-pristine [no] 
      Check if the executable was built from pristine source (i.e., all files 
      up-to-date and not locally modified), and return an exit code of zero if 
      true, and non-zero otherwise [CheckPristine] 
 
  --[no]use-fpe [yes]  
      Use floating-point exceptions, which will abort execution if overflow, 
      underflow, invalid or division by zero are encountered [UsingFPE] 
 
  --fpu-precision=<single|double|extended> [extended]  (std::string) 
      Specifies the precision in which the floating-point unit (FPU) should 
      operate; default is 'extended' [FpuPrecision] 
 
  --fpu-rounding=<nearest|down|up|zero> [nearest]  (std::string) 
      Specifies the rounding-mode in which the floating-point unit (FPU) should 
      operate; options are nearest (toward nearest), down (toward -inf), up 
      (toward +inf), zero (toward zero) [FpuRoundingMode] 
 
  -Z, --[no]test-mode [no] 
      Use test mode, which, in particular, will turn off randomness (like -- 
      nouse-random), reset random numbers to a reproducible pseudo sequence, 
      and turn off most displays. This is mostly useful for execution of the 
      test suite, or any situation where you need deterministic, reproducible 
      behavior [TestMode] 
 
  --[no]use-random [yes] 
      Add small amounts of random noise to various stages of model [UseRandom] 
 
  --textlog=<file.log> []  (std::string) 
      Save text log messages to file [TextLogFile] 
 
  --profile-out=<filename> []  (std::string) 
      Where to save profiling information upon program exit (if 'none' is 
      passed for the filename, then profiling information will not be saved at 
      all) [ProfileOutFile] 
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  --load-config-from=<file.pmap> []  (std::string) 
      Load configuration from file [LoadConfigFile] 
 
  --save-config-to=<file.pmap> []  (std::string) 
      Save configuration to file [SaveConfigFile] 
 
  --timestep=<double> [0.0001]  (SimTime) 
      Simulation time step (in seconds) to use for various difference equations 
      in the model [SimulationTimeStep] 
 
 
What to Display/Save Options: 
 
  --[no]save-vcx-output [no] 
      Save output of visual cortex (=input to the saliency map) 
      [VisualCortexSaveOutput] 
 
  --[no]save-objmask [no] 
      Save object mask [BrainSaveObjMask] 
 
  --sv-type=<None|Std|Compress|EyeMvt|EyeMvt2|EyeSim> [Std]  (std::string) 
      Type of SimulationViewer to use. 'Std' is the standard 2D viewer. 
      'Compress' is a simple multi-foveated blurring viewer, in which a 
      selection of most salient locations will be represented crisply, while 
      the rest of the image will be increasingly blurred as we move away from 
      those hot spots. 'EyeMvt' is a viewer for comparison between saliency 
      maps and human eye movements nd 'EyeMvt' also plus it adds a concept of 
      visual memory buffer. 'EyeSim' simulates an eye-tracker recording from 
      the model. [SimulationViewerType] 
 
  -T, --[no]save-trajectory [no] 
      Save attention/eye/head trajectories [SVsaveTraj] 
 
  -X, --[no]save-x-combo [no] 
      Show combination trajec (left) + salmap (right) [SVsaveXcombo] 
 
  -Y, --[no]save-y-combo [no] 
      Show combination trajec (top) + salmap (bottom) [SVsaveYcombo] 
 
  --[no]save-trm-x-combo [no] 
      Show combination trajec (left) + salmap (middle)+  task-relevance-map 
      (right) [SVsaveTRMXcombo] 
 
  --[no]save-trm-y-combo [no] 
      Show combination trajec (top) + salmap (middle) +  task-relevance-map 
      (bottom)  [SVsaveTRMYcombo] 
 
  -3, --[no]warp-salmap-3d [no] 
      Show color image warped onto 3D salmap [SVwarp3D] 
 
  -K, --[no]mega-combo [no] 
      Show trajectory, saliency and channels as a combo [SVmegaCombo] 
 
  -6, --[no]show-motion-sixpack [no] 
      show the outputs of the four DirectionChannels, of the MotionChannel and 
      the original image (aka. >Sixpack<) [SVmotionSixPack] 
 
  -v, --crop-foa=<w>x<h> [0x0]  (Dims) 
      Crop image to <w>x<h> around FOA location [SVcropFOA] 
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  -x, --[no]show-xwindow [no] 
      Show results in an XWindow instead of saving to disk [SVxwindow] 
 
  --[no]foveate-traj [no] 
      foveate trajectory (cumulative if --display-additive) [SVfoveateTraj] 
 
  --[no]display-foa [yes] 
      Display focus-of-attention as a circle [SVdisplayFOA] 
 
  --[no]display-patch [yes] 
      Display small filled square at attended location [SVdisplayPatch] 
 
  --[no]display-traj [yes] 
      Display attentional trajectory using red arrows [SVdisplayFOALinks] 
 
  --[no]display-eye [yes] 
      Display small hollow square at eye position [SVdisplayEye] 
 
  --[no]display-eye-traj [no] 
      Display eye trajectory using red lines [SVdisplayEyeLinks] 
 
  --[no]display-head [no] 
      Display larger hollow square at head position [SVdisplayHead] 
 
  --[no]display-head-traj [no] 
      Display head trajectory using red lines [SVdisplayHeadLinks] 
 
  --[no]display-time [yes] 
      Display internal simulation time [SVdisplayTime] 
 
  --[no]display-additive [yes] 
      Display things additively [SVdisplayAdditive] 
 
  --[no]display-highlight [no] 
      Display highlight at focus-of-attention [SVdisplayHighlights] 
 
  --[no]display-smmod [no] 
      Display surprise-modulated image, using the saliency map (possibly 
      normalized using a salmap factor) as contrast modulator 
      [SVdisplaySMmodulate] 
 
  --[no]display-boring [yes] 
      Display attention shifts to boring targets in green [SVdisplayBoring] 
 
  --[no]display-larger-markers [no] 
      Use larger drawings for FOA, FOV, and head markers than default 
      [SVuseLargerDrawings] 
 
 
Output Writing/Formatting Options: 
 
  --[no]wait [no] 
      Whether to wait for a keypress after each input/output frame 
      [WaitForUser] 
 
  -+, --[no]keep-going [no] 
      Keep going even after input is exhausted [KeepGoing] 
 
  -R, --output-frames=<first>-<last>@<delay> [0-MAX@30Hz]  (FrameRange) 
      Output frame range and delay in ms [OutputFrameRange] 



Appendix A – Ezvision Parameters 

144 

 

 
  --rescale-output=<width>x<height> [0x0]  (Dims) 
      Rescale output frames to fixed dims, or 0x0 for no rescaling 
      [OutputFrameDims] 
 
  --[no]preserve-output-aspect [no] 
      Preserve output frame aspect ratio if rescaling to fixed dims 
      [OutputPreserveAspect] 
 
  --out=<raster|display|mpeg|none> []  (std::string) 
      Specify a destination for output frames. This option may be called 
      multiple times to set up multiple parallel output destinations. 
      [OutputFrameSink] 
 
 
Input Reading/Formatting Options: 
 
  -M, --input-frames=<first>-<last>@<delay> [0-MAX@30Hz]  (FrameRange) 
      Input frame range and delay in ms [InputFrameRange] 
 
  --rescale-input=<width>x<height> [0x0]  (Dims) 
      Rescale input frames to fixed dims, or 0x0 for no rescaling 
      [InputFrameDims] 
 
  --[no]preserve-input-aspect [no] 
      Preserve input frame aspect ratio if rescaling to fixed dims 
      [InputPreserveAspect] 
 
  --in=<raster|mpeg|random> []  (std::string) 
      Specify a source of input frames. If this option is given multiple times, 
      then only the last value will have any effect. [InputFrameSource] 
 
  --io=<intersection of valid values for --in and --out> []  (std::string) 
      Specify both input and output with a single specification. Thus --io=type: 
      foo is equivalent to --in=type:foo --out=type:foo. NOTE that this will 
      only work if 'type' is valid for both input and output; currently that 
      would include 'raster' and 'mpeg', but not 'display' (valid for output 
      only) or 'random' (valid for input only). [InputOutputComboSpec] 
 
  --in-echo=<raster|display|mpeg|none> [none]  (std::string) 
      Specify a destination for carbon-copies of the input frames. If more than 
      one --in-echo is given, then the copies are sent to each destination in 
      parallel. [InputEchoDest] 
 
  --foa-radius=<pixels> [0]  (int) 
      Radius of the Focus Of Attention, or 0 to set it from input image dims 
      [FOAradius] 
 
  --fovea-radius=<pixels> [0]  (int) 
      Radius of the fovea, or 0 to set it from input image dims [FoveaRadius] 
 
 
Channel-Related Options: 
 
  --maxnorm-type=<None|Maxnorm|Fancy|FancyFast|FancyOne|FancyLandmark|Landmark| 
    FancyWeak|Ignore|Surprise> [Fancy]  (MaxNormType) 
      Type of MaxNormalization to use [MaxNormType] 
 
  --vcx-outfac=<float> [1.0e-9]  (float) 
      Factor applied to outputs of VisualCortex to scale them to Amps of 
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      synaptic input currents to saliency map [VisualCortexOutputFactor] 
 
  --[no]use-older-version [yes] 
      Use the older version where we normalize responses within all feature 
      types [UseOlderVersion] 
 
  --levelspec=<cmin,cmax,smin,smax,sml> [2,4,3,4,4]  (LevelSpec) 
      LevelSpec to use in channels [LevelSpec] 
 
  --chanout-min=<float> [0.0]  (float) 
      Min of the channel's output range [ChannelOutputRangeMin] 
 
  --chanout-max=<float> [10.0]  (float) 
      Max of the channel's output range [ChannelOutputRangeMax] 
 
  --[no]save-conspic-maps [no] 
      Save conspicuity maps from all complex channels 
      [ComplexChannelSaveOutputMap] 
 
  --num-orient=<int> [4]  (unsigned int) 
      Number of oriented channels [NumOrientations] 
 
  --ori-interaction=<None|SubtractMean|c1,...,cn> [None]  (std::string) 
      This describes the way in which the different orientations within the 
      OrientationChannel interact with each other. 'None' is for no interaction 
      (default); for 'SubtractMean', the mean of all orientation pyramids is 
      subtracted from each orientation pyramid. You can determine your own 
      interaction by specifying a vector with interaction coefficients: 'c1,..., 
      cn' where n is the number of orientations. c1 is the coeffiecient for an 
      orientation itself, c2 for the one with the next higher angle and so on. 
      For instance, for n=4, 'None' is the same as '1,0,0,0', and 
      'SubtractMean' is the same as '0.75,-0.25,-0.25,-0.25' [OriInteraction] 
 
  --[no]use-split-cs [no] 
      Use split positive/negative center-surround computations 
      [SingleChannelUseSplitCS] 
 
  --qlen=<int> [1]  (int) 
      Queue length for channels [SingleChannelQueueLen] 
 
  --qtime-decay=<float> [20.0]  (double) 
      Time decay for channel queues [SingleChannelTimeDecay] 
 
  --[no]save-raw-maps [no] 
      Save raw input maps (pyramid levels) from all single channels 
      [SingleChannelSaveRawMaps] 
 
  --[no]save-feature-maps [no] 
      Save center-surround feature maps from all single channels 
      [SingleChannelSaveFeatureMaps] 
 
  --[no]save-featurecomb-maps [no] 
      Save combined center-surround output maps from all single channels 
      [SingleChannelSaveOutputMap] 
 
  --gabor-intens=<double> [10.0]  (double) 
      Intensity coefficient for Gabor channel [GaborChannelIntensity] 
 
  --oricomp-type=<Steerable|Gabor|GaborEnergyNorm> [Steerable] 
    (OrientComputeType) 
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      Type of computation used to compute orientations [OrientComputeType] 
 
  --num-directions=<int> [4]  (unsigned int) 
      Number of direction-selective motion channels [NumDirections] 
 
  --[no]direction-sqrt [no] 
      Take square root of our Reichardt output if true 
      [DirectionChannelTakeSqrt] 
 
  --direction-lowthresh=<float> [3.0]  (float) 
      Low threshold to allpy to eliminate small motion responses 
      [DirectionChannelLowThresh] 
 
  --color-comp-type=<Standard|Simple> [Standard]  (ColorComputeType) 
      Type of computation used to compute RG and BY color opponencies 
      [ColorComputeType] 
 
 
Eye/Head Saccade Controller Options: 
 
  --sc-type=<None|Trivial|Fixed|Friction|Threshold|Threshfric|Eyehead|Monkey| 
    Monkey2|EyeTrack|VisBuf|ModelW> [None]  (std::string) 
      Saccade Controller name (pick a name and then use --help to see options 
      specific to the chosen controller) [SaccadeControllerType] 
 
 
Gist Estimator Options: 
 
  --ge-type=<None|Std> [None]  (std::string) 
      Type of gist estimator to use [GistEstimatorType] 
 
 
Winner-Take-All Related Options: 
 
  --wta-type=<None|Std|Fast|Dummy|Greedy> [Std]  (std::string) 
      Type of Winner-Take-All to use. 'None' for no winner-take-all, 'Std' for 
      the standard winner-take-all using LeakyIntFire neurons (takes a lot of 
      CPU cycles to evolve), 'Fast' for a faster implementation that just 
      computes the location of the max at every time step, 'Dummy' is a dummy 
      one that does nothing and never returns a winner, 'Greedy' is one that 
      returns, out of a number of possible targets above a threshold, the one 
      closest to current eye position. [WinnerTakeAllType] 
 
  --[no]save-wta [no] 
      Save winner-take-all membrane potential values [WTAsaveResults] 
 
  --wta-factor=<factor> [0.0]  (float) 
      multiply WTA values by <factor> instead of normalize, if not 0.0 
      [WTAfactor] 
 
  --[no]wta-sacsupp [yes] 
      Use saccadic suppression in the winner-take-all [WTAuseSacSuppress] 
 
  --[no]wta-blinksupp [yes] 
      Use blink suppression in the winner-take-all [WTAuseBlinkSuppress] 
 
 
Attention Guidance Map Related Options: 
 
  --[no]save-agm [no] 
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      Save attention guidance map [AGMsaveResults] 
 
  --agm-factor=<factor> [0.0]  (float) 
      multiply AGM by <factor> instead of normalize, if not 0.0 [AGMfactor] 
 
  --agm-type=<None|Std> [Std]  (std::string) 
      Type of Attention Guidance Map to use. 'None' for no map (in which case 
      Brain will use the bottom-up saliency map for attention guidance), 'Std' 
      for the standard AGM that just computes the pointwise product between 
      bottom-up saliency map and top-down task-relevance map. 
      [AttentionGuidanceMapType] 
 
 
Task-Relevance Map Related Options: 
 
  --trm-type=<None|Std|KillStatic|KillN> [Std]  (std::string) 
      Type of Task-Relevance Map to use. 'None' for no map, 'Std' for the 
      standard TRM that needs an agent to compute the relevance of objects, 
      'KillStatic' for a TRM that progressively decreases the relevance of 
      static objects, and 'KillN' for a TRM that kills the last N objects that 
      have been passed to it. [TaskRelevanceMapType] 
 
  --[no]save-trm [no] 
      Save task-relevance map [TRMsaveResults] 
 
  --trm-factor=<factor> [0.0]  (float) 
      multiply TRM by <factor> instead of normalize, if not 0.0 [TRMfactor] 
 
  --[no]learn-trm [no] 
      Learn TRM over a number of scenes [LearnTRM] 
 
  --[no]learn-update-trm [no] 
      Learn and update TRM over a number of scenes [LearnUpdateTRM] 
 
  --bias-trm=<file> []  (std::string) 
      bias the TRM with the given image [BiasTRM] 
 
 
Saliency Map Related Options: 
 
  --sm-type=<None|Std|Trivial|Fast> [Std]  (std::string) 
      Type of Saliency Map to use. 'None' for no saliency map, 'Std' for the 
      standard saliency map using LeakyIntegrator neurons (takes a lot of CPU 
      cycles to evolve), 'Trivial' for just a non-evolving copy of the inputs, 
      'Fast' for a faster implementation thatjust takes a weighted average 
      between current and new saliency map at each time step. [SaliencyMapType] 
 
  --[no]save-salmap [no] 
      Save saliency map [SMsaveResults] 
 
  --[no]save-salmap-float [no] 
      Save saliency map as an un-normalized float image rather than a 
      normalized byte image [SMsaveResultsFloat] 
 
  --[no]save-cumsalmap [no] 
      Save cumulative saliency map so far [SMsaveCumResults] 
 
  -S, --salmap-factor=<factor> [0.0]  (float) 
      multiply salmap by <factor> instead of normalize, if not 0.0 [SMfactor] 
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  --[no]salmap-sacsupp [yes] 
      Use saccadic suppression in the saliency map [SMuseSacSuppress] 
 
  --[no]salmap-blinksupp [no] 
      Use blink suppression in the saliency map [SMuseBlinkSuppress] 
 
  --salmap-iordecay=<0..1> [0.9999]  (float) 
      Coefficient by which inhibition-of-return dies off at each time step 
      [SMginhDecay] 
 
  --boring-sm-mv=<float> [3.0]  (float) 
      Saliency map level (in mV) below which attention shifts will be 
      considered 'boring' (for example, they may be represented differently in 
      output displays) [BrainBoringSMmv] 
 
 
General Brain/Attention-Related Options: 
 
  --too-much-time=<time> [unlimited]  (SimTime) 
      Exit after the maximum specified time in seconds [BrainTooMuchTime] 
 
  --clip-mask=<filename> []  (std::string) 
      Name of a grayscale image file to be loaded and used as a clipmask for 
      Brain [ClipMaskFname] 
 
  --bias-features=<ParamMap> []  (std::string) 
      Bias the features to detect the target [BiasFeatures] 
 
  --[no]save-winner-features [no] 
      Save low-level feature values at each covertly attended location into the 
      text file specified by the --textlog=XXX option. 
      [BrainSaveWinnerFeatures] 
 
  --shape-estim-mode=<None|FeatureMap|ConspicuityMap|SaliencyMap> [None] 
    (ShapeEstimatorMode) 
      Shape estimator mode [ShapeEstimatorMode] 
 
  --shape-estim-smoothmethod=<None|Gaussian|Chamfer> [Gaussian] 
    (ShapeEstimatorSmoothMethod) 
      Shape estimator smooth method [ShapeEstimatorSmoothMethod] 
 
  --target-mask=<filename> []  (std::string) 
      Name of a grayscale image file to be loaded and used as a targetmask for 
      Brain [TargetMaskFname] 
 
  --[no]blank-blink [no] 
      Blank-out visual input during eye blinks [BlankBlink] 
 
  --ior-type=<None|Disc|ShapeEst> [ShapeEst]  (IORtype) 
      Type of IOR to use; default is ShapeEstimator-based, but if no 
      ShapeEstimator information is available, then we fall back to Disc IOR 
      [IORtype] 
 
  --too-many-shifts=<int> [0]  (int) 
      Exit after this number of covert attention shifts [BrainTooManyShifts] 
 
  --boring-delay=<time> [200.0ms]  (SimTime) 
      Attention shifts that come after an interval longer than this will be 
      considered 'boring' (for example, they may be represented differently in 
      output displays) [BrainBoringDelay] 



Appendix A – Ezvision Parameters 

149 

 

 
  --head-radius=<pixels> [50]  (int) 
      Radius of the head position marker [HeadMarkerRadius] 
 
  --multiretina-depth=<int> [5]  (int) 
      Depth of pyramid used for foveation [MultiRetinaDepth] 
 
 
Inferior Temporal Cortex Options: 
 
  --it-type=<None|Std> [None]  (std::string) 
      Type of InferoTemporal to use. 'None' or 'Std' [ITCInferoTemporalType] 
 
 
VisualCortex-Related Options: 
 
  --surprise-thresh=<float> [20.0]  (float) 
      Threshold for nonlinearity applied to Visual Cortex surprise output 
      [VCXSurpriseThresh] 
 
  --surprise-semisat=<float> [20.0]  (float) 
      Semisaturation constant for nonlinearity applied to Visual Cortex 
      surprise output [VCXSurpriseSemisat] 
 
  --surprise-exp=<float> [4.0]  (float) 
      Exponent for nonlinearity applied to Visual Cortex surprise output 
      [VCXSurpriseExp] 
 
  --vc-type=<None|Std|...|CIOFM...BU> [Std]  (std::string) 
      Type of VisualCortex to use. There are two ways to setup a VisualCortex: 
      either by using one of the standard names defined below, which correspond 
      to standard bundled collections of underlying visual processing channels, 
      or by explicitly listing the visual channels to use. Pre-bundled 
      collections of channels include: 
        None: no VisualCortex at all 
        Std: use all standard channels with unit weights 
        BeoStd: use all Beowulf channels with unit weights 
        SurpStd: use all standard Surprise channels 
        Entrop: entropy model, computing pixel entropy in 16x16 image patches 
        EyeMvt: fake visual cortex built from human eye movement traces 
        PN03contrast: Parkhurst & Niebur'03 contrast model 
        Variance: local variance in 16x16 image patches 
        Tcorr: temporal correlation in image patches across frames 
        Scorr: spatial correlation between image patches in a frame 
        Info: DCT-based local information measure as in Itti et al, PAMI 1998 
      You may also configure which channels to use in your VisualCortex by 
      specifying a series of letters from: 
        C: double-opponent color center-surround 
        I: intensity center-surround 
        O: orientation contrast 
        F: flicker center-surround 
        M: motion energy center-surround 
        D: dummy channel 
        G: multi-color band channel 
        K: skin hue detector 
        S: composite single-opponent color center-surround 
        L: L-junction detector 
        T: T-junction detector 
        X: X-junction detector 
        E: end-stop detector 
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        N: intensity-band channel 
      with possible optional weights (given just after the channel letter, with 
      a ':' in between). Finally, in this string a single letter 'B' will 
      instruct to use Beowulf channels rather than normal channels (for this to 
      work, you will need to be running a beochannel-server process on each of 
      your Beowulf nodes), while a single letter 'U' will use the Surprise 
      channels. 
      EXAMPLE: 'IO:5.0M' will use intensity (weight 1.0), orientation (weight 
      5.0) and motion (weight 1.0) channels [VisualCortexType] 
 
 
Retina-Related Options: 
 
  --retina-type=<Stub|Std> [Std]  (std::string) 
      Type of Retina to use. 'Stub' for a simple pass-through of input frames, 
      'Std' for the standard retina that can foveate, shift inputs to eye 
      position, embed inputs within a larger framing image, foveate inputs, 
      etc. [RetinaType] 
 
  --[no]save-retina-input [no] 
      Save retinal input images, with prefix RETIN- [RetinaSaveInput] 
 
  --[no]save-retina-output [no] 
      Save retina output (possibly including foveation, shifting, embedding, 
      etc), with prefix RETOUT- [RetinaSaveOutput] 
 
  --input-framing=<imagefile> []  (std::string) 
      Filename of an image to used as a background into which input frames will 
      be embedded before processing. This image must be larger than the input 
      frames to be processed. [InputFramingImageName] 
 
  --input-framing-pos=<i,j> [0,0]  (Point2D) 
      Position of the top-left corner of the input frames once embedded into 
      the larger background image specified by --input-framing, if any. 
      [InputFramingImagePos] 
 
  --[no]foveate-input [no] 
      Foveate input frames according to current eye position [FoveateInput] 
 
  --foveate-input-depth=<int> [5]  (int) 
      Depth of pyramid to use to foveate input frames [FoveateInputDepth] 
 
  --[no]shift-input [no] 
      Shift input frames so that they are centered at current eye position 
      [ShiftInputToEye] 
 
  --shift-input-bgcol=<r,g,b> [64,64,64]  (PixRGB<unsigned char>) 
      Background color to use when shifting inputs using --shift-input 
      [ShiftInputToEyeBGcol] 
 
  --[no]input-fov [no] 
      If non-empty, centrally crop the input images to the given field-of-view 
      dimensions [InputFOV] 
 
  --[no]save-retina-pyr [no] 
      Save pyramid used for retinal foveation, with prefix RET<level>- 
      [RetinaStdSavePyramid] 
 
 
Option Aliases and Shortcuts (may not always work): 
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  --movie 
      Process in movie (multiframe) mode. EQUIVALENT TO: --nodisplay-traj -- 
      nodisplay-additive --nouse-fpe --salmap-factor=50000 --agm-factor=50000 -- 
      nouse-random --nodisplay-foa --display-patch 
 
  --moviefov 
      Process in foveated movie (multiframe) mode with a ThreshFric 
      SaccadeController. EQUIVALENT TO: --movie --foveate-input --foveate-input- 
      depth=6 --sc-type=Threshfric --ior-type=None --trm-type=KillStatic 
 
  --movieeyehead 
      Process in foveated movie (multiframe) mode with a Monkey2 Eye/Head 
      SaccadeController and displays of head position. EQUIVALENT TO: -- 
      moviefov --sc-type=Monkey2 --display-head 
 
  --movieanim 
      Process in foveated movie (multiframe) mode with a human-derived ModelW 
      Eye/Head SaccadeController, a WinnerTakeAllGreedy, no IOR, and displays 
      of head position. EQUIVALENT TO: --movie --foveate-input --foveate-input- 
      depth=4 --sc-type=ModelW --ior-type=None --display-head --shape-estim- 
      mode=None --wta-type=Greedy --start-at-iep --start-at-ihp 
 
  --surprise 
      Use standard surprise mode. EQUIVALENT TO: --vc-type=UCIOFM --maxnorm- 
      type=Surprise --nouse-older-version --chanout-max=0.0 --gabor-intens=20.0 
      --direction-sqrt --vcx-outfac=1.0e-8 --nouse-random 
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Appendix B – Additional Classification Results 

The following table represents the full set of classification results generated for 

discussion in section 6.2. 

 

Input Combination/Classifier Correct TP FN TN FP 

DTC, X, Y           

Naive Bayes 67% 268 213 831 336 

Multilayer Perceptron 71% 32 449 1134 33 

IB1 63% 166 315 867 300 

MultiBoost-AB 71% 0 481 1167 0 

Decision Table 71% 0 481 1167 0 

NBTree 70% 20 461 1139 28 

Average 69% 81 400 1051 116 

            

Inv-M (Bin)           

Naive Bayes 61% 327 154 684 483 

Multilayer Perceptron 74% 155 326 1059 108 

IB1 69% 234 247 895 272 

MultiBoost-AB 71% 0 481 1167 0 

Decision Table 71% 0 481 1167 0 

NBTree 72% 139 342 1055 112 

Average 70% 143 339 1005 163 

            

Inv-M (Bin), DTC, X, Y           

Naive Bayes 65% 339 142 740 427 

Multilayer Perceptron 74% 180 301 1045 122 

IB1 68% 241 240 887 280 

MultiBoost-AB 72% 131 350 1056 111 

Decision Table 75% 194 287 1034 133 

NBTree 74% 170 311 1052 115 

Average 71% 209 272 969 198 

  

Inv-M (Grey)           

Naive Bayes 62% 255 226 764 403 

Multilayer Perceptron 72% 166 315 1016 151 

IB1 67% 214 267 898 269 

MultiBoost-AB 71% 0 481 1167 0 

Decision Table 74% 125 356 1094 73 

NBTree 73% 115 366 1089 78 

Average 70% 146 335 1005 162 
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Input Combination/Classifier Correct TP FN TN FP 

Inv-M (Grey, Bin)           

Naive Bayes 71% 346 135 818 349 

Multilayer Perceptron 77% 263 218 998 169 

IB1 71% 247 234 931 236 

MultiBoost-AB 73% 139 342 1063 104 

Decision Table 77% 297 184 974 193 

NBTree 79% 270 211 1028 139 

Average 75% 260 221 969 198 

  

Inv-M (Grey, Bin), DTC, X, Y 

Naive Bayes 74% 358 123 855 312 

Multilayer Perceptron 77% 270 211 1007 160 

IB1 73% 285 196 918 249 

MultiBoost-AB 73% 124 357 1084 83 

Decision Table 79% 265 216 1037 130 

NBTree 78% 247 234 1038 129 

Average 76% 258 223 990 177 

  

Inv-M (Grey), DTC, X, Y 

Naive Bayes 68% 310 171 813 354 

Multilayer Perceptron 74% 236 245 989 178 

IB1 71% 240 241 935 232 

MultiBoost-AB 71% 0 481 1167 0 

Decision Table 74% 276 205 951 216 

NBTree 76% 287 194 967 200 

Average 72% 225 256 970 197 
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Appendix C – Saliency and Classification Distribution 

Saliency Distribution – System Evaluation Datasets 

Dataset A  Dataset F 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 5% 8% 8% 2% 24%  H1 9% 7% 5% 10% 30% 

H2 6% 8% 7% 3% 24%  H2 10% 5% 3% 10% 29% 

H3 6% 9% 6% 7% 29%  H3 7% 4% 3% 7% 21% 

H4 6% 6% 5% 6% 23%  H4 7% 6% 1% 5% 20% 

Total 24% 31% 27% 19%    Total 33% 22% 13% 31%   

             

Dataset B  Dataset G 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 6% 8% 7% 4% 25%  H1 6% 10% 10% 5% 30% 

H2 8% 7% 7% 5% 27%  H2 10% 5% 7% 6% 28% 

H3 8% 5% 7% 6% 26%  H3 6% 4% 6% 7% 23% 

H4 7% 4% 5% 6% 22%  H4 4% 6% 6% 4% 19% 

Total 30% 25% 26% 20%    Total 26% 24% 29% 22%   

             

Dataset C  Dataset H 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 2% 6% 7% 4% 18%  H1 10% 8% 4% 6% 29% 

H2 4% 6% 5% 7% 22%  H2 9% 6% 9% 6% 30% 

H3 8% 11% 5% 6% 31%  H3 4% 7% 4% 6% 20% 

H4 8% 8% 5% 9% 29%  H4 2% 6% 9% 4% 21% 

Total 22% 31% 22% 25%    Total 25% 27% 27% 21%   

             

Dataset D  Dataset I 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 6% 4% 11% 4% 25%  H1 6% 7% 3% 9% 25% 

H2 6% 3% 10% 5% 24%  H2 7% 7% 7% 7% 27% 

H3 8% 7% 8% 5% 27%  H3 8% 8% 4% 5% 25% 

H4 9% 5% 6% 4% 24%  H4 4% 7% 6% 7% 23% 

Total 29% 19% 35% 18%    Total 25% 28% 19% 28%   

             

Dataset E  Dataset J 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 8% 5% 4% 7% 24%  H1 4% 8% 6% 7% 24% 

H2 5% 6% 7% 8% 26%  H2 6% 7% 4% 8% 24% 

H3 5% 7% 10% 6% 28%  H3 8% 6% 4% 9% 27% 

H4 5% 6% 7% 6% 23%  H4 6% 6% 4% 10% 25% 

Total 23% 24% 27% 26%    Total 23% 26% 17% 34%   
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Classification Distribution – True Positives 

Dataset A  Dataset F 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 3% 7% 7% 2% 19%  H1 15% 0% 9% 6% 29% 

H2 10% 4% 4% 2% 19%  H2 12% 0% 3% 18% 32% 

H3 10% 15% 5% 7% 37%  H3 12% 0% 0% 9% 21% 

H4 8% 8% 4% 5% 25%  H4 3% 12% 0% 3% 18% 

Total 30% 34% 20% 16%    Total 41% 12% 12% 35%   

             

Dataset B  Dataset G 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 6% 9% 4% 4% 24%  H1 9% 7% 19% 4% 40% 

H2 8% 7% 7% 4% 25%  H2 9% 4% 8% 8% 30% 

H3 11% 7% 5% 4% 27%  H3 2% 1% 5% 9% 16% 

H4 10% 4% 5% 5% 24%  H4 5% 3% 5% 2% 15% 

Total 34% 27% 22% 17%    Total 25% 15% 37% 23%   

                  

Dataset C  Dataset H 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 4% 8% 3% 3% 18%  H1 18% 8% 3% 9% 39% 

H2 5% 5% 7% 3% 19%  H2 4% 5% 5% 9% 23% 

H3 11% 7% 5% 7% 30%  H3 1% 9% 4% 3% 17% 

H4 13% 12% 3% 6% 33%  H4 1% 10% 8% 2% 21% 

Total 33% 31% 17% 19%    Total 25% 32% 20% 23%   

             

Dataset D  Dataset I 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 7% 0% 10% 7% 25%  H1 6% 6% 2% 14% 28% 

H2 7% 0% 6% 1% 15%  H2 8% 7% 2% 7% 24% 

H3 12% 6% 6% 4% 28%  H3 7% 10% 3% 6% 26% 

H4 19% 1% 6% 6% 32%  H4 6% 9% 5% 2% 22% 

Total 46% 7% 28% 19%    Total 26% 32% 13% 29%   

             

Dataset E  Dataset J 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 9% 3% 1% 3% 16%  H1 2% 11% 7% 9% 28% 

H2 5% 5% 6% 6% 22%  H2 5% 6% 5% 13% 29% 

H3 6% 10% 10% 6% 32%  H3 4% 5% 4% 10% 22% 

H4 9% 9% 7% 5% 30%  H4 5% 5% 4% 7% 20% 

Total 29% 27% 24% 20%    Total 16% 26% 20% 39%   
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Classification Distribution – False Positives 

Dataset A  Dataset F 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 6% 8% 14% 3% 31%  H1 29% 0% 0% 29% 57% 

H2 5% 12% 6% 5% 29%  H2 14% 0% 0% 14% 29% 

H3 4% 7% 4% 12% 27%  H3 14% 0% 0% 0% 14% 

H4 4% 3% 4% 1% 12%  H4 0% 0% 0% 0% 0% 

Total 20% 30% 29% 22%    Total 57% 0% 0% 43%   

             

Dataset B  Dataset G 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 6% 9% 10% 5% 31%  H1 14% 13% 8% 2% 37% 

H2 10% 8% 4% 4% 26%  H2 11% 3% 5% 5% 24% 

H3 8% 3% 6% 6% 23%  H3 11% 2% 4% 4% 21% 

H4 9% 2% 4% 5% 21%  H4 4% 7% 5% 2% 18% 

Total 33% 22% 25% 20%    Total 40% 25% 22% 13%   

              

Dataset C  Dataset H 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 0% 8% 5% 0% 13%  H1 7% 5% 0% 5% 16% 

H2 0% 3% 8% 8% 18%  H2 5% 9% 0% 9% 23% 

H3 13% 10% 8% 5% 36%  H3 2% 9% 5% 9% 25% 

H4 10% 3% 8% 13% 33%  H4 0% 11% 18% 7% 36% 

Total 23% 23% 28% 26%    Total 14% 34% 23% 30%   

             

Dataset D  Dataset I 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 10% 0% 10% 2% 22%  H1 10% 7% 0% 3% 20% 

H2 2% 2% 10% 20% 34%  H2 7% 7% 10% 7% 30% 

H3 5% 0% 10% 7% 22%  H3 13% 7% 10% 0% 30% 

H4 15% 2% 5% 0% 22%  H4 3% 0% 10% 7% 20% 

Total 32% 5% 34% 29%    Total 33% 20% 30% 17%   

             

Dataset E  Dataset J 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 15% 10% 2% 6% 33%  H1 4% 4% 4% 7% 19% 

H2 7% 11% 4% 13% 35%  H2 0% 11% 4% 7% 22% 

H3 3% 5% 1% 9% 19%  H3 7% 0% 11% 7% 26% 

H4 6% 1% 1% 5% 13%  H4 0% 0% 7% 26% 33% 

Total 31% 27% 9% 32%    Total 11% 15% 26% 48%   
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Classification Distribution – True Negatives 

Dataset A  Dataset F 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 7% 9% 7% 2% 25%  H1 7% 6% 4% 10% 27% 

H2 3% 10% 11% 3% 27%  H2 11% 10% 5% 8% 34% 

H3 4% 5% 6% 7% 22%  H3 4% 6% 4% 6% 19% 

H4 6% 6% 6% 9% 27%  H4 8% 5% 2% 5% 20% 

Total 20% 30% 30% 21%    Total 30% 27% 14% 29%   

             

Dataset B  Dataset G 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 6% 6% 8% 5% 25%  H1 4% 10% 7% 6% 26% 

H2 7% 6% 9% 5% 27%  H2 9% 5% 7% 6% 27% 

H3 4% 5% 9% 7% 26%  H3 7% 5% 6% 8% 25% 

H4 5% 6% 4% 7% 22%  H4 4% 7% 7% 4% 22% 

Total 22% 23% 31% 25%    Total 23% 27% 27% 23%   

                  

Dataset C  Dataset H 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 1% 5% 5% 5% 15%  H1 5% 11% 6% 2% 25% 

H2 5% 10% 4% 11% 29%  H2 13% 6% 13% 2% 34% 

H3 5% 16% 5% 5% 32%  H3 3% 5% 5% 8% 21% 

H4 3% 6% 5% 9% 24%  H4 2% 3% 8% 5% 20% 

Total 14% 37% 19% 30%    Total 24% 25% 33% 17%   

             

Dataset D  Dataset I 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 4% 6% 12% 3% 25%  H1 3% 8% 6% 6% 24% 

H2 6% 5% 14% 2% 27%  H2 5% 4% 10% 8% 28% 

H3 6% 11% 5% 4% 26%  H3 8% 4% 4% 7% 24% 

H4 1% 8% 7% 4% 21%  H4 4% 3% 5% 12% 25% 

Total 18% 31% 38% 14%    Total 21% 21% 25% 33%   

             

Dataset E  Dataset J 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total 

H1 5% 5% 7% 10% 27%  H1 5% 6% 6% 6% 25% 

H2 5% 4% 9% 8% 26%  H2 7% 8% 2% 6% 24% 

H3 5% 5% 11% 5% 27%  H3 10% 6% 3% 7% 26% 

H4 2% 5% 8% 6% 21%  H4 10% 6% 2% 6% 25% 

Total 16% 20% 35% 29%    Total 33% 28% 13% 26%   
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Classification Distribution – False Negatives 

Dataset A  Dataset F 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total  
H1 6% 13% 9% 0% 28%  H1 0% 22% 4% 9% 35%  

H2 9% 8% 8% 4% 28%  H2 4% 0% 0% 4% 9%  

H3 2% 4% 19% 0% 25%  H3 9% 4% 9% 9% 30%  

H4 4% 4% 4% 8% 19%  H4 13% 4% 0% 9% 26%  

Total 21% 28% 40% 11%    Total 26% 30% 13% 30%    

              
Dataset B  Dataset G 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total  
H1 2% 9% 8% 6% 25%  H1 3% 9% 3% 7% 22%  

H2 13% 6% 9% 6% 34%  H2 15% 7% 5% 2% 28%  

H3 5% 3% 14% 5% 26%  H3 7% 6% 12% 6% 31%  

H4 3% 4% 2% 6% 14%  H4 3% 4% 3% 8% 19%  

Total 22% 22% 33% 23%    Total 27% 26% 24% 22%    

                  
Dataset C  Dataset H 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total  
H1 0% 0% 27% 5% 32%  H1 0% 2% 4% 10% 16%  

H2 3% 3% 3% 5% 14%  H2 10% 6% 18% 8% 41%  

H3 0% 11% 3% 11% 24%  H3 20% 2% 2% 4% 27%  

H4 8% 5% 5% 11% 30%  H4 6% 0% 8% 2% 16%  

Total 11% 19% 38% 32%    Total 35% 10% 31% 24%    

              
Dataset D  Dataset I 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total  
H1 5% 10% 14% 0% 29%  H1 14% 5% 0% 6% 25%  

H2 5% 0% 5% 5% 14%  H2 9% 14% 3% 5% 31%  

H3 5% 10% 19% 5% 38%  H3 5% 11% 2% 3% 20%  

H4 5% 10% 5% 0% 19%  H4 3% 13% 6% 2% 23%  

Total 19% 29% 43% 10%    Total 31% 42% 11% 16%    

              
Dataset E  Dataset J 

 V1 V2 V3 V4 Total   V1 V2 V3 V4 Total  
H1 8% 3% 1% 8% 21%  H1 5% 5% 6% 0% 16%  

H2 3% 6% 5% 10% 24%  H2 5% 6% 3% 2% 16%  

H3 6% 7% 10% 6% 29%  H3 11% 8% 3% 15% 37%  

H4 8% 8% 5% 6% 26%  H4 2% 8% 5% 16% 31%  

Total 25% 24% 21% 30%    Total 23% 27% 18% 32%    
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Appendix D – Additional Clustering Results 

 

Dataset A B C D E F G H I J Total
Min Cluster Size 2 2 2 2 2 2 2 2 2 2 - 
TP Clusters 32 62 19 11 34 5 25 22 16 15 241 
FP Clusters 0 0 1 0 1 0 0 0 1 0 3 
Hidden 1 2 0 0 0 0 0 0 0 0 3 
Missed 7 17 14 14 9 1 7 3 9 5 86 
Total Clusters 32 62 20 11 35 5 25 22 17 15 244 
Actual Scallops 35 75 33 24 38 5 31 18 24 19 302 
Close to an Edge 3 10 12 6 8 0 1 3 4 3 50 
Adjusted Scallops 32 65 21 18 30 5 30 15 20 16 252 
Clusters Per Scallop 1.00 0.95 0.95 0.61 1.17 1.00 0.83 1.47 0.85 0.94 0.97

All ten system evaluation datasets classified using a cluster grid cell size of 20x20, a 

minimum cluster size threshold of 2, a cross-correlation template size of 50x50 and a cross-

correlation grid size of 5x5. 

 
 
 
Dataset A B C D E F G H I J Total
Min Cluster Size 2 2 2 2 2 2 2 2 2 2 - 
TP Clusters 31 59 19 11 32 7 27 22 18 16 242 
FP Clusters 0 0 0 0 0 0 0 1 0 0 1 
Hidden 3 2 0 0 0 0 0 0 0 0 5 
Missed 6 17 14 13 9 0 8 3 8 5 83 
Total Clusters 31 75 19 11 38 7 31 23 18 16 269 
Actual Scallops 35 75 33 24 38 5 31 18 24 19 302 

Close to an Edge 3 12 12 8 8 0 2 3 3 3 54 
Adjusted Scallops 32 63 21 16 30 5 29 15 21 16 248 
Clusters Per Scallop 0.97 1.19 0.90 0.69 1.27 1.40 1.07 1.53 0.86 1.00 1.08

All ten evaluation datasets classified using a cluster grid cell size of 20x20 a minimum cluster 

size threshold of 2, a cross-correlation template size of 50x50 and a cross-correlation grid 

size of 9x9. 
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Dataset A B C D E F G H I J Total
Min Cluster Size 2 2 2 2 2 2 2 2 2 2 - 
TP Clusters 30 60 19 14 32 6 23 22 18 15 239 
FP Clusters 2 0 0 0 0 0 0 0 0 0 2 
Hidden 1 3 0 0 6 0 0 0 0 0 10 
Missed 7 16 15 11 9 0 7 2 8 5 80 
Total Clusters 32 75 19 14 38 6 31 22 18 15 270 
Actual Scallops 35 75 33 24 38 5 31 18 24 19 302 
Close to an Edge 2 10 12 8 7 0 3 2 4 3 51 
Adjusted Scallops 33 65 21 16 31 5 28 16 20 16 251 
Clusters Per Scallop 0.97 1.15 0.90 0.88 1.23 1.20 1.11 1.38 0.90 0.94 1.08

All ten evaluation datasets classified using a cluster grid cell size of 20x20 a minimum cluster 

size threshold of 2, a cross-correlation template size of 80x80 and a cross-correlation grid 

size of 5x5. 

 

Dataset A B C D E F G H I J Total
Min Cluster Size 2 2 2 2 2 2 2 2 2 2 - 
TP Clusters 31 60 19 11 32 7 23 22 18 15 238 
FP Clusters 0 1 0 0 0 0 0 0 0 0 1 
Hidden 5 3 0 0 0 0 0 0 0 0 8 
Missed 8 17 14 13 10 0 9 3 6 6 86 
Total Clusters 31 75 19 11 38 7 31 22 18 15 267 
Actual Scallops 35 75 33 24 38 5 31 18 24 19 302 
Close to an Edge 3 12 13 7 8 0 6 2 3 4 58 
Adjusted Scallops 32 63 20 17 30 5 25 16 21 15 244 
Clusters Per Scallop 0.97 1.19 0.95 0.65 1.27 1.40 1.24 1.38 0.86 1.00 1.09

All ten evaluation datasets classified using a cluster grid cell size of 20x20 a minimum cluster 

size threshold of 2, a cross-correlation template size of 80x80 and a cross-correlation grid 

size of 9x9. 
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Appendix E – Electronic Submission 

 

Ezvision Coordinates with Correct Classification 

This folder contains the coordinate files for the system evaluation datasets generate 

using Ezvision. Each coordinate is correctly labelled as either a scallop or non-

scallop instance. 

 

System Evaluation Dataset Images 

Contained within this folder are the static images at five frame intervals for the 

system evaluation datasets. These images are in two formats – PNG and TIFF. 

 

System Evaluation Datasets - for WEKA 

This folder contains the .arff files for the system evaluation datasets used to train the 

Weka machine learning classifier during this research. 
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