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1 Introduction 

Looking back at the early days of computer science research we find, quite early in 

the literature, the suggestion of computer programs which behave in an intelligent, 

human-like manner (McCarthy 1955). One of the earliest success stories in this 

burgeoning field of “Artificial Intelligence” was the expert system, or knowledge-

based system. The earliest such systems were little more than a collection of facts 

and rules, with an inference strategy to derive new facts from the known facts 

through application of the rules - but even these primitive systems were quite 

capable of performing many tasks admirably, where traditional programming 

methods were of lesser value (Buchanan, Barstow et al. 1983). 

However, these early expert systems were plagued with shortcomings. In particular, 

they were only suitable for small, well-defined domains, since when trying to 

encompass more complex domains there arose serious concerns as to the 

maintainability of the rules, as well as problems concerning the acquisition of the 

knowledge from the human experts (Buchanan 1986; Bachant and McDermott 

1988). These concerns were high among a list of factors that lead to a serious loss 

of popularity for knowledge based systems methods towards the late 1980s 

(Compton and Jansen 1988).  

However, in the early 1990s a new method for knowledge based systems 

development was introduced, which promised a far simpler knowledge acquisition 

process, as well as virtually perfect maintainability (Compton and Jansen 1989; 

Compton and Jansen 1992; Compton, Kang et al. 1993). This new Ripple Down 

Rules (RDR) approach, having solved some of the most serious concerns of 

traditional expert systems, was seen by some as a revival of expert systems 

research, and went on to be used in systems which would be among the largest 

routinely used commercial expert systems ever developed (Preston, Edwards et al. 

1994; PKS 2009). However, in solving the problems of maintainability and 

knowledge acquisition some features of past expert systems were lost. In particular, 

RDR methods no longer worked with a set of facts which could be added to through 

an inference process. Instead the facts (or attributes) of a case were ‘inferred’ upon 

to reach classifications (or conclusions), but the classifications themselves were 
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distinct from the facts and could not result in the further inference of knowledge 

like they previously could. This was of a lesser concern for single classification 

tasks, and the later development of Nested RDR alleviated what concern there was 

(Beydoun and Hoffmann 1997). However, with the development of Multiple 

Classification Ripple Down Rules (MCRDR) – an extension of the RDR 

methodology to suit multiple classification tasks – a need for a mechanism by 

which classifications could once again be treated as facts, from which to infer new 

knowledge, became more desirable. 

After experience developing a knowledge based system for the complex, multi-

disciplinary domain of medication review, this shortcoming became apparent. 

Further investigation revealed that the problem had been quite extensively 

considered previously, and had resulted in the proposal and development of Repeat 

Inference MCRDR (RIMCRDR) (Compton and Richards 1999; Finlayson 2008). 

However, it was considered that this method itself had some shortcomings, 

particularly the inability to retract assertions. This strategy had been employed to 

prevent problems with cycles which might otherwise occur, but did limit the 

method by disabling the ability to create exceptions to rules which were based on 

the presence of a classification (Compton and Richards 1999). Furthermore, it was 

felt that an attempt to extend the RIMCRDR approach to solve this problem would 

be likely to encounter efficiency concerns with regards to its repeat inference 

strategy, so it was resolved to determine a new strategy to solve this problem in a 

less restrictive way. 

This resolution resulted in the Multiple Classification Ripple Round Rules 

(MCRRR) methodology, which is discussed and extensively evaluated in this 

document. It is expected that this new method shall allow the RDR method and 

philosophy to be applied to a greater range of domains, particularly complex 

configuration and planning tasks, as well as providing a useful additional tool to the 

experts in more traditional classification tasks. 

1.1 Thesis Outline 

The studies undertaken in the completion of this PhD thesis can, despite being 

natural progressions of one another, be broken up into three fairly distinct sections: 
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The Medication Review section, the Multiple Classification Ripple Round Rules 

section, and the Simulation Studies section. 

When commencing the research project several assets were available, the entire 

corpus of an existing study using Multiple Classification Ripple Down Rules 

(MCRDR) to perform Medication Review tasks which the author had previously 

undertaken, and experts in the topic of medication review. In light of this it made 

sense initially to extend the existing body of work in the medication review field. 

However, as the project developed it became clear that although it was possible to 

produce a medication review system which might perform better than the existing 

one, and although there were some interesting issues to address within the scope of 

the project, the resources were simply not available to extend this project into a full 

and comprehensive PhD in the broader fields of computing and artificial 

intelligence. Being unwilling to lose this initial work and time, it was sought to 

undertake further research which naturally extended from the experiences gained 

through working on the medication review system, and could as such justify its 

inclusion in the narrative of this document. 

At this point several areas for improvement had been noted in the underlying 

MCRDR methodology, and as such it was sought to address one or more of these. 

The most relevant issue appeared to be that of the inference process, particularly 

how it was impossible in MCRDR methodology to create rules which used the 

presence or absence of a classification as a condition in a rule. This same issue had 

been looked at previously in several studies in both the single classification and 

multiple classification contexts (which are outlined in the literature review of this 

study); despite this it was felt that substantial improvements could still be made in 

this area. This line of reasoning resulted in the Multiple Classification Ripple Round 

Rules (MCRRR) method, which is the major contribution of this thesis. 

Unfortunately, despite the research being inspired by the medication review 

problem, it was not possible to test this method on that domain due to a lack of 

resources. It is acknowledged that this omission does disturb the narrative of this 

document, and this is the primary reason why it was felt this preface was necessary. 

The third contribution arose out of circumstance. Through trying to demonstrate the 

relative need or otherwise of the features provided by the MCRRR method a 
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modernised equivalent of the simulated experts experiment outlined in Kang’s 

thesis (Kang 1995), which used a genuinely multi-class machine learning approach, 

and a range of genuinely multi-class datasets, was developed and tested on a range 

of publically available multi-class datasets. The simulated experts developed a 

variety of MCRDR knowledge bases, and then a further algorithm was applied to 

determine how suitable for “grouping” rules these domains might be. Since the 

MCRDR knowledge bases were already produced, and did bring something new to 

the table through both the method used and the data it was used on, it seemed 

prudent to also publish these results, as well as those which were originally sought 

after.  

However, being dissatisfied with the breadth of evaluations the simulated experts 

could provide for the MCRRR method, a further simulated stress test was also 

developed and evaluated. This test sought to determine empirically the performance 

of the method under a range of possible conditions which may arise on various 

domains. 

The end result is the three distinct, yet overlapping, studies outlined below. It is 

hoped that the reader being now made aware of the general context of these studies 

will be less confused by the perhaps awkward narrative that arises in parts. Since 

the three studies all share much of the same literature, a traditional review of the 

literature is included, however each study also has its own summary of literature 

which is specific to it. 
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2 Literature Review 

The studies outlined in this thesis require a review of past literature in several 

distinct areas. However, much of the literature is relevant to all of the components 

of the overall study, particularly the common ancestry of computing and the broader 

fields of artificial intelligence and knowledge based systems. This common past is 

outlined in this chapter, with literature more specific to a particular section of the 

study being covered in its relevant chapter. 

2.1 Artificial Intelligence 

The term artificial intelligence (AI) is widely considered to have been originally 

coined by John McCarthy, a celebrated computer and cognitive scientist, in a 

proposal for the Dartmouth conference in 1955 (McCarthy 1955). He defined the 

term to mean “the science and engineering of making intelligent machines”. 

Although a wide variety of definitions have since been proposed and used, they are 

generally in line with the same central premise. 

In order for a computational approach to be considered an AI approach it must in 

some justifiable way attempt to model a problem solving approach that is made (or 

at least perceived to be made) by an intelligent biological organism, often but not 

necessarily a human. Generally speaking, research in the field of AI will either be 

concerned with knowledge representation (KR) (and the associated application of 

such knowledge), knowledge acquisition (KA) (or learning), or both, although there 

are different views as to exactly where the line should be drawn as to whether an 

approach can be considered AI or not (Schank 1987; McCarthy 1997). 

2.1.1 Knowledge Representation 

When considering a knowledge representation approach one must find an approach 

which reaches the required level of expressivity and can operate in a timely manner. 

That is, the KR scheme must be able to encapsulate the knowledge that the system 

needs in order to correctly function, and the system must be able to apply that 

knowledge to determine the correct outcomes in a timely fashion. For example, it is 

of little value having highly specialised knowledge for driving a car if it takes 10 

seconds to determine the next adjustment, as it will inevitably be too late to adjust 
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by that time. Similarly, if the knowledge was only capable of indicating to steer left 

or steer right and does not indicate the degree to which you should steer in either 

direction then it is lacking in expressivity. Both failings will result in the car being 

crashed. 

There are essentially three “competing” views in terms of knowledge 

representation. There are those who argue for the physical symbol system 

hypothesis (Newell and Simon 1975), for reactive systems (embodied cognition) 

(Brooks 1991), and for connectionism (Rumelhart and McClelland 1986). Hybrid 

approaches have also been argued for and employed. 

The physical symbol system hypothesis was the earliest successful approach 

towards building AI systems. To put it very briefly, a physical symbol system is one 

which can take physical patterns (words, concepts, etc.), combine them into 

expressions and manipulate them to produce new expressions (Newell and Simon 

1975). The hypothesis states that “A physical symbol system has the necessary and 

sufficient means for general intelligent action” (Newell and Simon 1975). This 

approach has been widely criticised as being generally applicable for higher level 

functioning, such as playing chess and expert reasoning, but being unsuitable for 

lower order functions such as vision and navigation (Brooks 1991; McCloskey 

1991). 

The reactive approach puts forward the argument that intelligent behaviours can be 

modelled with no higher order reasoning or knowledge at all (Brooks 1997). In 

other words, this approach largely ignores knowledge representation as being 

unnecessary for lower order tasks. This approach is in line with the idea of 

embodied cognition, which argues that a large part of the mind is determined by the 

body (Varela, Thompson et al. 1991). For such a system Brooks argues that a 

robotic body is necessary, and it must be equipped with enough sensors to be able to 

sense those things that it must know about in order to achieve its goal. Through this 

approach the robot will not attempt to model the world it operates in and manipulate 

that model like past, largely failed robotics attempts such as Shakey did (Nilsson 

1984), but rather to simply sense the world sufficiently at the current moment. In 

this way the robot will always have the most up to date model of the environment, 

and it will be able to react very quickly (Brooks 1991; Brooks 1997). However, this 
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approach towards intelligence does still have some level of knowledge 

representation and reasoning and this is typically in the form of the programmer’s 

instructions. A common example of such instructions that were advocated by 

Brooks is the use of a subsumption architecture, which is a set of behaviours in 

descending order of priority which will activate when certain conditions are met 

(Brooks 1997). This is still a representation of knowledge on how to behave, even if 

it is a very simple one. The key difference here is that these robots do not typically 

store any model of the world or remember past situations, they only operate on their 

present perception of the environment (Brooks 1997). 

The connectionist approach holds that mental behaviours can be modelled as 

interconnected networks of simple units (Rumelhart and McClelland 1986; 

McCloskey 1991). These approaches are typically based on biological observations 

of how the brain operates (to varying degrees of accuracy). A common example of 

connectionist approach is that of a neural network, which is a network of 

interconnected neurons. Each neuron has an activation value and each connection 

has a weight. Learning in these systems is the process of adjusting these 

activations/weights to perform better at a task (Mitchell 1997). 

2.1.2 Common Fields of Artificial Intelligence 

Since its inception in the 1950s the field of AI has splintered into a diverse variety 

of sub-fields, including fields such as natural language understanding, computer 

vision, expert or knowledge based systems, machine learning, data mining and 

many others. Literature on all of these topics is widely available and generally well 

understood among those in the AI research community, so only those of relevance 

to this study will be discussed in any great detail. However, since many of these 

various disciplines all share a common ancestry and have ultimately similar goals it 

is important that a brief discussion ensues in order to highlight the commonalities 

and differences between the various major disciplines and to ensure that the reader 

and the author are largely on the same page. 

Knowledge Based/Expert Systems 

These were the first mainstream successful AI applications, being simply programs 

which were taught to understand the rules of a specific problem domain such that 

when looking at a particular instance they were capable of producing a 



27 

 

classification or classifications that were the same or similar to those that the real 

human expert might produce. Since the works in this thesis all come within this 

scope it will be discussed in full later in this chapter. 

Natural Language Processing 

An early goal of AI research was to be able to communicate to machines using 

natural language. In fact, work on “Computational Linguistics” had commenced 

before the term artificial intelligence had even been coined (Hutchins 1999). This is 

effectively two problems, being able to generate sentences to communicate from 

computer to human (natural language generation) and being able to parse human 

language into a formal model for machine comprehension (natural language 

understanding).  

Typical of much early work in AI, a certain optimism was evident, the assumption 

being that since computers were proving themselves so capable in mathematical 

pursuits it was an obvious next step that they would be capable with language 

(Hutchins 1999). The original goal was to translate texts from one human language 

to another (specifically Russian scientific texts to English); however, it was quickly 

realised that in order to translate between languages it was necessary to understand 

the grammar of both languages, including both morphology and syntax. Then, in 

order to understand syntax it was necessary to understand semantics, the lexicon 

and the pragmatics of language use (Hutchins 1999). 

Early examples of these types of systems such as SHRDLU, which used a grossly 

simplified “Blocks World” appeared quite successful, but ultimately it proved 

extraordinarily difficult to map the techniques to broader domains. However, the 

use of “micro-worlds” - simplified domains with which to test techniques in - did 

subsequently become a common trend in AI research (Dreyfus 1981). 

The area of natural language processing is still a very open area of research, with 

many improvements being made, but as yet no artificial systems are capable of true 

natural language processing. 

Computer Vision 

The field of computer vision follows a similar story to that of natural language 

processing. The task was originally thought to be a simple one, but after an attempt 

at solving it, it became abundantly clear that it was an incredibly complex task. The 
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goal is also similar to that of natural language processing, seeking to extract 

formally modelled information suitable for computation from a digitized image. 

The problem, of course, is that in order to extract information from an image the 

computer must be able to recognise the objects therein, yet it is not clear exactly 

how human brains are capable of performing this task (Ballard and Brown 1982). 

The field of computer vision has splintered into various sub-tasks which seek to 

perform a particular task, such as face-recognition, or the detection of a particular 

object. These approaches typically make use of extensive pre-processing in order to 

make the relevant features of the image easier to detect algorithmically (Forsyth and 

Ponce 2002). It is not difficult to liken these sub-tasks to the micro-worlds we have 

already discussed when talking of natural language processing. However, unlike 

many micro-worlds, these tasks are practical applications of computer vision, and 

tend to have a tangible direct commercial or social value. 

As with natural language processing, the field of computer vision is still wide open. 

Currently, computer vision applications are largely distinct, following their own set 

of processes in order to identify a particular feature or features from a particular set 

of images. No true human-like computer vision system which is capable of 

identifying a large range of objects from a diverse range of sources has been 

developed. 

Machine Learning 

In the field of machine learning it is sought to create algorithms which can improve 

their performance at a given task over time (Witten and Frank 2002). There have 

been many algorithms developed, with the field becoming increasingly successful 

and applicable as computational power has increased, as many of these algorithms 

are quite computationally intensive, particularly on large datasets. Of the many 

known algorithms, there are some exemplars. 

Instance (or case) based learners plot the input data (instances/cases) onto a 

perceived graphical space. As progressively more instances are added it should 

become clearer where clusters occur. These types of learners are typically only 

suitable for domains which are comprised of a very simple set of discrete values and 

in which only very few classifications are possible, or the resultant models will 

become too noisy and incoherent (Aha, Kibler et al. 1991). 
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Artificial neural networks (ANNs) are inspired by the observation that biological 

learning systems are built from very complex webs of interconnected neurons. This 

approach is very well suited to many learning tasks, but for more complex datasets 

can take a very long time to learn, and produce very complex knowledge that is 

virtually incomprehensible to humans. They are considered to be well-suited to 

problems where the training data corresponds to noisy, complex sensor data, such as 

inputs from cameras and microphones, as well as problems for which more 

symbolic representations are often used (Mitchell 1997).  

Decision Trees are an approach where a tree structure is built up which can be 

followed to determine the classification of the data. The tree is built upon training 

data (pre-classified instances), basically by considering each attribute as a node, and 

their possible values as branches. Information theory is employed to produce a more 

efficient tree. Due to the nature of this structure it is generally not suitable for non-

discrete values, such as continuous numbers, although techniques have been 

developed to attempt to classify this kind of data with these methods (Quinlan 

1993). 

Unfortunately, a short discussion cannot really do the topic of machine learning 

justice, and since this area is largely only applicable to the Simulation Studies 

chapter, a more thorough discussion of various methods can be found therein. We 

will now focus our attention on the field of AI research which is most pertinent to 

this particular study as a whole – knowledge based systems. 

2.2 Knowledge Based Systems 

Knowledge based systems (KBS), also known as expert systems (ES), are systems 

which are designed to perform a task that would otherwise require a human expert. 

KBSs are generally built to enhance quality of service by having an “expert” more 

readily available to workers when human experts are in short supply, or to assist a 

human expert by hopefully making their decisions more consistent or of an 

improved quality. KBSs are usually applied in situations where a more heuristic 

approach to classification is required and conventional software engineering 

techniques cannot readily provide the solution (Buchanan and Shortliffe 1984). 

Similar to KBSs are decision support systems (DSS); these are systems which assist 

a human expert in making decisions, but do not by definition need to represent 
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human-like intelligence, although they often do include features to this effect (Keen 

and Morton 1978). 

2.2.1 Applications 

KBSs have been applied to a diverse range of problem domains, including, but not 

limited to: medicine (Buchanan and Shortliffe 1984; Compton, Kang et al. 1993), 

geology (Duda, Gaschnig et al. 1979), air traffic control (Tobias and Scoggins Jr 

1987), finance (Goonatilake and Treleaven 1995) and, of course, computing 

(Bachant and McDermott 1988). However, attempts are usually only made to model 

a small sub-section of any domain with a KBS, due to the explosion of knowledge 

that must be represented in order to branch out further into the domain. Various 

approaches have been undertaken in attempting to build KBSs which are capable of 

more general knowledge, rather than domain-specific knowledge. One such major 

attempt is the CYC project which is trying to model common sense by building an 

extraordinarily large knowledge base. This project was first commenced in 1984 

and is still underway today (Lenat 1995; Cycorp 2008) although opinions are mixed 

as to how successful it might hope to be (Compton and Jansen 1989).  

The domain based approach of knowledge representation has subsequently received 

some level of justification from the field of neuroscience, which has found that 

humans do appear to store knowledge in separated and abstracted domain 

hierarchies in the brain (Tyler and Moss 2001). 

2.2.2 History 

The earliest well documented KBS is the Dendral (Dendritic Algorithm) project, 

which began in 1965. Dendral aimed to assist organic chemists in identifying 

unknown organic molecules, by analysing their mass spectra and using an expert’s 

knowledge of chemistry (Lindsay, Buchanan et al. 1980). The project was 

essentially a three man operation. Joshua Lederberg originally desired an interactive 

computer program to assist with his own exobiology research by assisting him in 

studying alien organic compounds, but did not have a sufficient knowledge of either 

chemistry of computer programming. He collaborated with Stanford chemist Carl 

Djerassi to help him with chemistry, and Edward Feigenbaum with programming 

(Lindsay, Buchanan et al. 1980). This configuration of collaboration set up the ES 

paradigm which become so popular in the 1970s and 80s, whereby the system 
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would be created through the use of an expert from which to derive the expert 

knowledge, a knowledge engineer to do the deriving and enter the knowledge into 

the system’s knowledge base, and a programmer to build the software required to 

both represent the knowledge base, express a particular case, and infer with the 

knowledge base to produce the classification. 

This paradigm was deviated from and refined through successive projects - which 

include other well known and documented KBSs such as MYCIN, MOLGEN, 

MACSYMA, PROSPECTOR, XCON, and STEAMER (Buchanan 1986) – but 

went largely unchallenged as the “correct approach” for developing KBSs until the 

early 1990s. This approach is now considered by some to be a “classic” or 

“traditional” one. 

2.2.3 Design 

The common design hallmarks of these “traditional” KBSs are their use of an 

“expert system shell”, a “knowledge base” and an “inference engine”. The expert 

system shell is the mechanism through which the user can express facts and rules 

into the system, as well as request classifications or diagnosis. The knowledge base 

is the program’s storage of knowledge, or rules which it can use to infer some data 

from the known facts. The inference engine is the algorithm which applies the 

available facts in the context of the knowledge base to infer a classification or 

diagnosis (Buchanan, Barstow et al. 1983). For each of these components there is a 

variety of ways they might be expressed, although some are more prevalent than 

others. 

Expert System Shell 

The expert system shell is essentially just the program through which the user can 

operate the system. Through this mechanism they can assert and retract facts about 

the current case (or instance), create rules, and request an inference (Buchanan, 

Barstow et al. 1983). Historically, the user may have entered such information 

through a text-driven command line, but in modern systems a graphical user 

interface is generally considered a must-have for reasons of user friendliness. 

Knowledge Base 

There is a broad variety of ways in which a knowledge base might be represented, 

but traditionally a rule-based system was employed. Through this approach a set of 
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IF-THEN production rules will be developed, such as those in Figure 2-1 below, 

although typically rules are even simpler than those below, such as statements like 

“IF (x>4) AND (y<3) THEN ClassA”. 

IF parent(x, y) THEN child(y, x). 

IF child(x, y) THEN parent(y, x). 

IF child(x, z) AND child(y, z) THEN sibling(x, y). 

IF parent(x, y) AND parent(z, x) THEN grandparent(z, y). 

Figure 2-1 A simple set of rules. 

Inference Engine 

The inference engine is responsible for determining how to use the facts available 

and the known knowledge base to produce new facts, hopefully ultimately leading 

to a conclusion. How this might be approached is largely dependent on the 

particular problem and the programmer’s discretion, but two common methods are 

the forward chaining and backward chaining approaches. 

The forward chaining approach was designed under the assumption that all facts 

will be available, allowing the inference algorithm to work forwards through the set 

of rules in the knowledge base to reach a result (Buchanan and Shortliffe 1984). To 

demonstrate, if we applied the knowledge base in Figure 2-1 with the set of facts in 

Figure 2-2 we might expect to immediately assert that Mary is a child of Joe, 

Charlie is a child of Joe, Joe is a child of Bob. We would then expect to further infer 

that Mary and Charlie are siblings, and they are both grandchildren of Bob. 

parent(Joe, Mary). 

parent(Joe, Charlie). 

parent(Bob, Joe). 

Figure 2-2 A complete set of facts. 

By comparison, the backward chaining approach was designed for domains where 

there are assumed to be few or no facts are available, and works by asking 

appropriate questions to gradually hone in on a result (Buchanan and Shortliffe 

1984). A classic example of this type of approach is the “20 questions” game, 

whereby the user is asked a series of binary questions (yes or no answers) until 

eventually the intelligence can make a good guess at what the conclusion might be. 

There is also the potential to have a hybrid forward and backward chaining system, 

whereby particular rules are flagged as being either forward or backward chaining 

rules. A classic example of this kind of system is the MYCIN system alluded to 
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earlier, which was developed in the 1970 and 80s as part of the Stanford Heuristic 

Programming Project. This system was used to determine which antimicrobial (or 

antibiotic) should be used for patients with varying bacterial infections. It had a 

very complete backward chaining inference engine, which was not only capable of 

asking appropriate questions to classify the problem, but which was capable of 

providing explanations to the user as to why it was asking particular questions or 

coming up with particular classifications, while only relatively few rules were 

restricted to forward chaining mode (Buchanan, Barstow et al. 1983; Buchanan and 

Shortliffe 1984). 

2.2.4 Extensions 

Many different extensions have been made to the KBS approach as different 

problems were tackled, and although they are largely irrelevant to this particular 

study they do bear mention. 

Of particular note is the highly popular concept of “fuzzy logic”. Fuzzy logic is 

essentially the addition of confidence factors and degrees of firing to the standard 

rule-based approach. In short, the rule will fire to a degree calculated based on how 

confident the system is that the rule should fire (Zadeh, Fu et al. 1974).  

This technique is particularly suited to problems where it makes sense for a rule to 

fire to different degrees. An example of this is steering a car, which might be 

represented by the very simple rule set shown below in Figure 2-3. The steer-left or 

steer-right classifications will fire to a degree based on how much the system 

believes the statement “veering-right” or “veering-left”. So, if the car is veering 

heavily to the right the system will try to steer left quite hard. If the car is only 

slightly off course to the left, it will only steer slightly to the right. This sort of 

process is obviously quite difficult to represent in a rule-based system without the 

confidence factors provided by fuzzy logic, as the knowledge engineer might have 

to define a vast array of rules to determine the various fine-grained degrees that can 

be more adequately represented as a numerical figure. 

IF veering-right THEN steer-left. 

IF veering-left THEN steer-right. 

Figure 2-3 A simple fuzzy rule set. 
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Another example of where fuzzy rules can be very successful is when a 

classification is possible, but not guaranteed. Different confidence factors can be 

applied to the rules under different circumstances. For example, the system may be 

only 20% certain that a classification would be true under some set of facts. 

However, when another set of facts is added to the facts list that confidence may be 

increased or decreased based on the new evidence. This kind of classification can be 

very useful for diagnosis style problems such as the one considered in this study, 

with the system being varying degrees of “sure” that any particular diagnosis is 

correct, as was used in the MYCIN system mentioned earlier (Buchanan and 

Shortliffe 1984). 

2.2.5 Optimisations 

One popular enhancement to traditional rule based methods is the Rete algorithm. 

This is an efficient pattern matching algorithm, which trades off increased memory 

consumption for improved computational performance. To do this, a network of 

nodes is built, with each node corresponding to a pattern occurring in the condition 

of a rule. Every node stores a memory of facts which satisfy their pattern. This 

strategy preserves the essential capabilities and output performance of traditional 

rule based systems, but is capable of performing with a consistently fast 

performance on even very large knowledge bases (Forgy 1982). 

2.2.6 Flaws 

While KBSs were considered wildly successful in the 1980s, and were almost 

directly responsible for a resurgence in interest in AI research during this period, 

they did have substantial flaws which eventually saw to their demise towards the 

end of that same decade (Bachant and McDermott 1988; Compton, Horn et al. 

1989). 

As has already been discussed, KBSs of this era were focused on the idea of 

extracting knowledge from an expert through interviews and then manually coding 

these “pieces of knowledge” into a set of rules by the knowledge engineer. Research 

was revealing that this method produced brittle knowledge bases that were very 

difficult to maintain (Bachant and McDermott 1988). It was commonly observed 

among those maintaining rule based KBSs at this time that the continued 

maintenance of the system was actually more difficult than the initial development 
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(Compton and Jansen 1989). A classic example of this was the XCON system, 

designed to analyse the technical correctness of a customer’s computer order and 

provide guidance as to the actual assembly of this order. After four years in routine 

use it still involved the employ of four full-time knowledge engineers, although this 

was partly due to the constantly expanding nature of the domain (Bachant and 

McDermott 1988). This problem lead Buchanan et al. to observe, “Knowledge 

acquisition is a bottleneck in the construction of expert systems” (Buchanan, 

Barstow et al. 1983), and the so called “knowledge acquisition bottleneck” became 

the subject of substantial research (Lenat, Prakash et al. 1986; Cullen and Bryman 

1988). 

This maintenance problem is caused in a large part by the simple structure of the 

rules. The knowledge engineer adding a new rule must ensure that the new rule 

maintains the validity of the overall knowledge base, that it does not break existing 

rules whether it is through subsumption or conflict. This problem is very neatly 

illustrated in Figure 2-4 which shows how the very neat and uniform knowledge 

which is extracted from the expert must be substantially twisted in order to fit neatly 

into the collective knowledge base. 

 

Figure 2-4 The difference between knowledge expressed by the expert, and the knowledge 
as it must be represented in a standard knowledge base (Compton and Jansen 1989). 

There have been attempts at developing tools which check for subsumption and 

confliction in a knowledge base (Suwa, Scott et al. 1982), but these tools are 

incapable of detecting instances where rules which have no logical overlap still 

satisfy a single data profile (Compton and Jansen 1989). 
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2.3 Ripple Down Rules 

Ripple down rules (RDR) are an approach to building a KBS that allow the user to 

incrementally build the knowledge base while the system is in use, with no outside 

assistance or training from a knowledge engineer (Compton, Kang et al. 1993). 

2.3.1 Origins & Philosophy 

Conventional KBS wisdom during the 1970s and 80s as to why acquiring 

knowledge from experts was so difficult was simply that the experts intrinsically 

found it difficult to communicate their knowledge; “the pieces of basic knowledge 

are assumed and combined so quickly that it is difficult for him (the expert) to 

describe the process” (Waterman 1985). This perception facilitated much work 

directed towards getting to the “bottom” of the expert’s knowledge, that is the basic 

bits and relationships with which a powerful knowledge base can be created (Boose 

and Bradshaw 1987). However, despite strong work in this area few KBSs ever 

escaped the maintenance issues that plagued them. 

After experience maintaining the GARVAN-ES1 system Compton and Jansen 

reported their observations, “The rule base has doubled in size in trying to go from 

an accuracy of 96% to 99.7%”. To determine why this was so, they examined a 

record of the growth of the system, and found that even the simplest and most clear 

cut interpretations are not fully correct when they were first entered, and it was 

necessary for the rules to misinterpret cases and fail to interpret cases many times 

before they were sufficiently refined (Compton and Jansen 1988). 

These observations lead to the belief that expert knowledge is always given in 

context, and can only be relied upon within the scope of that context. Extending this 

you can suggest that the expert tends to provide justification for why their 

classification is correct, rather than providing the entire reasoning process they 

undertook to reach this conclusion (Compton, Horn et al. 1989). That is, they say 

‘why’ a conclusion is right in the particular context of the current case, rather than 

‘how’. Furthermore, experts are seen to be particularly good at providing 

comparison between two cases and distinguishing the features which are relevant to 

their different classifications (Compton and Jansen 1989). These observations mesh 

quite well with the philosophical concept of situated cognition (Clancey 1997).  
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The concept of situated cognition was put forward by Clancey (Clancey 1997). The 

RDR interpretation of situated cognition is slightly different, referring more to the 

ways in which experts explain their solutions and the facilitation of this process, 

rather than actually developing a system which holds strictly true to the philosophy 

itself. Despite this, the comparison is clear and well made. The situated cognition 

theory holds that knowing is inseparable from doing, part of the argument being that 

knowledge applies only in context. The RDR method attempts to mimic this insofar 

as expert knowledge is always applied in the context of the current circumstance, 

and related only to relevant past experience, representing a fine-tuning of past 

experiences to match current circumstances in which the past experience does not 

quite work.  

Further to this, in situated cognition the role of perception is emphasised, and 

memory diminished (Clancey 1997). The perception end of the problem is 

maintained in RDR by the expert, when they point out the relevant features of a 

case both during initial rule creation and the validation phase, although, since RDR 

systems are not intended to be autonomous, they do not perceive directly as the 

robots developed by Clancey, and others with a similar philosophy, such as Brooks 

(Brooks 1997), might – although it should be made clear that Brooks and Clancey’s 

approaches do differ in key areas (Clancey 1995). The argument is a little more 

clouded regarding the reduced role of memory, since an important feature of RDR 

is its ability to recall past cornerstone cases for validation purposes. However, this 

can also be said to match the situated cognition philosophy insofar as RDR only 

needs to recall a minimum number of past cases that are required for the validation 

of the new piece of knowledge, so an exhaustive search of past memories is not 

required (Compton and Jansen 1992). This style of system has been termed a “weak 

situated cognition” system, a category which many other AI methods also fall into, 

including machine learning, repertory grids, and validation and verification 

techniques (Menzies 1996). 

Having developed RDR based upon this philosophy and experience it was first 

tested on the GARVAN-ES1 domain. This KBS was one of the earlier medical 

expert systems to be placed in routine clinical use and was used to provide clinical 

interpretations for reports on measuring thyroid hormones in blood samples 

(Buchanan 1986; Kang 1995). The RDR re-implementation showed significant 
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promise in both vastly reducing the time taken to add a new rule (up to 10 an hour, 

as opposed to a fairly standard 2 per day) and in maintaining knowledge base 

validity (Compton and Jansen 1989). Early and on-going experiments with this 

approach appear to provide support to the argument in favour of weak situated 

cognition approaches, which use symbols where needed, but allow for the easy 

updating of knowledge in context. 

It should be noted, however, that views on the situated cognition philosophy are 

mixed. Authors such as Agre, referring to symbolic systems, argue that “nobody has 

described a system capable of intelligent action at all- and that nothing of the sort is 

going to happen soon” (Agre 1993), essentially calling for a strong situated 

cognition school of thought. Vera and Simon’s response to this criticism was that 

the physical symbol system hypothesis has been a fruitful paradigm, successfully 

modelling many expert behaviours. Further to this, they argue that situated 

cognition is in fact unfalsifiable and unscientific (Vera and Simon 1993). 

Case-Based Reasoning 

It has been claimed previously that RDR is a form of case-based reasoning, 

although the two approaches were developed largely during the same period in 

history by disparate groups (Kang and Compton 1994), so it is felt that a brief 

discussion of this approach is required in order to explain the similarities and 

distinctions. Case-based reasoning is a technique that employs past experiences 

(cases) to attempt to classify a current problem. The classification is usually then 

tested for validity using logical reasoning methods (Kolodner 1991). For example, a 

doctor might recall that when presented with a patient in the past suffering from the 

symptoms [very runny nose, sore eyes, and sore throat] they were found to have 

influenza. This would trigger the doctor to apply a few simple tests to further 

reinforce this hypothesis, such as checking the throat, ears and lungs of the patient. 

If, when checking the throat of the patient, the doctor notices white lumps around 

their tonsils the doctor might revise their conclusion to be that of tonsillitis based on 

this new sign (Aamodt and Plaza 1994). 

The concept is consistent with processes that psychologists have observed in the 

problem-solving people do. It was noted that although people are good at using 

analogs (past experiences) to solve new problems, they are not necessarily good at 
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remembering which ones to use. Computers are fundamentally good at 

remembering things, so it is assumed that this approach will show success in 

improving human decision making when coupled with the memorisation 

capabilities of computers (Kolodner 1991). 

CBR follows a cyclic process which is sometimes referred to as the “four RE’s” 

(Aamodt and Plaza 1994) and can be seen below in Figure 2-5: 

1. RETRIEVE the most similar cases; 

During this process, the case based reasoner searches the database to find 

the most approximate case to the current situation. 

2. REUSE the cases to attempt to solve the problem; 

This process includes using the retrieved case and adapting it to the new 

situation. At the end of this process, the reasoner might propose a solution. 

3. REVISE the proposed solution if necessary; 

Since the proposed solution could be inadequate, this process can correct the 

first proposed solution. 

4. RETAIN the new solution as a part of a new case. 

This process enables case based reasoners to learn and create a new solution 

and a new case that should be added to the case base.  

(Aamodt and Plaza 1994) 
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Figure 2-5 The case based reasoning cycle (Aamodt and Plaza 1994). 

The first system implemented as a case based reasoner was CYRUS, developed by 

Janet Kolodner in the early 1980s. CYRUS was based on Schank’s dynamic 

memory model and memory organisation packets theory of problem solving and 

learning (Schank 1982). It was essentially a question-answering system, with 

knowledge of the various travels and meetings of a former US Secretary of State 

(Aamodt and Plaza 1994). 

Problems 

Despite the excellent foundational principles behind case based reasoning it still 

remains relatively unpopular for the development of KBSs today, mostly due to one 

small failing. When a case based reasoning system is seeking to retrieve similar 

cases from its case-base, what exactly should it retrieve? For reasonably complex 

case models it becomes very difficult to summarise what a “similar” case is, 

because the system is given no concept of what comprises a similarity for any given 

classification it might make. This problem is often solved with the traditional rule 

based approaches previously discussed, which causes maintenance issues to 

reappear. In the same vein, when the case is being revised to provide a new 

classification it is not clear which of the differences between this case and the one it 

suggested are significant. Various mechanisms have been proposed to handle this 
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problem, but the major method of particular relevance to this study was the ripple 

down rules approach, and this was actually developed during the same period of 

history, with the first proposal being published in 1989 (Compton and Jansen 1989). 

This method was not originally intended as a case-based reasoning approach, but 

the overlaps are impossible to ignore, and it is the opinion of some that the ripple 

down rules approach is essentially case-based reasoning with the gaps filled in. It 

does this by providing an inference approach, and a structured knowledge base with 

which it is possible for the expert to demonstrate the features of a case which are 

significant to a particular classification (Kang and Compton 1994). This is to 

essentially say that “case-based reasoning” should be thought of as a method, or 

approach, rather than a technology (Watson 1999). Although these similarities can 

be drawn, it is felt that the subsequent paths these methods have taken in the past 

10-15 years have rendered them mostly distinct, and the focus will now be directed 

back towards RDR, which is the more relevant method to this study. 

2.3.2 Design 

The RDR method relies on its ability to add rules in context. To this end the rules 

are tied to a tree structure, specifically a TRUE/FALSE exception based binary tree 

(Compton, Kang et al. 1993; Preston, Edwards et al. 1994). In practice the same 

effect can be achieved with linked decision lists, whereby the next rule in the 

decision list is the false branch for that particular rule and each true rule links to a 

different decision list. This approach is in many ways more intuitive since the 

resultant trees tend to be shallow and branchy (Rivest 1987; Kang 1995). A simple 

RDR knowledge base is shown below in Figure 2-6. 
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Using the sample knowledge base shown in Figure 2-6 we can also consider the 

inference process that is used in the RDR methodology. If we consider a sample 

case in which we have [X=5, Y=5, Z=10] then we will consider rule 1 initially and 

find that X>4 is true, so rule 2 will be considered. Y<3 is false, so rule 7 must be 

considered. The condition Z<9 is also false, but as there is no false branch deriving 

from rule 7 we have hit a dead end and as such will simply fire the last considered 

true statement, which sends us back to rule 1 because it was the last evaluated rule 

which returned true (Kang 1995). This process is illustrated in Figure 2-7. 

 

Rule 0 

TRUE 

Rule 1 

IF X>4 

ClassA 

Rule 2 

IF Y<3 

ClassB 

Rule 3 

IF Z==3 

ClassC 
Rule 4 

IF X<3 

ClassD 

Rule 5 

IF Y<3 

ClassB 

Rule 6 

IF Z>8 

ClassA 

Rule 7 

IF Z<9 

ClassE 

Rule 0 

TRUE 

Rule 1 

IF X>4 

ClassA 

Rule 2 

IF Y<3 

ClassB 

Rule 3 

IF Z==3 

ClassC 
Rule 4 

IF X<3 

ClassD 

Rule 5 

IF Y<3 

ClassB 

Rule 6 

IF Z>8 

ClassA 

Rule 7 

IF Z<9 

ClassE 

Figure 2-6 A simple RDR knowledge base, where arrows pointing upwards indicate the TRUE path 
while arrows heading downwards indicate FALSE paths. 

Figure 2-7 For a case [X=5, Y=5, Z=10] the emphasised rules are those which were evaluated, 
while the highlighted rule is the one which ultimately fired. 
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RDR, as described thus far, still encounters problems with maintainability. 

Particularly when adding a new rule you may still discover that the new rule has 

caused previously considered cases to become misclassified. Essentially, the rule is 

firing in the context as the expert has defined it when they created their rules, but 

these rules are not necessarily complete (or even correct), and as such some part of 

the context may be lost, so the rule is not guaranteed to have been created entirely 

in context. 

However, with the RDR approach this problem was relatively simple to solve. The 

concept of “cornerstone cases”, cases which the knowledge engineers believed were 

somehow representative, had been considered previously in KBSs as a tool to help 

in creating valid new rules (Compton, Horn et al. 1989). This practice had 

previously been used only to assist in detecting the situations where a new rule 

might cause conflicts, not as a guarantee against them, but it was found that in RDR 

systems it was possible to guarantee knowledge base validity by simply storing and 

recalling one cornerstone case per rule. 

When creating a new rule the system would store the current case against that new 

rule, which effectively stored the entire context that the rule was created under. 

Further to this, when creating a new rule the system could detect if this new rule 

caused a conflict with the past cornerstone. That is, did the new rule change the 

cornerstone’s classification? If so, then at this stage the expert was required to select 

a relevant difference between the current case and the cornerstone case (Compton, 

Edwards et al. 1992; Kang and Compton 1994; Preston, Edwards et al. 1994). 

The idea of using cornerstone cases to guarantee knowledge base validity was not 

considered with the GARVAN-ES1 system, but these improvements were 

incorporated into the Pathology Expert Interpretive Reporting System (PEIRS), 

which provided clinical interpretations for laboratory reports, in much the same way 

GARVAN-ES1 did, only with a broader scope than the thyroid domain. It was 

found to grow from an initial 200 rules to over 2000 rules without the use of any 

knowledge engineers over the relatively short time period of 4 years and was able to 

achieve results in the order of 95% accuracy in 20% of the entire pathology domain 

(Preston, Edwards et al. 1994) making it one of the largest KBSs in routine use at 

the time. 
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2.3.3 Procedure 

The beauty of RDR based approaches is revealed when you examine how the expert 

interacts with the system, gradually producing a more refined and complete 

knowledge base with which to encapsulate the given domain. The process is 

detailed in the set of steps below. 

1. Expert loads a case. 

2. The system interprets the case using the knowledge base so far, and presents 

its classification to the expert. 

3. The expert assesses the classification provided. 

a. If it is correct, accept it and return to step 1 to load another case. 

b. If it is incorrect, the expert will create a new rule as an exception to 

produce the correct classification, then return to step 1 to load 

another case. 

This process has lead RDR to be dubbed an “incremental knowledge acquisition” 

method. 

2.3.4 Variations 

As with most approaches in AI research, there are a range of variations and 

extensions to the RDR method. Several of these are mentioned here, but since they 

are more relevant to particular chapters of this thesis they will be discussed in more 

detail in those chapters.  

Recursive RDR 

RDR was modified by Mulholland in an attempt to make it suitable for a 

configuration style task, Ion Chromatography. This extension was entitled 

Recursive RDR and is discussed more completely in the Multiple Classification 

Ripple Round Rules chapter (Mulholland, Preston et al. 1993; Mulholland 1995). 

Nested RDR 

More recently, RDR was extended to support intermediate concepts, which are 

essentially classifications which can then be used to determine further a final 

classification. It did this by allowing the expert to create a single classification RDR 

knowledge base for each intermediate concept which were constructed in a 

hierarchy, thus the title Nested RDR (Beydoun and Hoffmann 1997; Beydoun and 
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Hoffmann 2001). This is also discussed more thoroughly in the Multiple 

Classification Ripple Round Rules chapter.  

Prudent RDR 

In response to the perceived shortcomings of expert systems that lack common 

sense, prudent RDR was proposed. The idea behind prudent RDR  is that the system 

should have some idea of its own shortcomings (Compton, Preston et al. 1996). It 

was observed that a well trained system might perform better than a trainee human 

expert, but that the trainee human expert would be better at identifying unusual 

situations in which they did not trust their knowledge. To approximate this 

behaviour it was attempted to add a facility to the RDR system such that it would be 

able to identify a case which is exceptional to its experience, and indicate a warning 

that the classifications it provides may not be reliable (Compton, Preston et al. 

1996). 

Induct RDR 

Brian Gaines engaged in work to adapt his INDUCT algorithm to produce single 

classification RDR knowledge bases. This method has been used to train RDR 

systems from pre-classified case data which can then continue their training via a 

real expert using the same incremental knowledge acquisition process that normal 

RDR systems employ (Gaines and Compton 1992; Gaines and Compton 1995). It is 

particularly relevant to the work seen in the Simulation Studies chapter, and is 

discussed more fully therein. 

2.3.5 Shortcomings 

It has been seen that RDR has successfully solved the maintainability issues that 

plagued earlier KBSs, with the added benefit of removing the knowledge engineer 

from maintenance duties entirely. These benefits are substantial, but they do have a 

price. There are three major shortcomings with the RDR approach. 

Due to the structure of the knowledge base it is inevitable that a certain level of 

duplication may occur. An example is seen in the sample knowledge base shown in 

Figure 2-6 where rule 2 is duplicated in rule 6, but under different contexts 

(Preston, Edwards et al. 1994). In practice the level of duplication was not a major 

concern, providing only a minor irritation to the experts involved. The truth of the 

matter is that RDR methods tend to produce knowledge bases of an equivalent size 
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to those produced by automated machine learning methods such as C4.5 or ID3, 

which are typically much smaller than traditional rule-based methods (Kang 1995). 

Further to this, there is a problem by design. RDR is only designed to handle single 

classification tasks, so situations where more than one classification may apply to a 

given case must be handled by either multiple knowledge bases or through the 

declaration of compound classifications. Both these solutions are undesirable, with 

multiple knowledge bases requiring undue acquisition and maintenance, and with 

compound classifications potentially resulting in an exponential explosion of 

knowledge acquisition events to adequately classify (Compton, Kang et al. 1993; 

Kang 1995). These problems were effectively solved with the development of 

multiple classification RDR (Compton, Kang et al. 1993; Kang, Compton et al. 

1995) which is discussed in detail below. 

The final problem is that RDR does not allow the expert to define rules with any 

kind of intermediate classifications. That is, classifications cannot feed forward to 

another classification or, to express it differently, a classification cannot be treated 

as a fact and used to create a rule. This problem was addressed to varying extents 

with the developments of Recursive RDR (Mulholland, Preston et al. 1993) and 

Nested RDR (Beydoun and Hoffmann 1997) as mentioned above, which are highly 

relevant to one of the core contributions of this thesis and as such are discussed in 

detail in the literature section of the Multiple Classification Ripple Round Rules 

chapter. 

2.4 Multiple Classification Ripple Down Rules 

The idea of an RDR based methodology that could produce multiple classifications 

was discussed fairly extensively in the early RDR literature, in part because the first 

two major tests of RDR, GARVAN-ES1 and PEIRS both had some degree of 

multiple classification requirements (Compton, Kang et al. 1993; Kang, Compton et 

al. 1995; Kang 1995). These situations required a compound classification, and the 

presence of these types of classifications did have the potential to cause an 

explosion of knowledge to adequately classify. This is demonstrated in Figure 2-8, 

which extends the previous example of an RDR knowledge base seen earlier in 

Figure 2-6 by imagining a situation where both ClassA and ClassB should apply to 

a case [X=4, Y=2, Z=7]. One can imagine that once you start requiring these types 
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of classifications regularly on more complex domains the expert will start having to 

make many new rules, with overly specific sets of conditions, in order to correctly 

classify the case. So, in situations where a particular case is likely to have multiple 

classifications, single classification RDR will become an unwieldy choice 

(Compton, Kang et al. 1993; Kang, Compton et al. 1995). 

 

To combat this problem a new approach was developed which aimed to preserve 

the essential philosophies and strategies that made RDR successful, but which was 

designed to elegantly handle multiple classification situations. This method was 

(creatively) entitled Multiple Classification Ripple Down Rules (MCRDR) (Kang, 

Compton et al. 1995; Kang 1995). 

2.4.1 Design 

MCRDR preserves the essential strategies of RDR, but does of course deviate in a 

few key areas in order to provide multiple classification support. 

Structure & Inference 

As has been discussed, RDR was designed to reach a particular classification then 

terminate the inference. With only one solution to find, once you have found the 

solution you should finish. However, to allow for multiple classifications without 

the use of compound classifications, it is necessary to find a classification then 

continue searching for other applicable classifications. This consideration 

Figure 2-8 An example of a compound classification in RDR. 
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necessitated a change in the overall structure and the inference approach utilised for 

MCRDR. 

The binary tree structure was extended to become an exception based n-tree. With 

this structure all nodes at the first level (nodes which have the root as a parent) are 

evaluated. If a particular node’s rule is satisfied then any children it has will also be 

checked, and if they are satisfied then their children will be evaluated in turn, if they 

exist. Ultimately, the deepest satisfied nodes of the knowledge base will be added to 

the result list (Kang and Compton 1994; Kang, Compton et al. 1995; Kang 1995). 

This process of inference is very similar in many ways to that of a standard depth 

first search. An example of an MCRDR knowledge base is shown in Figure 2-9, 

which is a conversion of the RDR compound classification knowledge base 

example in Figure 2-8. 

 

Reconsider the previous case example [X=4, Y=2, Z=7] which was meant to fire 

with the classifications ClassA and ClassB. We can see that it will reach ClassB 

from rule 5, as X<=4 is true which would fire ClassD, but the exception Y<3 will 

replace that. ClassA will be reached more simply via rule 6. 

Knowledge Acquisition 

The knowledge acquisition process in MCRDR follows a similar process as in 

single classification RDR, with a few simple differences to account for the fact that 

a case may require more than one classification. 

1. Expert loads a case. 

2. System provides a list of classifications based on the knowledge base to 

date. 

Rule 0 – ROOT – always true 

1 

IF X>4 

ClassA 

2 

IF Y<3 

ClassB 

7 

IF Z<9 & 

Y>=3 ClassE 

3 

IF Z==3 

ClassC 

4 

IF X<=4 & 

Z!=3 ClassD 

5 

IF Y<3 

ClassB 

6 

IF X==4 & 

Z>=7 ClassA 

Figure 2-9 The previous example of a compound classification RDR knowledge base 
converted to MCRDR. 
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3. Expert assesses the classifications. 

4. For each 

a. Missing classification: the expert creates a new rule to add the 

missing classification. 

b. Incorrect classification: the expert creates an exception rule to the 

incorrect classification to correct it. 

5. When the case is classified correctly, return to step 1 with a new case. 

When contrasted to single classification RDR’s knowledge acquisition process it is 

clear that it is effectively the same incremental knowledge acquisition process 

whereby the knowledge base is gradually improved. The process is very natural, 

being very much a process of trial and error. The system attempts to classify a case 

to the best of its understanding and wherever it fails, it asks the expert to explain 

why, such that it will not make the same mistake in the future. Although this 

process is simple and natural, the two steps (a) and (b) described above do bear 

further explanation. 

There are three components required when creating a new rule. Firstly, the expert 

must express the desired classification to the system. This process is trivial; the 

expert simply has to state it to the system. However, it is undesirable that the expert 

creates two or more classifications to express the same thing, as this will artificially 

inflate the size of the list of classifications and may cause undesirable situations in 

the validation phase as described below (Kang 1995), so pains must be taken to 

ensure the expert is able to adequately recall the classifications they have created in 

the past in order to re-use them for future rules. 

The second component is the rule location. This is also trivial. If the classification is 

missing then the rule that is created will be added to the root node of the knowledge 

base. In the case of a wrong classification, the new rule will be added as an 

exception to the node or nodes which are providing the wrong classification (Kang 

1995). 

The final component is acquiring the rule conditions. This is the least trivial task. 

Initially, the expert must state the conditions they believe imply the particular 

classification. However, the expert will not always provide a sufficiently specific 

rule. It may in fact cause conflicts with past cases, so the validation phase is 
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required, which will potentially require further refinements of the rule (Kang 1995). 

This phase is outlined in the proceeding section. 

Validation and Verification 

The ability to easily guarantee and verify knowledge base correctness as the expert 

progressively added knowledge with RDR was a key feature of its success. It was 

seen that in order to preserve the integrity of the RDR method with MCRDR it was 

necessary to be able to give a similar such guarantee (Kang 1995). 

With RDR this process was relatively simple, only having to store one cornerstone 

case for each rule created, and only ever having to check one cornerstone case per 

rule to ensure validity (Preston, Edwards et al. 1994). However, with multiple 

classifications the situation becomes a little more complex. 

The basic principle of a cornerstone case in RDR is to point out a situation where 

the rule which the expert is trying to add would alter a previously accepted 

classification. So, the cornerstone case is the case whose classification is being 

retroactively altered by the new rule as it stands so far. In single classification RDR 

one can assume that if the previously accepted classification of the cornerstone case 

is being altered then it is an error, and the expert must select the relevant difference 

between the cornerstone case and the current case to remove this conflict (Preston, 

Edwards et al. 1994; Kang 1995). However, when considering multiple 

classifications new possibilities arise. 

The first major consideration is that with MCRDR there are potentially multiple 

cornerstone cases which might fire on the new rule. This contrasts with single 

classification RDR where it is known with certainty where cases will terminate, as 

the inference algorithm does not allow multiple paths to be explored. Due to this it 

is not sufficient when creating a rule to merely store the case as a cornerstone for 

the rule being created; it must also be associated with all other contexts in which it 

can fire (Preston, Edwards et al. 1994; Kang 1995). What this translates to is that a 

rule can be hit by all the cases associated with its siblings and their children. 

However, if the classification in question already fires on those cases there is no 

actual change to the case, so for the purposes of validation it can be safely ignored 

in that instance (Kang 1995).  
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At this point it has been determined which cases are potentially cornerstone cases 

for a given new rule, but further to this you must also check that each of these 

potential cornerstone cases actually would fire on the new rule by checking the rule 

conditions. If it would fire, then the potential cornerstone case becomes an actual 

cornerstone case for this new rule and the expert must check the differences 

between the cornerstone case and the current case (Kang 1995). Through the use of 

this approach an assertion is being made that if a previous case’s classifications are 

changed by the addition of this new rule, then that previous case is to be used as a 

cornerstone case to help the expert validate this new rule.  

When the expert is creating a new rule and is presented with one or more 

cornerstone cases they will be required to perform one of two actions for each 

cornerstone case. They must either select a relevant difference between the current 

case and the cornerstone case, to refine the rule and eliminate the cornerstone case 

as a potential conflict, or they must accept that the new rule should fire on the 

cornerstone case which signifies that they simply missed providing the associated 

classification when they examined that case previously. It should be noted that 

when refining a rule against a particular cornerstone case, it is entirely likely that 

multiple cornerstone cases will actually be eliminated through the refinement, so for 

each refinement the expert makes the list of applicable cornerstone cases should be 

re-evaluated until no more cornerstone cases apply to the new rule, or it has been 

accepted that they should (Kang 1995). 

In Kang’s thesis which defined these approaches he posited the use of a difference 

list - and did in fact use this approach in his evaluation - where the system would 

determine what available differences were applicable between the current case and 

the currently considered cornerstone case, the expert would select one, the system 

would re-evaluate the cornerstone cases and then determine the differences between 

the current case and the next applicable cornerstone case and so on (Kang 1995). 

This approach is illustrated in Figure 2-10, which also illustrates why the naive 

approach of providing only those differences which separate the current case from 

all cornerstone cases is unsuitable, in that multiple distinct differences may be 

required to eliminate all cornerstone cases (Kang 1995). 
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This is a suitable approach for reasonably simple domains where there is a small 

number of attributes in a given case, and the attribute value ranges are well defined, 

but has been shown to be impractical in some complex domains where the 

difference lists would be impractically large or where it would be difficult to 

determine suitable pivot points in numerical value ranges. However, in these 

situations simply showing the cases in question to the expert and allowing them to 

determine the relevant difference manually has been shown to be an adequate 

solution, as the well-trained expert generally has a good understanding of what the 

relevant differences are and does not need to pick them from a list (Richards and 

Compton 1997; Bindoff 2005; Compton, Peters et al. 2006). 

As was previously noted, the entire knowledge acquisition process outlined above 

includes verification and validation. The general knowledge acquisition cycle is 

illustrated diagrammatically in Figure 2-11. 

Figure 2-10 The difference list approach (Kang 1995). 
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2.4.2 Applications 

Since its inception MCRDR has been applied to an interesting variety of domains, 

including but not limited to pathology, text/web document classification, 

medication review and help desk information retrieval (Kang, Yoshida et al. 1997; 

Park, Kim et al. 2004; Bindoff, Tenni et al. 2007). 

Of the many MCRDR applications that have been developed or trialled, some are 

better documented than others. Of those available a representative sample has been 

chosen to discuss with a little more detail. 

Figure 2-11 The general MCRDR knowledge acquisition process. 
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Pathology 

As has been previously discussed, the RDR method was tested on pathology 

domains via both of the GARVAN-ES1 dataset and the PEIRS project. It has also 

been noted that these domains did have situations where multiple classifications 

were desired, and that these situations were handled by compound classifications. In 

light of this, after the PEIRS system was taken offline in 1994 it was re-developed 

as a commercial MCRDR application in the form of LabWizard by Pacific 

Knowledge Solutions. This system is understood to have since grown to over 16000 

rules at one site and is reported to have achieved a 99.5% rate of accurate 

classification on 80% of the entire pathology domain, with the only parts remaining 

unexplored being those that require the interpretation of complex data such as 

images (Compton, Peters et al. 2006; PKS 2009). Unfortunately since this is a 

commercial application, further details of the specifics of implementation are 

unavailable, but it is understood to be largely a traditional MCRDR application 

(Compton, Peters et al. 2006). 

Perhaps the spiritual successor to this system is the system developed by this author, 

in which MCRDR was applied to the domain of medication review, of which there 

is a pathology interpretation component, but also combining medications, medical 

history and patient biography (Bindoff 2005). This work has been extended here, so 

more information can be found in the relevant Medication Review chapter. 

Help Desk Document Retrieval 

MCRDR was applied to indexing of cases in a help desk environment for UNIX 

users. This system used a string describing the user’s problem as a case, and then 

applied an MCRDR knowledge base and inference process to find appropriate help 

documents (Kang, Yoshida et al. 1997). 

Document Classification and Web Monitoring 

A web monitoring system was developed using MCRDR, with the intention of 

allowing users to index particular web portals and classify the documents which 

were contained within. One of the particular challenges of this kind of document 

classification is that the documents are not static, and may change at any time. The 

MCRDR was found to be of particular value in this environment, since the user 
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could relatively easily re-classify documents as the context shifted (Park, Kim et al. 

2004; Park, Kim et al. 2004). 

2.4.3 Variations 

Much as MCRDR is an extension of the RDR method there have been several 

extensions and different versions of the MCRDR developed since its inception. 

These are outlined below. 

Rated/Weighted Multiple Classification Ripple Down Rules 

This extension to the MCRDR method was undertaken after it was observed that 

although an MCRDR system can correctly identify a series of classifications for a 

particular case, it is not able to model or provide any knowledge about the 

relationships between those classifications. Dazeley and Kang would suggest that 

because the expert has given a particular case a particular set of classifications that 

there must be a relationship between these classifications, even if it has not been 

expressed (Dazeley and Kang 2003). The example provided is an email 

classification system, such as the one developed by Deards (Deards 2001). In a 

situation where the user has created rules to classify work and spam emails, with 

one requiring immediate attention and one being safely ignored, it is conceivable 

that a situation might arise where they happen to receive a spam email selling 

something work related. The system will be capable of correctly classifying this 

case as being both work and spam, but Dazeley argues that it should be capable of 

suggesting the middle ground in this situation, perhaps marking the email as worth 

reading but with a low importance (Dazeley and Kang 2003). 

The approach Dazeley suggests for how to do this in principle seeks to capture the 

relationships between these classifications. In practice it produces a value which 

attempts to model “worth” based on the particular classifications that are provided 

and/or the rule path that is followed (Dazeley and Kang 2003). To do this the 

resultant outputs of the MCRDR inference process and the current knowledge base 

are fed into an artificial neural network (these are discussed briefly in the 

Simulation Studies chapter). 

MCRDR with Formal Concepts Analysis 

Richards proposed an extension of MCRDR which included the use of Formal 

Concepts Analysis (FCA) (Wille 1982; Richards 2000; Richards 2003). This 
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extension was intended to allow knowledge reuse, by providing a visual insight into 

the knowledge (Richards 2000). This concept was then extended to allow the 

transfer of tacit knowledge between knowledge bases, which effectively allowed 

separate knowledge bases to be combined (Richards 2003). 

Automatic Compression of MCRDR 

An approach was outlined to automatically compress an MCRDR knowledge base 

into a more compact knowledge base by removing redundant rules. The authors 

were ultimately disappointed with the results of this approach when applied to a test 

domain “Ultra3700”, achieving a compression rate of only 10% without allowing 

negative conditions and only 25% when allowing negative conditions (Suryanto, 

Richards et al. 1999). Since their approach at compressing the knowledge base was 

fairly comprehensive, what this study in some ways suggested is the same as what 

similar attempts with other exception based knowledge representation structures 

have ultimately suggested – that these knowledge bases are inherently already quite 

compact by design, despite the potential for repetition. 

Discovering Ontologies from Knowledge Bases 

As a continuation of the FCA work mentioned above, Suryanto noted that many 

KBSs are not built around well-defined ontologies; which are a formal 

representation of a set of concepts within a domain, and the relationships between 

those concepts which can be used to reason about the properties of the domain. In 

particular, there is often little restraint on how the expert expresses their 

classifications, particularly in RDR knowledge bases where the knowledge is input 

directly by the expert rather than carefully defined by a knowledge engineer 

(Suryanto and Compton 2000).  This work looked to allow the definition of 

relationships between the various classes, including subsumptions, mutual 

exclusivity and similarity from which an ontology could be derived (Suryanto and 

Compton 2000). In essence this approach is the opposite of the conventional 

approach which would ask that an ontology be defined and then the KBS designed 

to suit it, although it is particularly targeted only at the classifications, rather than 

defining the domain as a whole (Suryanto and Compton 2001). 
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Bayesian Threshold with MCRDR (BayesTH-MCRDR) 

Cho and Richards proposed an extension to the naive Bayesian method (discussed 

briefly in the Simulation Studies chapter) which included MCRDR. Their essential 

strategy was to use the machine learning strategy - naive Bayes with threshold - to 

learn a classification task, but under circumstances where the difference between 

two or more of the highest probability classes was low, or the highest probability 

class was still very low, the user was asked to intervene. This approach did 

demonstrate an improvement in accuracy on a web document classification task 

over other methods tested (Cho and Richards 2004). 

Exposed MCRDR 

This variation of the MCRDR approach was trialled as a tool to allow experts in 

lung function research to discover new knowledge about their domain, and is 

considered a knowledge discovery method. With this approach the expert is 

effectively allowed to create and destroy rules at a whim in order to see how these 

rules perform. The essential idea is that the expert will trial rules that they suspect, 

for whatever reason, might successfully classify a particular feature of the data. The 

system then provides feedback telling them what level of overlap the new rules 

results have with the existing methods of classifying that feature. Through this 

process the expert is able to discover new ways of reaching classifications. In this 

style of domain this is important, since every additional test the lung function expert 

must order costs a considerable amount of money, so being able to reach 

classifications with fewer tests is highly desirable (Ling 2006). 

Interactive Recursive RDR 

This method was designed for a particular implementation of a high-volume help 

desk system using MCRDR. The method is an amalgam of approaches, including 

Mulholland’s Recursive RDR (Mulholland, Preston et al. 1993) (this is described in 

more detail in the Multiple Classification Ripple Round Rules chapter) and 

Interactive RDR which extends RDR such that it can prompt the user for more 

information (attributes) as required, giving RDR backward-chaining style features. 

This approach is of interest, but is of particular relevance to the Multiple 

Classification Ripple Round Rules chapter, and will be discussed more thoroughly 

there. 
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Resource Allocation RDR 

In 1999 Richards and Compton published a document describing an adaptation of 

the MCRDR approach in order to apply it to a specific resource allocation task, 

Sisyphus-I (Richards and Compton 1999). The Sisyphus-I problem is a room 

allocation task whereby employees of a research facility must be allocated to rooms 

which they will find acceptable. Complications are added by giving various 

employees preferences on the types of employees they share rooms with or are 

located near to, as well as requirements on office sizes. The system proposed 

handled the problem quite elegantly, but was let down in two areas. Although the 

task appears complex there are solutions which require no or very little staff 

shuffling, so a robust approach to recursive solving of configurations was not 

required. As well as this, the system proposed was not very generally applicable, as 

it was designed very much with the Sisyphus-I task in mind (Richards and Compton 

1999). However, this work encouraged more thought as to how the RDR approach 

might be more generally applied to configuration tasks which contributed strongly 

to the Repeat Inference MCRDR proposal which is outlined below. 

Repeat Inference MCRDR 

Few working systems can really come under the banner of Repeat Inference 

MCRDR. The term is poorly defined, but appears to have been derived from 

publications which proposed extensions to RDR in light of experiences with the Ion 

Chromatography and Sisyphus-I systems which were described earlier (Mulholland 

1995; Compton and Richards 1999; Compton and Richards 2000). The approach 

proposed is in many ways similar to the Nested RDR approach if it were applied to 

MCRDR knowledge bases, although there are some key differences. These 

proposals were then refined in the later proposal for Generalised RDR which is 

discussed briefly below, although again a more thorough discussion of these topics 

can be found in the Multiple Classification Ripple Round Rules chapter. 

Generalised RDR 

Following the proposal for extensions to RDR in 1999 and 2000 Compton et al. 

proposed further extensions, which have been dubbed Generalised RDR. This 

proposal largely connected work to combine knowledge bases and work to add 

intermediate conclusions to RDR into one unified approach (Compton, Cao et al. 
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2004; Singh and Compton 2005). This approach is again discussed 

comprehensively in the Multiple Classification Ripple Round Rules chapter. 

2.4.4 Shortcomings 

It is clear from the simple fact that those in the community saw fit to create the 

variations of MCRDR above that it has some shortcomings. The particular trends 

we see above include projects that seek to get more information out of the 

knowledge base, and projects that seek to get more information out of the particular 

group of classifications. 

In fact, the shortcomings of MCRDR are largely the same as those of RDR: - 

- Potentially repeated knowledge. 

o Except the knowledge is in a different context, so is it really 

repeated? And the level of repetition has been shown to be generally 

slight (Kang 1995; Suryanto, Richards et al. 1999). 

- It encourages the expert to produce poorly defined domains, particularly in 

regards to the classifications. 

o Although this seems inevitable in many situations, as one only has to 

look at work on ontologies to know that it is very difficult to fully 

define a domain beforehand (Van Heijst, Schreiber et al. 1997). 

- It is impossible to truly infer knowledge. That is, one cannot define a rule 

that fires in the presence (or lack thereof) of another classification or 

classifications. 

o As seen in the Variations section a fair body of work exists that deals 

with this issue, although this is discussed in far greater detail in the 

Multiple Classification Ripple Round Rules chapter where a new 

approach to this problem is described and evaluated. 

One shortcoming that is not shared by single classification RDR is the lack of a 

robust machine learning approach that produces MCRDR knowledge bases from 

sets of pre-classified case data. This has been addressed to some extent with 

simulated experts by both Dazeley and Kang (Kang 1995; Dazeley and Kang 2003), 

however these approaches were both very much approximations which were never 

comprehensively evaluated on their own merits, rather being only concerned with 

evaluating the particular MCRDR method in question. To the best of this author’s 
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knowledge, no true machine learning approach for MCRDR has been described and 

evaluated. This is discussed in greater detail in the Simulation Studies chapter, 

where a more robust (in terms of errors) machine learning approach for MCRDR is 

described and evaluated. 

Of course, when it is sought to apply the method to a broader range of problems, 

new shortcomings become apparent. For instance, an MCRDR based approach for 

cleaning bathrooms would present its own challenges. However, in the contexts that 

it has been applied to date its shortcomings have been, for the main part, 

successfully worked around. It should be made clear that this is far from saying that 

further improvements to the method cannot be made. 
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3 Medication Review 

Sub-optimal drug usage is a serious concern in both Australia and overseas (Bates, 

Cullen et al. 1995; Peterson 2004), particularly with the elderly, resulting in at least 

80,000 hospital admissions annually - approximately 12% of all admissions and 

reflecting a cost of about $400 million annually (Peterson 2002). In an attempt to 

counter this problem Australian government and pharmaceutical officials instigated 

both the Residential Medication Management Reviews (RMMRs) and the Home 

Medicines Review (HMR) schemes. The basis of these schemes is that pharmacists 

are now remunerated via a nationally funded program for conducting medication 

reviews for nursing home, hostel and selected high risk patients (Peterson 2002). 

Medication reviews are seen as an effective way to improve drug usage, with 

medication reviews conducted by pharmacists being found to be better than those 

conducted by general practitioners, leading to more medication changes and higher 

savings in medication costs (Anon. 2001; Zermansky, Petty et al. 2001). The 

remuneration offered in the medication review schemes is shown to be effective in 

increasing interest from pharmacists in undertaking medication review roles 

(Peterson 2002). However, many community-based pharmacists are still unwilling 

to undertake this new role, citing reasons including fear of error and a lack of 

confidence, while the quality of service provided by those who have is by no means 

standardised (Rigby 2004). Further to this, there is anecdotal evidence suggesting 

an inadequate number of medication reviews are being done, with all residents of a 

nursing home or aged accommodation facility being entitled to at least one 

medication review per year. Yet, with over 220,000 residents of these facilities in 

Australia (Australian Bureau of Statistics 2003) and each case taking “between 2 

and 4 hours” (Tenni 2005), there are simply not enough pharmacists offering 

medication reviews to cope with the demand. 

Reflecting upon this it seems desirable to produce software solutions which provide 

both efficient and constructive handling of medication reviews and intelligent 

decision support tools to the pharmacist. In fact, some have suggested a focus on 

Information Technology based solutions (Avorn 2001). A KBS of this nature should 

help to improve consistency and quality of service, reassure reviewers of their 

conclusions and if possible speed up the process of performing the review. 
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Furthermore, the system should be easily and naturally maintained and alterable, 

since new information is being added to the domain on a regular basis. To date it is 

not believed that such a system exists commercially, with medication review 

software focusing mostly on data-storage and reporting facilities, providing no 

heuristic support or reasoning capabilities (Kinrade 2003). Even in research, 

systems of this nature are fraught with problems, classically being extremely 

difficult to keep reliably maintained for long periods of time over extensive 

domains (Bachant and McDermott 1988; Compton and Jansen 1989).  

Previously, the closest attempt at a heuristic KBS in the medication review vein was 

developed by Classen et al. for a hospital in the U.S. showing success in detecting 

sub-optimal drug usage in the hospital environment, but this system is not 

considered suitable for the broader task of assisting in the general role of 

medication review (Jha, Kuperman et al. 1998). However, a large, maintainable 

KBS has been contrived in a related domain in the form of LabWizard, a pathology 

reporting system. This system was shown to demonstrate “over a 29 month period, 

over 16,000 rules have been added and 6,000,000 cases interpreted with a correct 

classification rate in the order of 99%” (Compton, Peters et al. 2006). It achieved 

these figures using the Ripple-Down Rules approach to building Knowledge Based 

Systems, which allows maintenance to become an unobtrusive part of the process of 

using the system, as was discussed in some detail in the Literature Review chapter.  

Unfortunately, the domain of medication reviews is considered difficult to model, 

as the knowledge that experts in the field have can be poorly structured, as the area 

is relatively new and insufficiently evolved (Rigby 2004). Due to this, the process 

takes longer than necessary, and the reviewer will often miss comments relevant to 

the case. Furthermore, the expert’s knowledge cannot be expected to be complete, 

as the domain operates on data from multiple disciplines (Pathology, Medicine, and 

Pharmaceutical, with inevitable overlap) and yet the reviewer is usually only 

completely trained in the Pharmaceutical portion of this field. KBS techniques have 

been designed to handle steadfast, well defined sets of knowledge, and have 

historically not been well suited to poorly structured or dynamic sets of knowledge. 
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Newer techniques such as case based reasoning and RDR are seen to be more 

capable of representing this kind of knowledge
1
. 

Based on this reasoning, an attempt was made in 2005 at developing this type of 

system using the MCRDR approach. A successful prototype was developed and 

evaluated, and shown to perform remarkably well, covering about 80% of the 

domain with 268 rules and being shown to vastly reduce the incidence of missed 

classifications after only 19 hours of training by the expert. However, this system 

was ultimately considered inadequate by the experts, not due to the underlying 

methods used but because of concerns about the application of the domain model. 

In particular the experts wished to see alternative databases used for the medical 

conditions and the drugs, which would allow them a greater degree of freedom to 

apply greater levels of grouping and define more general rules more easily (Bindoff 

2005; Bindoff, Tenni et al. 2006; Bindoff, Kang et al. 2007; Bindoff, Tenni et al. 

2007). In light of these realisations a new prototype system was eventually 

developed with improved data representation for medical conditions and drugs, as 

well as some additional features for applying rules based on pathology data. This 

chapter describes this study in full. 

3.1 Literature Review 

It is well documented that inappropriate drug prescription and underutilisation of 

drugs is a persistent and significant problem in today’s society (Peterson 2004; 

Peterson and Jackson 2004). The figures quoted in the introduction regarding 

hospital admissions and the associated costs are unacceptable, since about half of 

these admissions are considered to be avoidable (Stanton, Peterson et al. 1994; 

Roughead, Gilbert et al. 1998; Roughead 1999). Perhaps even more alarming is the 

fact that there is an overwhelming amount of literature suggesting that elderly (65 

years and over) patients are at particularly high risk both in Australia and overseas 

(Peterson 2002; Cresswell, Fernando et al. 2007; Basger, Chen et al. 2008), 

including suggestions that:- 

                                                 
1
 The information in this introductory chapter on medication review is largely taken from my 

honours thesis Bindoff, I. (2005). An Intelligent Decision Support System for Medication Review. 

Computing. Hobart, University of Tasmania: 65. 
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1. comprehensive medication reviews conducted by pharmacists identify 

potential or actual drug-related issues in at least 80% of elderly patients; 

2. up to 46% of drugs prescribed for the elderly are either inappropriate or 

unnecessary; 

3. inappropriate prescribing of drugs such as non-steroidal anti-inflammatory 

drugs (NSAIDs) and benzodiazepines is common among community-

dwelling older people and persists over time; 

4. drug-related problems are often significant and have been associated with at 

least 19% of hospitalisations of the elderly; 

5. adverse drug-related events account for at least 10% of hospital emergency 

department presentations in elderly patients;  

6. drug-related problems may contribute to up to 20% of all hospital deaths in 

the elderly; and 

7. there is insufficient treatment of many common medical conditions in 

elderly patients, including heart failure, depression, and atrial fibrillation. 

(Peterson 2002) 

Being aware of these issues has prompted the Australian government to act, 

initiating the Home Medicines Review scheme (HMR), and earlier still (1997), the 

Residential Medication Management Reviews (RMMRs) scheme in which 

pharmacists are now remunerated via a nationally funded program for conducting 

medication reviews (Peterson 2002). However, it is known that despite Residential 

Medication Management Reviews (RMMRs) being introduced in 1997 they still do 

not have a conceptual model for delivery, which has resulted in a wide range of 

differing qualities of service being provided (Rigby 2004). Furthermore, there is 

considered to be an undersupply of accredited pharmacists
2
 to perform medication 

reviews (Tenni 2005) with over 220,000 residents requiring annual reviews. This is 

further compounded by an estimated undersupply of around 3000 pharmacists in the 

next decade (Gadiel 2003). Considering all these factors, it would be reasonable to 

expect an increased demand for tools with which to more efficiently carry out 

medication reviews, thus providing faster reviews and a more consistent quality of 

                                                 
2
 pharmacists require accreditation from the Australian Association of Consultant Pharmacists in 

order to be remunerated for medication reviews AACP. (2005). "AACP Online."   Retrieved 05/10, 

2005, from https://www.aacp.com.au/.. 
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service. It is also anticipated that if these software tools could be made to provide 

reliable decision support features they might encourage more pharmacists to take up 

the role of medication reviewer, with many pharmacists citing confidence as a 

primary reason not to perform medication reviews (Rigby 2004). 

3.1.1 Performing 

To perform a medication review, pharmacists assess potential drug related problems 

(DRPs) and adverse drug events
3
 (ADEs) in a patient by examining various patient 

records, primarily their medical history, any available pathology results, and their 

drug regime (past and current) (Tenni, Peterson et al. 2005).  

The expert looks for a variety of indicators between the case details provided 

checking for known problems, such as: an untreated indication – where a patient has 

a medical condition which requires treatment but does not have the treatment; 

contributing drugs – where a patient has a condition and is on a drug which can 

cause or exacerbate said condition; high dosage – where a patient is potentially on a 

too high dosage (perhaps because of a combination of drugs with similar 

ingredients); or inappropriate drug – where a patient is on a drug that is designed to 

treat a condition they do not seem to have. Once these indicators have been 

identified a statement is produced explaining each problem, or potential problem, 

and often what the appropriate course of action is. 

3.1.2 Existing Software 

Commercial packages are available to assist in the process of producing medication 

review reports, with a 2003 report reviewing domiciliary medication management 

review software identifying products including Mediflags and Miracle MMR, both 

stand-alone medication review software packages. Other packages identified 

include Pharmcare and the Health Reference Disc which are modules of a broader 

pharmaceutical software package. These packages provide data modelling for 

medication review report generation and modification, but provide no higher level 

services such as attempting automated expert classification of the cases they store 

                                                 
3
 defined by the World Health Organisation as being “an injury resulting from medical intervention 

related to a drug.” Bates, D., D. Cullen, et al. (1995). "Incidence of adverse drug events and potential 

adverse drug events. Implications for prevention. ADE Prevention Study Group." JAMA(274): 29-

34. 
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(Kinrade 2003). Another commercial product available in this field, but not 

reviewed by Kinrade is First DataBank (FDB). FDB makes attempts to add decision 

support features by including alerts when certain conditions are met. The First 

DataBank Australia Pty. Ltd. Website states: “Our clinical decision support helps 

clinicians to select an appropriate medication and the correct dose. It reviews the 

patient's allergies, conditions and concurrent medications and triggers on-screen 

alerts if the newly selected medication could be harmful to the patient.” (First 

DataBank Pty. Ltd. 2009). The complication with this approach is that it will return 

many erroneous results, as it does not take into consideration other circumstances. 

For example, if a patient was suffering from dizziness it might flag 3 or 4 of the 

patient’s drugs as potentially being the cause of this symptom, while not 

considering that the patient has Meniere’s disease which causes periods of 

dizziness. This problem is implicit in the techniques employed to provide their level 

of decision support, in which pre-defined basic relationships are checked from a 

vast database of possible problems. That is, if a patient is using a drug, the system 

may supply a comprehensive list of every possible adverse effect for that drug and 

may filter these for correspondences with other patient details. This approach is 

fraught with perils, since more complicated relationships cannot be defined. So, not 

only might this approach flag many erroneous problems in an attempt to “cover its 

back”, it is also likely to miss important problems because it does not have a model 

in place to handle that level of checking. It is anticipated that a more advanced 

knowledge based approach might alleviate these concerns. 

Such an attempt at building a KBS capable of expert classification in a similar 

domain was made by Classen et al., using traditional rule-based techniques across 

patients in a hospital in Utah. This system was compared against the two major 

manual types of medication review used at that hospital, stimulated voluntary report 

and chart review, but looked only for significant ADEs, and not more general 

DRPs. Stimulated voluntary reporting is where nurses and pharmacists on study 

units were asked daily if any ADEs had occurred, while chart review is where an 

intensive review is undertaken on each case by a certified pharmacist. As one would 

expect, the chart review identified significantly more ADEs than the stimulated 

voluntary reporting. With only 52 rules the Classen system was found to detect 

significantly more ADEs than stimulated voluntary reporting (275 and 2 potential 
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vs. 23 and 61 potential), but still less than a full chart review which managed 398 

ADEs and 23 potentials (Jha, Kuperman et al. 1998). This system was successful 

because it managed a significantly higher rate than would otherwise have been 

determined, since full chart reviews are not routine, but it could reasonably be 

assumed that a system which could be more easily maintained - hence gaining a 

larger, better stocked rule base - might be more successful still. Furthermore, the 

system developed by Classen et al. was focused on a relatively small domain of 

high risk incidents (Jha, Kuperman et al. 1998) which is reflected in the fact it 

found a much lower ratio of ADEs vs. potential ADEs than the full chart review. It 

was seen that a more maintainable approach might allow for easier expansion into 

the broader domain of DRPs as the complications involved in adding new rules are 

reduced. 

In light of these realisations a medication review system was developed with the 

goal of being able to identify any DRP or other problem that might be identified 

through a normal medication review. It was designed to use the MCRDR method to 

allow incremental knowledge acquisition while in routine use by the medication 

reviewer. However, since this study is largely a comparison between this original 

incarnation, as published in several documents in the mid to late 2000s (Bindoff 

2005; Bindoff, Tenni et al. 2006; Bindoff, Kang et al. 2007; Bindoff, Tenni et al. 

2007) and an updated incarnation of this same system, it shall be discussed in 

greater detail in the following sections of this chapter. 

3.2 Method 

It is common in the development of a KBS to use a prototyping approach, whereby 

a specification is taken, developed, shown to the expert, further specifications are 

taken and so forth. In some situations the expert will require some time with the 

prototype system before they can comfortably identify its shortcomings. 

Historically, with traditional rule based systems, it would be common to gradually 

improve the knowledge base by inserting additional or repairing existing rules 

throughout these prototype iterations, as well as perhaps adding more general 

improvements to the methods the system employs. With RDR systems the necessity 

for prototype stages of rule development is avoided by its incremental knowledge 

acquisition approach, but this is thought to increase the importance of having a well 

defined domain model. 
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The domain model essentially defines how the case data is represented and what 

types of rules the expert can define in regards to this data. For example, if a 

particular attribute is given an unordered textual representation (nominal attribute) 

the expert will only be able to do an equals or not equals comparison in their rule, 

whereas if it is given a numeric representation or an ordered textual representation 

they could also do greater than or less than comparisons. It goes further than this, 

however. If you introduce time-series data, such as is prevalent in the PEIRS system 

(Preston, Edwards et al. 1994), there may also be a need for functions such as 

increasing, decreasing, maximum, minimum, average or others. 

Another feature which experts can require for their rule creation is grouping. For 

some attributes a tiered hierarchy of members can exist, where a particular attribute 

is a member of a group, which may in turn be a member of another group and so 

forth. The expert understands this almost instinctively, since they are intimately 

familiar with the broader topic, but they need to be able to express this in their rules, 

or else the knowledge acquisition overhead of entering the same rule potentially 

thousands of times for each member of the group will be an unbearable chore for 

them. 

The medication review domain encapsulates all these problems at once, with both 

nominal and numeric data as is normally anticipated, as well as a need for functions 

to express time series information as the particular drugs the patient is on, and have 

recently been on, do have onset and cessation dates associated, as well as the 

pathology data which is very similar to that which is found in PEIRS and 

LabWizard. Further to this, the patient’s medical history also has a time component. 

However, perhaps the most significant factor in this domain is that of grouped 

attributes. Every medical condition is a subset of a more general medical problem 

which is again a subset of a more general medical field. Every specific drug is a 

subset of a particular group of generic ingredients, which is a subset of a particular 

class of drugs and more. There are in fact several hierarchies that the expert may 

wish to use which have many similarities with each other, but do not have 100% 

overlap. They may be more or less coarse or fine grained, or they may be grouped 

based on different characteristics of the drug itself or different characteristics of the 

conditions they treat. These characteristics, as well as the simple fact that there are 

potentially many tens of thousands of attributes for a single case, are what makes 
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the medication review domain a challenging domain to model. Outlined and 

evaluated in this chapter are two stages of a prototype for an MCRDR based 

medication review system and discussion of the challenges faced in such a system, 

as well as an evaluation of the relative benefits of providing the improved domain 

model to the expert. 

The first prototype system was developed during 2005 as part of an honours level 

project, which was implemented over an approximately 6 month period. Despite 

this, it was successfully implemented and evaluated, but the evaluation period was 

cut short, so further training of the system was undertaken in early 2006 which 

enabled more extensive evaluation (Bindoff 2005; Bindoff, Tenni et al. 2006; 

Bindoff, Kang et al. 2007; Bindoff, Tenni et al. 2007). It was only after this period 

that the second prototype was developed, which implemented a host of expert 

requested improvements over the original system. It was expected that these 

improvements would allow the expert to define rules to classify a broader section of 

the medication review domain as well as write more general rules and thus provide 

a shorter learning period for the system. 

3.2.1 Existing Prototype 

As has already been mentioned, the first prototype was published and discussed 

extensively in several publications: an honours thesis, a journal publication, and two 

separate conference publications (Bindoff 2005; Bindoff, Tenni et al. 2006; 

Bindoff, Kang et al. 2007; Bindoff, Tenni et al. 2007). This section will be largely a 

review of the method described in these publications, but is included here in the 

Methodology section to in an attempt to make the similarities and distinctions 

between the two prototypes clearer. 

This system was in many ways a fairly traditional implementation of MCRDR, as 

has been described in the Literature Review chapter; however it does have several 

key features of interest. As has already been mentioned, this domain is a 

multidisciplinary domain, with an exceptionally large number of possible attributes, 

time series data, and some attributes having multi-tiered grouping characteristics. 

Domain Model 

A domain model is comprised of a set of attributes, which when considered together 

can encapsulate all the data of any particular case that might be represented in the 
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domain. Generally speaking, the more attributes present in the domain model, the 

more complex the domain is. 

Historically, researchers and experts have attempted to break larger domains, such 

as medicine, into very small sub-domains so that they could be more easily 

modelled and more successfully represented. These sub-domains are generally quite 

specific, such as GARVAN-ES1 which was not a pathology expert system, but 

rather an expert system for pathology readings that were related to Thyroid 

problems; or MYCIN which was not a medical expert system, but rather was 

capable only of suggesting a particular type of antibiotic to treat particular 

infections. With the application of RDR it was possible to extend the original scope 

of GARVAN-ES1 into more and more branches of pathology, as the knowledge 

engineering and maintenance issues were removed (Buchanan 1986; Compton, 

Kang et al. 1993). 

However, a system that is capable of performing the task of medication review goes 

beyond this in many ways. The expert must refer not only to pathology data, but 

also medical history, clinical observations, and drug regimen data as well as the less 

problematic patient biographical data such as birth-date/age, marital status, and 

gender. In essence the system must be able to model a very large chunk of all 

available medical data for each patient, although fortunately it is not necessary to 

represent particularly problematic image-based data, such as X-Ray scans or 

Magnetic Resonance Images. 

Pathology 

Pathology is defined by Merriam-Webster’s Medical dictionary as being “the study 

of the essential nature of diseases and especially of the structural and functional 

changes produced by them”. In the context of this study it is concerned with the 

measurement of various components in blood, urine and tissue samples, which are 

useful for making deductions on a wide range of health issues. Fortunately, 

modelling pathology data for knowledge based systems is quite well understood, 

having been done for the GARVAN-ES1 and PEIRS systems previously. There is a 

limited set of components that will typically be measured via pathology testing, and 

there is no shortage or real confusion in the applicable medical standards on how to 

represent these. 
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Each particular piece of pathology data in this prototype is composed of a date that 

the sample was taken, a component that was being checked, and a floating point 

number which represents the value found, as represented in the accepted standard 

unit measurement for that particular component. In this prototype there were 84 

pathology components which could be input, which were based upon the model 

found in the Mediflags medication review management software. 

The one major complication that does arise with pathology data is that it is time-

series data. A particular case may have multiple results for the same component, 

taken at several intervals. The expert may then derive some meaning from the fact 

that this value is increasing or decreasing over time, or that it is above some average 

value, or the maximum or minimum is too high or too low. For the sake of 

simplicity with this first prototype this information was ignored, and the expert was 

only able to define rules based on the most recent pathology result that was present 

on a case for any particular component. 

Medical History 

In most cases where a medication review is being performed there will be an 

extensive medical history available, although this is not always the case. The 

medical history indicates all previous diagnoses that a medical practitioner has 

made for the patient, as well as many symptoms which have been reported by the 

patient or observed by a medical practitioner. 

In this prototype the medical history was again based upon the model found in 

Mediflags, and included a fairly comprehensive list of 984 medical conditions to 

select from, which could be indicated as either past or current problems. 

Observations 

Observations are essentially notes that are made by carers while a patient is in their 

care. They typically indicate physical manifestations, such as the patient being pale 

or sweaty. Observations can also include hard data, such as blood pressure or blood 

sugar readings. 

For this prototype these were represented as a free text string, and the expert was 

given a rudimentary keyword search facility, so that they could create rules which 

fired if a particular keyword or string was present in an observation, although it was 

known this would be of limited value. This was considered an acceptable cost, since 
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the observations were expected by the expert to be of little value to the task of 

medication review. 

Drug Regimen 

The drug regimen is a list of past and present drugs that the patient has taken or is 

currently taking. It must include not just the particular drug, but also an indication 

of how it is taken (how often, in what form). This was again based on the model 

found in the Mediflags system. 

This model includes three levels of drug; drug types, generic drugs and commercial 

drugs. The drug type is the most abstract class, with a particular drug type 

potentially having one or more generic drugs as members. The generic drug is 

slightly more specific, referring to the particular drugs makeup but which may have 

one or more commercial drug members. The commercial drug is a particular brand 

of the generic drug it is a member of, which may be taken in a particular way, or 

have a particular strength. In some cases a particular commercial drug may be a 

problem where another commercial drug of the same generic drug group might not 

be, as not all commercial drugs of a generic drug group are equal. There were 3011 

drugs available at the commercial level, 837 at the generic level, and 241 at the 

types level.  

With this model the expert is able to define their rule in the most general way that is 

applicable. If the problem is with Panadol in particular they will select the relevant 

commercial drug entry for Panadol. If the problem is with any brands of 

paracetamol they can select the generic drug paracetamol. If the problem is with 

pain relief (i.e. analgesics) in general, they can select the drug type pain relief 

(analgesics). Although it should be noted that despite having a fairly in-depth three 

level tiered grouping system, this is actually quite a coarse grouping level by the 

standards of the field. 

The dosage instructions were expressed using a common notation style (Latin 

abbreviations), which is essentially a short-hand way of expressing the number of 

doses per day and the method of dose, for example “tds” indicates the drug is to be 

administered three times daily. There were 431 possible instructions abbreviations 

available to the expert. 



73 

 

However, the expert also needs to know about the strength of the dose, particularly 

the estimated daily dosage for a particular drug. Without this information it is 

impossible to express that a dose is too high or too low, which are common 

observations arising from a medication review. Unfortunately, the Mediflags drug 

database does not store the strength of each drug separately; it stores only the 

“name”, which often but not always includes some indication of the strength of 

dose. For example, there would be an entry for Fexotabs 60mg, Fexotabs 120mg, 

and Fexotabs 180mg. To further complicate the issue, the units in which the dosage 

strength is measured are not standard. It may be expressed in milligrams, 

millimoles, micromoles, milligrams per millilitre or one of many other formats. 

However, since the majority of information was represented in the form “X mg” or 

“X mL” and other similarly simple units, a script was used to extract this 

information from the commercial drug name entries for each drug and store it in a 

more machine-friendly way alongside the entry. This meant that for the majority of 

commercial drugs in the database a “dosage” value was available. By applying a 

multiplier to this dosage value based on the dosage instructions an estimated daily 

dosage was found, which the expert could then use to express rules. 

Biography 

A few pieces of relevant patient biography are also included in each case, the 

patient’s name (although this is typically sanitized for reasons of privacy and 

confidentiality), birth-date, marital status, and gender. Using these attributes the 

expert is able to express rules in terms of age, marital status or gender. 

Design 

Although the design for the system largely conformed to a traditional MCRDR 

interpretation it did have some particular requirements worth discussing, which 

resulted in the system being somewhat novel and original. 

Due to the experts’ requirements that they could access the system anywhere, and 

an expectation (which was not realised) that the system might be trained by multiple 

experts at distinct sites, the system was developed as a web-based application. This 

had some unfortunate effects with regards to session management and connectivity. 

Since web-sessions can expire, and it is very difficult to force the user to follow a 

particular path (for example, forcing the user to always verify a cases’ 

classifications before moving on to the next case or quitting) it was sometimes 
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impossible to get a complete picture of the results when evaluating the system’s 

performance. Efforts were made to limit this effect, and in most evaluations no 

more than 5 cases’ results were lost. Another side-effect of the web-based design is 

the system performed substantially slower than a typical user interface, as loading 

times had to be taken into account. This means that any time-sensitive evaluations 

are typically a few seconds slower than they might otherwise have been, although 

this is of little impact. 

The major concern with this system was the extraordinarily large number of 

potential attributes a case could have, being effectively infinite due to the time-

series nature (the patient may have many distinct entries for a particular pathology 

result or medical condition or drug), as well as the sheer number of potential 

attributes – over 5000 if considered naively, but many millions after considering the 

actual permutations and combinations which actually contribute to a real attribute 

for the case. Fortunately, a typical patient tends to have no more than approximately 

10-15 drugs, 10-15 pathology results, and less than 10 relevant medical conditions. 

The vast number of potential attributes and the relatively very low number of actual 

attributes per case make the medication review domain an ideal candidate for a 

sparse attributes approach. A sparse attribute approach is any approach at modelling 

a case whereby some attributes are simply assumed to be false/zero/not present, and 

only the attributes which actually apply to the case need be represented. With this 

approach the system can be significantly optimised when evaluating the rule 

conditions, as it is only necessary to consider the attributes which are present on the 

case. A default case is assumed if the attributes are not present, although this may 

be true or false, depending on the context of the rule condition, so some care must 

be taken when implementing this approach. 

Faults 

After initial development and evaluation with the first prototype system the experts 

involved expressed immense satisfaction with the system in general, when weighed 

up against the available alternatives, but they were of the opinion that several 

improvements could be made to the domain model. 

The drug database was considered inadequate, as the previously mentioned dosages 

problem was a concern in many cases as well as the three-tiered drug type-generic 
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drug-commercial drug system being insufficiently expressive, as it was both poorly 

grouped and had too few levels of hierarchy. 

The pathology representation was adequate, but not being able to express common 

time-series functions such as increasing, decreasing, recent, maximum, minimum 

and average was limiting the ways in which the expert could define rules using this 

data. Further to this, the expert was particularly limited by not being able to define a 

rule stating that a particular pathology result was not present. In the medication 

review domain this was a particularly damaging oversight, as the expert will often 

find that a patient is on a particular drug which requires monitoring of some 

component, and yet no monitoring data is available. 

The medical history worked reasonably well, but was limited in terms of the 

number of conditions available to apply. In particular, the medical conditions 

database was lacking in many common symptoms, being more focused on 

diagnosis. This made it difficult to properly express the full data available in a 

particular medication review case, which in turn made it impossible for the expert to 

define rules based on this data. 

The observations representation was virtually useless, as the free text representation 

and searching approach was simply inadequate. Of particular concern was the fact 

that some data which was stored as an observation, such as weight, height and blood 

pressure were of high value to the expert. These numeric values simply could not be 

correctly evaluated within this representation, so the expert was unable to define 

rules using these features of the case. 

Successes 

Despite its faults, the system was successfully trained with 129 medication review 

cases to a maximum of 268 rules. The system was considered to correctly 

encapsulate around 80% of entire medication review domain, and this appeared to 

be confirmed by the evaluation data that was produced from this experiment. These 

results are included and discussed comprehensively in the evaluation and discussion 

section. However, it was considered that the system was unlikely to improve much 

beyond this point, due to its limitations which have already been discussed. The 

expert was simply unable to express many important rules adequately. 
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Discussion 

On balance it seems clear that although being successful in terms of measurable 

performances, the overall opinion the expert had when asked about the first 

prototype was that although it was better than anything else he had used previously, 

it could “easily” be better. It should be noted that the problems were not with the 

method itself, which performed admirably, but entirely with the domain model. The 

expert was dissatisfied with the ways in which they were able to express their 

knowledge to the system and to a lesser extent the data they could interpret from the 

cases. To put it in AI terms, the expert was expressing their dissatisfaction with the 

knowledge level of the system, as they were unable to encode their knowledge into 

the system. 

In light of these observations a second prototype was developed which sought to 

address this issue. It included some more advanced functionality, but critically it 

employed more expressive and better defined data models to represent the case 

data. This prototype is described below. However, the observation remains that it is 

not simply enough to allow the case to be described in the system and allow the 

expert to identify simple features of this case, it is also necessary that the expert be 

provided with ways of expressing their knowledge regarding this data at a more 

abstract level. The complication here arises at determining how many levels of 

abstraction to provide, and how the abstraction levels should be defined and 

determined. It is noted that although “acceptable” alternatives exist in this domain, 

which is quite well studied and defined, many domains will simply not, to date, 

have the research and resources allocated to them to create these definitions. A 

solution might be to allow the creation of these grouping/abstraction levels on the 

fly by the experts who use the system, in a similar fashion to how they define their 

rules normally. Although this solution does not remove the problem, it at least 

allows the expert an affordable and reasonable approach to solving the problem, and 

this solution could then be re-employed in future projects. 

3.2.2 New Prototype 

The second prototype, being intended for the same task, is of course fundamentally 

similar in design to the first prototype. However, to address the faults identified 

with the first prototype it was necessary to almost entirely overhaul the domain 

model representation, replacing the databases for medical conditions and symptoms, 
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as well as for the drugs and the observations with entirely new databases which 

better matched the expert’s requirements when seeking to define rules. Further to 

this, some new functions would need to be made available in the rule matching 

process of the inference engine, such that the system would understand how to deal 

with the new grouping hierarchy, as well as how to match the desired expressions of 

time-series data, such as increasing and decreasing. 

Domain Model 

Unfortunately, deciding on the most appropriate data representation for these three 

problem areas was not a simple matter. The reality of the situation is that most 

medical database systems are concerned almost entirely with storing data in a 

human-readable form. A typical requirement of such a system is that the medical 

practitioner be able to enter the patient’s case details and then generate a report 

which summarises this data in such a way that another medical practitioner can 

quickly and easily get up to speed with the case so far. This often results in quite 

poorly designed data representations which are equally or even more problematic 

than the Mediflags-based representations which were used in the first prototype. 

There are many separate systems developed, with no real standard shared between 

them. To further complicate matters, there is no agreed upon standard for 

terminology, units or even medically accepted facts between countries. For 

example, in the United States of America it is common for a medical practitioner to 

use the term meperedine, whilst in Australia and many other parts of the world the 

accepted term is pethidine. While a human expert will know that these terms are 

interchangeable for the same object, it is generally not acknowledged in the 

underlying data representations of most drug databases. 

A major initiative which seeks to address these standardisation issues is currently 

under development, SNOMED CT (Systemized Nomenclature of Medicine - 

Clinical Terms). SNOMED seeks to encapsulate all medical knowledge into one 

overarching, well defined ontology. This system is demonstrating some success in 

the United Kingdom and the United States of America where it has been fairly 

extensively developed and for most intents and purposes would appear perfectly 

suited for use in this medication review system. Unfortunately, due to the 

previously mentioned lack of consistency between countries, at the time of 
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development it was not yet available in formats that are suitable for most countries, 

including Australia. 

Having determined that SNOMED was unviable for this purpose it was sought to 

determine the best available data representations and incorporate these into the 

system. The changes to each category of the medication review case are outlined 

below. 

Medical Conditions 

The data representation that was chosen for the medical conditions was the ICPC-2 

PLUS model, also known as BEACH encoding. ICPC-2 denotes the International 

Classification of Primary Care Version 2, while the PLUS incarnation improves on 

ICPC-2 by providing a usable coding system for symptoms, diagnoses, past health 

problems and the processes of care, allowing for a full electronic health record 

(FMRC 2009). It currently contains over 8539 terms (over 9 times the number 

available in the first prototype) that are commonly used in Australian general 

practice. This model enjoys the advantages of a relatively elegant tiered coding 

design, which allows for the necessary grouping levels that the expert requires when 

expressing their rules, and is particularly suitable for this system as it includes both 

conditions and symptoms in its database saving the need for a separate model for 

each. 

The ICPC-2 PLUS coding structure employs 6 characters, with the first being an 

alphabetic character denoting the ICPC-2 chapter (such as respiratory or vascular) 

and the following 2 digits identifying the location of the code within the chapter. 

The remaining 3 digits comprise the PLUS component of the code, being particular 

entries in the category denoted by the initial 3 characters and having no special 

coding of its own right. Some examples of ICPC-2 PLUS codes are shown in Table 

1. 

ICPC-2 PLUS also includes an extensive database of keywords which link to a set 

of ICPC-2 PLUS entries, to allow for quick and efficient searching of the database, 

such that the user can always find the appropriate ICPC-2 PLUS code with minimal 

difficulty. 
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The particular ICPC-2 PLUS entry is entered against a particular patient’s case, and 

any number of entries may be made. The entry includes an onset and cessation date, 

although these values can be left blank to indicate unknown or not applicable. 

This coding system allows the expert two distinct advantages. They are able to 

express their cases with greater levels of accuracy, as there is a larger database of 

conditions and symptoms to select from which can be better searched. As well as 

this, they can express their rules with far more flexibility, as they can be both more 

specific and more general, now able to express rules such as “If patient has any of a 

class of disease”. The expert may also express rules in terms of a patient having had 

a particular feature recently (within the past 14 days), currently, or ever. The system 

will determine the validity of these statements based on the onset and cessation 

dates. If no cessation date is present then the system will assume the entry is 

ongoing, and will fire for all rules which require recent, current or ever. 

Table 1 ICPC-2 PLUS terms for keyword 'vascular'. 

Bypass;vascular K54017 

Colitis;ischaemic D99056 

Disease;cardiovascular K99011 

Disease;cerebrovascular K91006 

Disease;peripheral vascular K92003 

Disseminated intravascul coag B83017 

Headache;vascular N89002 

Insufficiency;artery;mesentery D99017 

Insufficiency;vascular K92028 

Referral;vascular surgeon K67004 

Vascular spider K06005 

Drug Regimen 

To represent the drug regimen a model based on the eMIMS for pharmacy database 

was used. This database includes a comprehensive list of every drug available in the 

Australian market, as well as an information sheet for each, totalling some 4729 

drugs - most with several different dosage strengths. The information sheet includes 

valuable information such as the available dosages/strengths of the various 

incarnations of the drug, as well as information about its effects. Unfortunately, this 

dosage information is not well encoded, being intended for display and 

interpretation by human readers. To enable the use of the dosage information within 

the KBS it was necessary to design an additional component to the drug database 

which allowed the various dosage strengths (and the associated units) to be stored 
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against each drug. A script was then written to extract the dosage information from 

the human readable data-store and re-encode it into the machine interpretable 

format. Unfortunately, due to the malformed and inconsistent representation of the 

dosage information in the database, only approximately 50% of the available dosage 

information could be extracted in this way, so a facility was provided such that the 

expert could add additional dosage information to the drugs when required. 

The eMIMS data includes layers of hierarchy which it uses to group and encode its 

drug database. However, the hierarchy it uses is of little use to the pharmacist 

performing a medication review as it is too coarse, with the grouping levels 

referring more to the drugs purpose rather than how it works. To ensure the expert 

had access to a sufficiently expressive and accurate grouping model, a mapping 

table was employed which matched eMIMS drug entries to their ATC code. The 

ATC code (Anatomical Therapeutic Chemical) classification system is a five-tiered 

coding hierarchy which is controlled by the World Health Organisation 

Collaborating Centre for Drug Statistics Methodology. The code is comprised of 

seven characters, broken up into the structure shown in Figure 3-1. 

 

 

 

With this system the expert can enter any ATC or eMIMS drug code against a 

patient record, indicate the strength of the particular drug and the start and end 

dates. The expert can then express rules based on any of either the available eMIMS 

grouping levels or the ATC grouping levels, including whether the patient has or 

has not recently (within 14 days), currently or ever taken the drug, or whether an 

estimated daily dosage of any particular dosage is under, exceeding or at a 

particular value. 

C 03 C A 01 

Red – anatomical main group 

Orange – Therapeutic main group 

Green - therapeutic/pharmacological subgroup 

Blue - chemical/therapeutic/pharmacological subgroup 

Purple – chemical substance 

Figure 3-1 An ATC code, example shown being Furosemide (Frusemide in Australia). We 
can also determine from this code that it is a high-ceiling diuretic in the Sulfonamides 
group. 
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Observations 

The observations model in the second prototype is a home-grown model, needing to 

include only a small set of important measurements that otherwise had no place to 

be recorded. These included blood pressure, weight, height and blood glucose 

readings taken at various points of the day. The text-based descriptions from the 

previous version were removed entirely, as the observations of symptoms such as 

“pale” or “sweaty” are now encapsulated far better by the ICPC-2 PLUS coding 

scheme. 

The expert may create rules indicating a particular observation is greater than, less 

than or equal to a particular value, as all relevant observation values such as blood 

glucose, weight, height, blood pressure and pulse rate are now given in single 

numerical values. The expert can also use functions such as increasing, decreasing, 

maximum, minimum, average or any in their observation-based rules. Further to 

this, they may create rules based on whether a particular observation is not present. 

Pathology 

The data representation of the pathology results remained largely unchanged from 

the first prototype, however two new derived values were added, Body Mass Index 

and Creatinine Clearance. These values are calculated and inserted automatically by 

the system when it detects that all the required variables are available. These values 

are of significant importance to the health professional, although were previously 

unrepresented in the Mediflags database as the expert is typically capable of 

performing these calculations as required. For the purposes of expressing rules, 

however, they must be formally calculated and asserted within the system. 

In addition the expert was given access to rudimentary graphs to indicate how the 

value of a particular pathology result has changed over time, and the ability to 

create rules based on whether a result is the most recent, increasing or decreasing, 

or whether the maximum/minimum, average or any value of a particular pathology 

is at, over or below a specified threshold. They may also create rules based on a 

particular pathology result being not present. 

Design 

The second prototype was fundamentally similar to the first in terms of design, 

again being a web-based application, and using sparse attributes. The differences 
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were largely in the domain model, and thus the underlying representations and 

interpretations of the case data and rules, which have already been discussed. 

However, the extensive use of time series data in the cases meant that some special 

considerations needed to be made. It has already been mentioned that the expert was 

given access to time series functions such as increasing and decreasing such that 

they could express their rules sufficiently, but it was also necessary to consider the 

problem of when the case was reviewed. 

The system was trained using a body of cases which had previously been collected 

by the expert. This meant that all the data that was available was apparently quite 

out of date, although at the time of review it was not necessarily so. To solve this 

complication each case included a date of review attribute. The expert could elect to 

assess the case from the point of view of either the current date or the date of 

review. When assessing from the date of review the system would for all rule-based 

purposes assume that the current date was the date of review, so rules such as “If 

patient has taken drug X recently” would fire appropriate to the date of review. 

3.3 Experimental Design 

In both prototypes the system was web-based, with the interface remaining largely 

similar in terms of operational complexity. However, important differences between 

the ways the expert was forced to perform the experiments in each prototype will 

have a significant impact on the results of the system, particularly as pertains to the 

time taken to perform various actions. 

The same evaluations were carried out on each system, as the underlying method of 

MCRDR had no change. These evaluations are explained in the results section. The 

area of interest with this study is what differences the first, less expressive, 

prototype and second, more expressive, prototype had on the performance of the 

system. However, there are other factors, besides the changes to the domain model, 

which will have an impact on these results and which must be considered. 

3.3.1 Cases 

With both prototypes the expert was presented with a system which was pre-loaded 

with a certain portion of some existing medication review cases. These pre-loaded 

cases were not complete as the records they were extracted from – a Mediflags 
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database in the case of the first prototype, and a custom database entitled VALMER 

for the second prototype – did not perfectly match the data representations used in 

the medication review system. For the first prototype only some textual data was 

lost, which was of little value to the interpretation of the case. For the second 

prototype it was only possible to import the majority of each patient’s drug data, 

pathology data, and medical history data with some few entries or components of 

entries being impossible to transfer. The consequence of this being that the expert 

was required to add any missing data to the case when they loaded it in the system. 

This is expected to increase the time taken per case in the second prototype when 

compared to the first. 

The other variation here is the types of cases used for training. The first prototype 

was trained with a set of 129 high-risk patients from aged care facilities. These 

patients will typically have a high incidence of medication-related problems that the 

reviewer will identify, as they tend to have a long and difficult medical history, and 

tend to be on a range of drugs. The second prototype was trained with 244 home 

medicine review cases, taken from the general community. In light of this it is 

anticipated that there may be marginally more problems (studies have identified 

~0.8 more per case) in the cases for the second prototype, although this may not 

manifest significantly as the home medicine review cases also tend to have a greater 

variability in the quantity of patient data available, since the nursing home patients 

are typically more closely monitored (Stafford, Tenni et al. 2009). 

3.3.2 Experts 

Perhaps more fundamental than any other variable is the change of expert. The first 

prototype was used and trained by Mr. Peter Tenni (who has since earned his PhD). 

Dr. Tenni is a highly qualified and experienced pharmacist, particularly in the topic 

of medication reviews, having performed an estimated 3000 medication reviews in 

his career prior to training the system. The expert who trained the second prototype 

was Mr. Andrew Stafford, who although technically similarly qualified to Dr. Tenni 

when performing the experiment, is considered to be a less experienced medication 

reviewer, having performed “only” an estimated 400 medication reviews prior to 

training the system. Despite these seemingly vast differences in experience it is not 

anticipated that the difference in experience will play a major role, as it is known 

from previous studies that although the differences in experience early in a career 
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can have vast impacts, the difference between “several hundred cases” and “several 

thousand cases” is, although notable, less severe. 

Although experience is perhaps not the most significant variable in this study, the 

attitude of the expert is. It was observed during experimentation that Dr. Tenni 

exhibited a somewhat more relaxed attitude to the training of the system. He was 

apparently satisfied with the case being “more or less” correct, and did not concern 

himself too deeply with ensuring that every box had been checked. In contrast, Mr. 

Stafford was observed to be extremely fastidious when assessing each case, 

attempting to create the best rules he could, and be as thorough as possible. These 

differences in approach can be attributed to several factors including but not limited 

to personality, situation and the aforementioned experience. It is likely that their 

situation is particularly significant here, as Dr. Tenni commenced training the 

system while in the final year of his PhD studies and under a heavy teaching load, 

and it was initially for an honours project which was perhaps perceived to be of 

lesser importance. In contrast, Mr. Stafford commenced training the system in his 

first year of PhD studies, and was aware that he was training a system produced for 

a more comprehensive PhD project. It is understandable that Dr. Tenni might have 

experienced more desire to rush, with perhaps less concern for the quality of work 

under his set of circumstances than Mr. Stafford experienced. 

To add even more contrast to the two experts, Dr. Tenni trained the first prototype 

during a three week period in 2005 and another two week period in 2006, while Mr. 

Stafford trained the second prototype far more gradually over the course of almost 

18 months. It would be reasonably expected that the intensity with which the 

respective experts trained the system would have some impact on the results. 

Particularly Mr. Stafford’s very gradual training process would be expected to cause 

him the necessity to “re-learn” his processes many times when returning to the 

system after an absence, while this necessity would have been greatly reduced for 

Dr. Tenni. 

3.4 Results & Discussion 

Results are notoriously difficult to obtain in the field of knowledge based systems, 

particularly where experts are involved, as it is typically not possible to run long 

trials or investigate the opinions of multiple experts or allow for multiple runs, 
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simply because expert time is by definition valuable and hard to come by. Due to 

these factors it is necessary for us to draw what insights we can from the data we 

can collect. In light of this, every expert action in the system is logged, with all 

relevant parameters being recorded into a database for later evaluation. As well as 

this logged data, some insights can be gleaned from examining the resultant 

knowledge base structure itself. Between these two sources of information, and in 

light of the MCRDR methodology, it is possible to determine at least approximate 

measures for a good range of the relevant factors. 

The first prototype was trained on 129 high risk medication review cases from 

nursing homes by Dr. Tenni, while the second prototype was trained on 244 home 

medicine review cases, which are in a slightly lower risk category. It is unfortunate 

that neither of these trials could be allowed to run longer, but due to limitations in 

funding and expert time it was necessary to end the study at this point. The 

consequence of this is that all insights and conclusions must be treated with some 

scepticism, as some observations may well be based on random variation, rather 

than true trends. 

3.4.1 Growth of the Knowledge Base – Rules per Case 

By measuring the number of rules created for each case it is possible to determine at 

what rate the knowledge base is growing. Typically this rate will be quite high early 

on, with a gradual slow-down as the knowledge base progressively encapsulates a 

greater percentage of the domain. Clearly, if the knowledge base encompasses the 

entirety of a domain it will stop growing, as the expert will never need to define 

new rules or exceptions, since the system will always provide the correct answers. 

In practice for complex domains this point is never reached, with past studies and 

simulations showing that growth will hit a wall where the system is providing a 

very high level of accuracy, but some rare cases do still require new knowledge. 

It can be seen in Figure 3-2 that both knowledge bases did, perhaps, appear to reach 

the beginnings of this slow down period where the growth rate begin to plateau, 

although the data is simply not complete enough to draw this conclusion with any 

certainty. What may be interesting here, however, is that the first prototype reached 

this point at around about the 100 case mark, whilst the second prototype reached it 

closer to the 200 case mark. It has already been noted that the second prototype was 
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using marginally “simpler” cases, which were expected to have slightly fewer 

classifications overall, but this should have little bearing on when the system’s 

growth rate began to slow. One likely explanation for this phenomenon is that the 

second prototype, being a substantially improved domain model, allowed the expert 

to define a far wider range of problems, which encouraged them to tackle a larger 

portion of the overall domain of medication review than was covered by the first 

prototype. 

Another possible cause for this could be that the first expert was defining more 

general rules, which have been shown in simulation studies to learn more rapidly, 

but also have a longer slowing-down period. This might also account for the fact 

that the first prototype did appear to learn at a faster rate than the second prototype, 

although this again might simply be because the cases inherently had more 

classifications to provide. A closer look at other aspects will tell us more about 

which causes are more or less relevant. 

 

Figure 3-2 The growth charts of both knowledge bases. 
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not likely to be creating the same rule at the same time, and because the second 

prototype was designed to allow both greater specificity and generality in a given 

condition, but since they are creating rules to cover the same domain it is expected 

that they will ultimately be creating similar rule sets. As such, the expert with the 

lower average conditions per rule can be fairly reliably be said to be creating more 

general rules than the other, and give some indication of precisely how much more 

general. 

Although it is difficult to see in Figure 3-3, it was found that the first expert was 

creating somewhat more general rules, with an average number of conditions per 

rule of 1.79 compared to the second expert’s average of 2.29. This does account for 

the fact that the first prototype was seen to learn faster, and also offers some 

explanation as to why the second prototype was seen to be in a heavy learning 

phase for so much longer. With further evaluation it should become clear whether 

or not this is because the second expert was attempting to encapsulate a larger 

portion of the medication review domain. 

 

Figure 3-3 Conditions per rule. 
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3.4.3 Accuracy of the system – Correct classifications 

provided 

Although standard measures of accuracy cannot be determined for these MCRDR 

systems, as there is no further classified test cases to evaluate the knowledge bases 

against, it is still possible to determine a measure of accuracy. This can be done 

with the assumption that once the expert has finished evaluating a case it is 

correctly classified. So, a measure of accuracy can be found by calculating how 

many correct classifications were provided by the system and dividing this figure by 

the total number of classifications the case had when the expert had finished with it. 

The equation for this can be seen in Equation 1, where Cf is the number of 

classifications found, Crem is the number of classifications removed, Crep is the 

number of classifications replaced, and Ra is the number of rules added for a given 

case. This approach for calculating accuracy operates under the assumption that 

every classification the expert states is wrong, and every classification that the 

expert states is missing is a system “error”, while every classification the system 

provides, and which is still present when the expert has finished assessing the case, 

is correct. With this formula we are calculating the number of correct classifications 

the system found compared to the number of classifications the expert has asserted 

the system should have found. By then averaging the accuracy results across a 

period it is possible to see a rough indication of how many correct classifications 

the system is providing in stages throughout the training process. This is slightly 

different information than might be garnered by simply looking at the number of 

rules which are being added, since it takes into consideration the number of 

classifications each individual case should have. The alternative might be to argue 

that a case is classified incorrectly unless it has all, or a specific portion of the 

correct classifications applied to it, before expert intervention. This approach would 

seem unreasonable though, as the system in this case is trying to detect potentially 

multiple distinct problems, rather than components of the problem. 

Equation 1 Calculating the accuracy of the system's suggestions. 

�������� �
Cf 	 Crem 	 Crep

Cf � Ra
 

Shown in Figure 3-4 is the accuracy of both prototypes, with accuracies averaged 

over every 10 cases for readability. It can be seen that the second prototype 
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consistently outperformed the first prototype apart from a 30-case sequence starting 

from the 100
th

 case. This corresponds with the rapidly decreasing growth rate of the 

first prototype. Neither prototype was particularly accurate, which is to be expected 

considering they both needed substantially longer training periods. However, 

considering the vast number of potential attributes each case might have, it is quite 

remarkable that the prototypes were able to reach the accuracy levels that they did 

after such short training periods. 

 

Figure 3-4 Accuracy of the provided classifications. 
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were at least somewhat comparable in terms of performance relative to the experts’ 

requirements. These factors suggest that the first prototype was covering a smaller 

section of the overall medication review domain than the second. 

Further to this, each classification was found to be used an average of 1.90 times in 

the first prototype, but only 1.32 times in the second indicating a very low level of 

re-use of classifications in the second prototype, which reinforces the suggestion 

that the second prototype was actually less close to completely trained than the first, 

despite having been trained on substantially more cases and having more rules. 

Alternatively, it could simply be that the second expert was making more specific 

rules which lead to more specific classifications, which is reinforced by his 

prototype having a higher average number of conditions per rule, and this would 

again reinforce the notion that the second expert was attempting to cover a broader 

section of the domain. 

3.4.5 Classifications per case 

It was anticipated that the second prototype would have marginally more 

classifications per case, since it was using less well monitored patients. To 

determine whether this was the case, an inference was run across every case when 

the training was terminated and the number of classifications per case were counted. 

It was found that the cases in the first prototype had slightly fewer classifications on 

average, with 4.62 classifications per case, compared to 5.15 for the second 

prototype’s cases. These figures are perhaps slightly skewed, as the second 

prototype was clearly more comprehensively trained than the first, and had more 

classifications per case, although a figure of 0.55 more classifications per case is 

actually lower than the reported difference between the nursing home and home 

medicine reviews, being 0.8 (Stafford, Tenni et al. 2009). 

3.4.6 Cornerstone cases 

It is important in any MCRDR system that the number of cornerstone cases the 

expert is required to deal with does not grow to unmanageable numbers, as this 

would undermine one of RDR’s major claims, being maintainability. Certainly, the 

more cornerstone cases the expert must encounter when they are creating a rule the 

longer it will take the expert to create the rule. Previous studies have suggested that 

although the expert may find increasing numbers of cornerstone cases, the actual 
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number of cornerstone cases they must see before they can eliminate all the 

cornerstone cases and add the rule is very few. In this study a similar evaluation has 

been conducted to ensure this remains the case, although in this situation we are not 

concerned with cornerstones seen, but rather the number of conditions that were 

added in order to eliminate the cornerstone cases. This is much the same in effect. 

In Figure 3-5 we can see the total number of cornerstone cases that were found for 

each rule in the respective systems. It can be seen that the number of cornerstones 

found in both systems was typically less than around 5, although there were outliers 

in both systems where up to around 15 cornerstone cases were identified, and one 

instance in the second prototype where 32 were found. We might expect the second 

prototype to have on average slightly more cornerstone cases identified, if only 

because more cases and rules were created for the second prototype, and thus there 

were more potential cornerstones in the list. This is certainly the case, with an 

average number of cornerstones identified being only 0.58 in the first prototype 

while it was 1.04 in the second. These figures may seem high, and if the expert was 

at all regularly required to deal with 15 cornerstone cases they would be likely to 

complain. Fortunately, adding one condition from one cornerstone case tends to 

eliminate many other cornerstone cases, as they would no longer fire on the current 

rule. So the more relevant figure is how many conditions were added once 

cornerstone cases were identified, in order to eliminate all the cornerstone cases and 

add the rule. 
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Figure 3-5 The total number of cornerstone cases found for each rule. 
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Figure 3-6 The number of conditions added per rule in order to eliminate all cornerstone 
cases. 
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Figure 3-7 Time per rule. 
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Also of interest in Figure 3-8 is the fact that the first expert appears to have spent 

more time per case than the second expert. This is quite remarkable considering 

they have already been found to spend less time per rule. It is expected that a part of 

this is simply due to errors. While the second expert has a fairly consistent time per 

case, the first expert has semi-regular jumps where particular cases took 

substantially longer than normal. These are most probably caused by the expert 

taking a break or being distracted by another task mid-case. Some effort was made 

to remove these by eliminating cases which took longer than 3600 seconds (60 

minutes), although since this is a very generous amount of time to evaluate a case 

their influence is still felt, as can be seen in the graph. 

 

Figure 3-8 Time per case. 
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To get a measure on the improvements in service these systems might offer, the 

experts’ error rate was calculated. However, the term error is used simply to mean a 

classification which was added to a case through the validation process of adding a 

rule to a later case. It is, unfortunately, not possible to know whether these “missed 

classifications” were actually intended by the expert, due to him thinking the 

classification was of low importance to the case. To do this the number of 

classifications on each case was recorded when the expert finished with the case, 

and then compared against the number of classifications the case had when the 

expert had finished training the system. By doing this it is possible to determine 

how many classifications the expert missed when first evaluating a case, yet were 

later identified by the system when the expert added rules for later cases. Thanks to 

the cornerstone case validation system in MCRDR it is possible to know with a high 

degree of certainty that new classifications which are added to the case by later 

rules are correct. 

In these examples the deviations were found to be quite high, with an average 

deviation of 0.98 classifications for the first prototype and 1.09 classifications for 

the second prototype. It should be pointed out that as the system reaches more 

advanced stages of training more errors and thus a higher deviation should be 

found. This is because as the system is more comprehensively trained it is given 

more opportunities to identify past missed classifications and misclassifications 

through the rule validation process. It is important to note that finding more errors 

does not mean there are more errors, only that more of the errors have been found.  

Since it is known that the second prototype is at a more advanced stage of its 

training, this explains the differences between the two deviations quite well. What is 

interesting about these values is that they suggest that the level of errors were quite 

similar for both experts, despite it being known that the second expert was more 

thorough in his evaluations, although this may be explained by the fact the first 

expert is more experienced in performing medication reviews.  

The actual deviations are shown in Figure 3-9, where it can be observed that the 

deviations were very high for early cases, with a gradual reduction as the system 

progressed. This is caused by two factors. First, as the system progresses it tends to 

suggest more correct classifications for the expert, thus the expert is less able to 
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miss them. Second, as the expert sees and classifies progressively more cases he is 

increasingly more likely to discover particular classifications that he had missed on 

past cases. Since each value of deviation indicates an error that the expert has 

effectively acknowledged they made, and which has been subsequently fixed 

through the routine use of the system, it can be claimed that the system has resulted 

in the correction of at least 124 errors for the first prototype (average 0.98 per case) 

and 275 errors for the second (average 1.09 per case). In light of the fact the system 

helps to prevent errors in future cases through reducing the likelihood that the 

expert will miss classifications, the actual number of errors which might have 

occurred were the system not used is likely to be considerably higher. To get an 

estimate of how much higher this might be, the rate of errors for the first third of 

cases for each prototype was calculated, since this region should represent a value 

much closer to the true error rate, as the system is poorly trained at this stage and 

unlikely to prevent many errors yet. Using this subsection, an average value of 1.29 

errors per case was found for the first prototype, and 2.02 for the second prototype. 

When it is considered that the first prototype had an average of 4.62 classifications 

per case, and the second prototype had 5.15 an overall error rate of 28% can be 

derived for the first prototype, and a massive 39% for the second! It is worth 

remembering here that both experts are fully qualified, highly experienced experts 

in medication review, and that these are all errors which were automatically 

repaired through routine use of this medication review system, and do not 

necessarily represent the full scope of errors since the systems were not sufficiently 

trained to have identified all errors yet. In fact, from looking at the accuracy chart it 

would not be unreasonable to suggest that the system was only capable of 

determining up to around 70% of the errors for the first prototype, and 90% for the 

second. If we multiply out the errors assuming these values we see a closer error 

rate for the first and second experts, being 36.4% for the first and 42.9% for the 

second, although these values are a very crude estimate of what the true error rate 

may be. 
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Figure 3-9 The deviation from the original number of classifications found by the expert and 
the number found by the system after training was completed. 

What these values indicate is that as the system is progressively becoming more 

proficient at the task, the expert is progressively missing less correct classifications, 

thus their rate of error is being reduced. This is illustrated more clearly in Figure 

3-10 which shows the expert’s initial correctness – how close to the final number of 

classifications the expert found – per case, and reveals a clear trend towards 

improvement, with the expert achieving perfect results far more often as the system 

was progressively trained. 
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Figure 3-10 The consistency of the expert: how close the expert was to identifying the 
“total” number of classifications. 
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system performing better than the first by around the 150 case mark. Unfortunately, 

the first prototype could not be evaluated further, so data is not available to confirm 

or deny this expectation. 

Despite the experiment’s shortcomings, it does provide substantial support to the 

generally held belief that more expressive and complete domain model designs can 

improve the scope and performance of MCRDR systems. 

What is made very clear through this study is that an MCRDR system such as those 

described in this chapter can massively reduce the amount of missed and incorrect 

classifications per medication review case. Since there was a projected 28% and 

39% error rate respectively being found, and automatically repaired by the systems 

through routine use it seems reasonable to suggest that other similarly complex 

domains, in which it is difficult for the human expert to thoroughly cross-check all 

the available data, might enjoy similar error reductions through the application of an 

MCRDR system. Further to this, it is important to remember that there is a 

reasonable expectation that a more comprehensively trained system is likely to offer 

even better error reduction rates.  

After coupling the reduction in errors with the fact that the extra expert time and 

effort that is required to utilise a system of this nature is negligible (around 5 

minutes per rule), at least after the initial learning hump has been overcome (it is 

roughly anticipated that for this domain, after around 500 rules had been added that 

as few as 1 or 2 new rules might be required per day), then a convincing argument 

can be put forth to actually require the use of a decision support system such as the 

ones evaluated here for these types of problem domains. 

3.6 Further work 

Since it has been identified that both prototypes’ training periods were cut shorter 

than desirable, it is quite obvious that first and foremost it would be beneficial if 

both prototypes could be further trained. If both prototypes were trained to at least 

the 500 case mark it is expected that much stronger conclusions could be drawn, 

since they should both have reached a firm plateau in their growth rates and have a 

reasonable period of data with which to measure accuracy. Ideally, it would then be 

possible to reverse roles, with the more experienced expert training the second 

prototype and the less experienced expert training the first prototype, such that the 
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experts could provide their opinions on the relative strengths and shortcomings of 

the two systems. 

However, since this study has indicated the importance of a good domain model in 

MCRDR systems it does raise some questions as to why a good domain model is so 

important. On consideration it appears that the key factor here is the expert’s ability 

to express a rule which encompasses an appropriately sized group of case attributes, 

as by far the most used and important features to the experts in both prototypes was 

the ability to group both drugs and medical conditions in a variety of meaningful 

ways when expressing their rules. This is not such a problem in the medication 

review domain where extensive work has already been carried out to create 

databases which provide these relevant hierarchies (although the experts did still 

express some dissatisfaction with them at times) but how then do we apply 

MCRDR to less well designed and studied domains? If the required grouping 

hierarchies are not made available for the programmer to install into the system then 

the expert is required to create far too many rules which say essentially the same 

thing in order to cover all the instances of what would otherwise be expressed as a 

group, and the system is unlikely to perform well, even with a far more extensive 

training period. This problem, and others, is considered and tackled in the following 

chapter on Multiple Classification Ripple Round Rules. 
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4 Multiple Classification Ripple Round 

Rules 

In the Literature Review and Medication Review chapters it was identified that a 

major shortcoming of the early RDR systems was their inability to allow the experts 

to create rules based on the presence of a classifications. This is perhaps less of a 

concern in a single classification environment than a multiple classification 

environment where combinations of conclusions may be used to imply a particular 

result, but it is still a desirable trait to have. Various works have been undertaken in 

both the single and multiple classification environments to address this problem 

already, but it is believed that the new approach which is outlined in this chapter 

offers significant advantages in the multiple classifications environment without 

itself causing any substantial disadvantages. 

4.1 Motivations 

Being able to express that a rule should fire in the presence or absence of another 

classification or classifications is an integral feature that should be present in order 

for a knowledge based system to tackle many complex problems, such as 

configuration and planning tasks. Without this feature it is difficult for a doctor to 

express in a diagnostic system that a patient is at an increased risk of X because 

they already suffer Y and Z, or a configuration expert to express that an item X 

should be placed at a location A because a related item Y is at location B. In order 

to do these things in a traditional MCRDR system the expert would need to re-state 

the preconditions of Y in their rules for X – in more complex interactions this 

process can become very complicated and require excessive knowledge acquisition 

events as there may be many different sets of preconditions for Y. Even simpler 

statements such as “don’t place X at location A because Y is already there” can be 

very difficult to express, and would typically require a programmer to hard-code in 

functional extensions of the method which allowed the expert to define such rules in 

a simple manner. However, if a programmer is required to perform these tasks then 

can RDR really be said to be knowledge acquisition without an engineer? The 

engineer (programmer) is still clearly required, as the task is effectively unsolvable 
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by virtue of sheer difficulty, and time constraints, without their added functionality. 

The expert will not even bother to try and train the system without it. 

RDR systems have typically included hard-coded functionality such as this, going 

right back to GARVAN-ES1 and PEIRS which pre-processed the case data, 

converting numeric values into “simpler” descriptions such as “HIGH”, 

“MEDIUM” and “LOW” (Compton, Kang et al. 1993). On top of this, extra 

functions were defined to determine if a particular value was “significantly” 

increasing or decreasing. Such extensions have always been used in knowledge 

based systems development, and they are typically not difficult functions to 

program. However, these systems never claimed to operate without a knowledge 

engineer. On the contrary, knowledge engineers were seen as a highly critical 

component in the success of the system. 

If we are to be entirely fair we must concede that a programmer defining such extra 

functionality as is described above for the expert is not really a knowledge engineer 

in the sense that RDR and KBS literature has intended the word to be used. They 

refer to a knowledge engineer as someone required to encode the rules into the 

system, and the RDR methodology does very elegantly side-step that need. 

However, the reality is that many of these systems would not have had any 

significant success without the extra, domain specific functionality, and a 

programmer was required to provide it. This is a problem on several fronts; 

programmers cost money, programmers take time, programmers make errors, and 

programmers are difficult to come by. To develop a knowledge based system it is 

typically considered that finding the available experts willing to work on the project 

is the difficult task (Buchanan 1986), but this is from the perspective of computer 

scientists who do have the necessary programming, development skills and 

motivation to perform such a task, typically being expert systems researchers. From 

the expert’s point of view it must be very difficult to find a suitably capable and 

motivated programmer to develop a system for them, and they would almost 

certainly have to find a substantial amount of money to pay the programmer(s) to 

perform this task. 

So, it is desirable that as many of these little “extra jobs” as possible are removed 

from the equation. The expert does not need a programmer to pre-process the data 
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replacing any instance of attribute X which is greater than 40 with “HIGH” when 

they can just create a rule which states “If X>40 then X-HIGH” and base any future 

rules which are concerned with X being high on the presence of the classification 

X-HIGH. The expert does not need functions which allow them to express catch-all 

rules such as “Don’t place items on top of each other” if they can simply assert a 

rule which states “Don’t place ‘X at A’ if ‘Y at A’”. It is not difficult to imagine 

that providing this one simple extension to RDR enables its application in a host of 

previously inaccessible domains, as well as simplifying the process of applying 

RDR to a large variety of domains which previously would have required a 

programmer to encode extension functionality before they could be tackled. 

Obviously, just adding this one extra feature will not entirely eliminate the need for 

programmers to define special extra functionality for certain domains, but it does at 

least remove its necessity in a substantial set of circumstances, which in turn should 

mean that RDR can be more readily applied to a host of problems where previously 

it may not have been due to the lack of an available programmer resource. 

4.2 Literature Review 

There is a growing body of work which seeks to allow experts to consider a broader 

range of domains and express their rules in a more intuitive way by extending RDR 

techniques to allow rules based on conclusions. This work stretches right back to 

the early days of RDR where Mary Mulholland laid out Recursive RDR to solve the 

configuration style ion chromatography domain (Mulholland, Preston et al. 1993) 

and reaching to the more recent proposal of General RDR (more specifically 

RIMCRDR) which seeks to provide a similar functionality for multiple 

classification domains (Compton and Richards 2000; Compton, Cao et al. 2004). 

These past works are directly related to this study and must therefore be 

comprehensively discussed here. This particular study is more concerned with the 

more challenging task of providing this extended functionality for multiple 

classification problems, but both problem types must be discussed and weighed on 

their relative merits. 

4.2.1 Single Classification Approaches 

As has already been mentioned in the Literature Review chapter there are two main 

flavours of RDR that allow for the creation of rules which are effectively based on 
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the presence of a classification (in a single classification environment these 

situations are sometimes termed intermediate concepts, the idea being that once you 

find the intermediate concept you can then go on to determine the final conclusion); 

Recursive RDR and Nested RDR. These two approaches are in some ways similar, 

and Nested RDR could be seen as an extension of the earlier Recursive RDR 

although there are clear distinctions between the two approaches (Mulholland, 

Preston et al. 1993; Mulholland 1995; Beydoun and Hoffmann 1997). 

Recursive RDR 

Recursive RDR was developed as an extension to single classification RDR in order 

to solve the configuration style problem of Ion Chromatography (IC). IC is a 

technique which uses an ion-exchange mechanism coupled with conductivity 

detection to separate and assay anions and cations, and also organic acids and bases. 

Essentially IC is a mechanical task, whereby a device is configured with particular 

detectors/settings in order to analyse a given substance (Mulholland 1995). 

Mulholland sought to use artificial intelligence methods to determine how to 

configure the device. Although several approaches were tested, Recursive RDR, a 

custom flavour of RDR designed to tackle this new style of problem, provided the 

most interesting results. Recursive RDR was an attempt to add several new 

capabilities to the RDR classifier; particularly necessary was a more flexible 

strategy for handling incomplete and missing information and a “propose and 

revise” style least commitment strategy. 

The method was designed to require eight (although this figure could easily be 

varied for different problem domains) individual RDR knowledge bases. These 

eight knowledge bases covered method conditions that were previously determined 

as significant. However, these knowledge bases were known to be inter-dependent – 

the outcome of a particular knowledge base could change depending on the 

outcome of another knowledge base or knowledge bases. To facilitate this, some 

changes were made to the RDR structure and inference process. 

With standard RDR a missing or unknown attribute is assumed to be false, which 

locks the inference into a particular path when perhaps it should not. To prevent 

RDR from “shutting down” paths which should still be considered Mulholland 

added a new state that could apply to rules, besides the traditional true and false, 
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being unknown. A rule would evaluate to unknown if any one of its conditions were 

unknown and none evaluated to false. An unknown rule could later evaluate to true 

or false and thus both the true and false branches could contain relevant 

information. So in these situations both these branches were evaluated as the 

consultation continued. This meant that potentially multiple classifications could be 

reached for a given inference process, but once all attributes were known only a 

single classification would ultimately be reached (Mulholland 1995). 

To constrain the number of possible solutions only knowledge bases which 

produced a single classification were allowed to propose partial solutions, with the 

reasons behind this being two-fold. Firstly, if too many initial solutions were 

proposed it would constrain the subsequent selections, which resulted in a method 

being selected too quickly and thus many potential solutions not being evaluated. 

Secondly, it more often resulted in the selection of incompatible values which had 

the consequence of causing the system to cycle between them in an endless loop 

which could only be ended through user intervention (Mulholland 1995). 

Once each knowledge base had the opportunity to output its component of the 

solution all the knowledge bases were again consulted in light of the new attributes 

now known from the previous run. Through these iterative revisions the system 

could output gradually more refined solutions, although it was not guaranteed to 

produce a complete solution. After this a final step was taken to perform a 

traditional RDR inference on each knowledge base to remove any still unknown 

branches, and then re-perform the Recursive RDR inference to check for any 

inconsistencies this may have introduced (Mulholland 1995). 

This approach could generally complete with success, but there were still 

circumstances in which a cycle might occur, particularly after the first traditional 

RDR inference was applied. To further reduce this problem the system did not 

allow updates from one of the RDR modules if they did not subsequently evaluate 

to true on the recursive RDR check. Despite this, there were still situations where a 

resolution was not possible. These situations were explicitly detected, and required 

the forceful selection of a single conclusion (Mulholland 1995). 
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This approach performed well in practice, with 85% of solutions proposed by the 

system being workable, and 62% of the solutions being good or ideal (Mulholland 

1995). However, there are two clear problems with this approach. 

The Recursive RDR method severely restricts the desired flexibility of the RDR 

method by needing multiple RDR knowledge bases which are designed to reach 

classifications for a particular attribute which has been pre-determined. You must 

already know what you’re looking for, and you must design your system explicitly 

to allow this functionality. This grossly restricts its applicability in the more general 

sense, as few domains are likely to be this well defined. 

The solution for handling cyclic situations is far from ideal. Every step of the 

“solution” for this problem requires that potential solutions be shut-down or 

ignored, and it is not necessarily clear which ones should be shut-down or ignored. 

It would be difficult to argue that this approach matches the human expert’s 

approach to solving the problem. 

Further to this, the simple fact that there are multiple knowledge bases suggests this 

problem might be better represented as a multiple classification problem, although 

since this work was developed during roughly the same time period as Kang’s work 

on MCRDR it is entirely understandable that this approach was not used. 

Nested RDR 

With the Nested RDR approach the expert is able to create an intermediate concept 

and reach this concept through multiple paths in the knowledge base. There then 

exists another knowledge base for each concept which only applies assuming that 

concept is satisfied. Thus, whenever a concept is reached another knowledge base is 

immediately considered in order to reach another concept or a final classification 

(Beydoun and Hoffmann 2001). This approach is certainly distinct to that of 

Mulholland’s, but does have similar traits. Where Mulholland had several pre-

defined knowledge bases to determine several significant values, Beydoun allows 

the expert to create several such knowledge bases with similar purpose as they find 

the need for them. The major difference is that where Mulholland allowed for 

unknown data and tried to recursively iterate through these knowledge bases until a 

sufficient amount was known, Beydoun does not. The knowledge bases are inferred 
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in the normal single classification RDR fashion, with each knowledge base always 

producing a single classification (Beydoun and Hoffmann 2001). 

Like Recursive RDR, Nested RDR is also vulnerable to cyclic definitions. To 

prevent these situations two simple policies are enforced. First, it is not allowed to 

define a concept which is circular or recursive. That is, you cannot create a concept 

then within the scope of that concept’s knowledge base refer back to the parent 

concept either directly or indirectly. Second, if an inconsistency occurs as a result of 

a refinement the expert makes to correct a misclassified case, then the expert may 

either undo that refinement and provide a replacement refinement or introduce a 

refinement to a concept in a higher abstraction layer. Essentially the expert must 

state that there is an error in an earlier concept’s definition and fix that, or the expert 

must state that there is an error in their current definition and fix that. It is (quite 

reasonably) assumed that a circular definition must be an error (Beydoun and 

Hoffmann 1997; Beydoun and Hoffmann 2001). 

This approach is reasonably robust, and is certainly more generally applicable than 

Recursive RDR (as one would expect, since Recursive RDR was designed for a 

very particular problem, although it could perhaps be adapted to others) which 

requires a very carefully defined domain and a reasonably specific problem type. It 

manages to reduce the few problems of single classification RDR substantially - 

with less cause for repetition, potentially less knowledge acquisition required, and 

the ability for the expert to express themselves in terms of intermediate concepts – 

without significantly sacrificing the important features of RDR in terms of 

maintainability and usability. Further to this, it is suggested that Nested RDR could 

be easily applied to MCRDR domains as well in the same manner as it is applied to 

single classification RDR domains (Beydoun and Hoffmann 2001) although this has 

not been done. However, it does have its own shortcomings. 

Nested RDR makes distinctions between intermediate concepts and classifications. 

It is not allowing the expert to make rules based on one or more classifications; it is 

allowing the expert to make rules which apply in the context of an intermediate 

concept being true. This distinction perhaps stems from the fact that Nested RDR 

has not been applied in a multiple classification way, so there is never any 

possibility of more than one classification holding true, and as such there is no 
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scope for producing a particular classification based on the presence or absence of 

another. This limits its applicability in some ways for configuration or planning 

style problems where it is possible that the presence of a particular classification or 

classifications (or indeed, the lack thereof) is the motivating factor to produce 

another classification, and in which both outcomes are a requisite of the correct 

solution. Further to this, the use of intermediate concepts in Nested RDR is in some 

ways rigid, lacking some of the elegance that Mulholland’s Recursive RDR has in 

providing the ability to gradually refine the knowledge as the case is recursively fed 

into the knowledge base again with more and more known facts. 

4.2.2 Multiple Classification Approaches 

As well as the existing single classification approaches to this problem, there is also 

a multiple classification approach. Unlike the other methods which extended RDR, 

this approach was developed as an extension of MCRDR in particular. It is noted 

that in many ways a multiple classification domain is more suited to the features 

being discussed here, since it is known that some classifications are determined as a 

result of other classifications in these environments. It is also worth re-iterating that 

the Recursive RDR method was an example of this, but was developed using 

multiple single classification RDR systems presumably due to the lack of an 

available alternative at the time. 

Repeat Inference MCRDR 

The term Repeat Inference MCRDR is very poorly defined, and was perhaps born 

more out of discussion than actual implementation or publication. Of the two 

documents that have been identified which feature the term “Repeat Inference 

MCRDR”, Suryanto’s and Finlayson’s PhD theses, neither makes it clear where the 

term originated with Suryanto providing no reference at all (Suryanto 2005) and 

Finlayson providing a series of references which never themselves use the term 

(Finlayson 2008). Despite this, they are largely in agreement as to how they define 

the term themselves, and it does appear to have been born from publications by 

Compton and Richards in 1999 and 2000 in which a proposition for an extension to 

RDR was made in light of experiences with the Ion Chromatography (Mulholland 

1995) and Sisyphus-I (Richards and Compton 1999) systems described earlier 

(Compton and Richards 1999; Compton and Richards 2000). 
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The Repeat Inference MCRDR approach is essentially the same as a standard 

MCRDR approach in most regards, only it, like Nested RDR, allows the creation of 

intermediate classifications and modifies the inference process to handle this new 

feature (Compton and Richards 2000). This modification of the inference process is 

both its strength and its weakness as a method. 

When performing an inference with Repeat Inference MCRDR the process is 

essentially similar to standard MCRDR except for three key features (Compton and 

Richards 2000).  

1. The rules are inferred in strict chronological order of creation. 

2. No retractions are allowed. A classification cannot be added then later 

removed. 

3. The inference is recursively repeated, inserting the results to date as 

attributes of the case at each step, so long as changes are still being made to 

the result list. 

By enforcing features 1 and 2 Repeat Inference MCRDR is able to side-step the 

issues of cyclic definitions which could otherwise plague the approach. However, 

this is also a somewhat limiting factor as the expert can become trapped with their 

past decisions, perhaps needing to make an exception to a past rule in order to be 

able to create the new rule they currently wish to make. As well as this, no interplay 

is possible between newer and older rules. That is, the newly added classification 

cannot in turn shut down a classification which was previously held to be true. Why 

should it hold that just because the expert created one rule before they created 

another rule that it is somehow more important? It would perhaps be preferable in 

some situations that the interplay between these classifications be preserved, so long 

as a final classification can be eventually resolved. However, it is conceded that in 

many or even most domains this level of freedom is probably not required, and that 

the Repeat Inference MCRDR approach would be perfectly suitable. It is perhaps 

only for the sake of ease of use and aesthetic elegance that one might argue against 

this approach, as it will not necessarily restrict the expert from reaching the 

outcomes they desire, but it may require the definition of more rules than might 

otherwise be necessary. 
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General RDR 

In 2004 a further extension and generalisation of the RDR approach was proposed, 

which was inclusive of the Repeat Inference MCRDR features described above, but 

also posited that a particular piece of knowledge did not have to be a rule but could 

instead be another KBS, or indeed any type of program, if the expert so desired 

(Compton, Cao et al. 2004). With this approach the hope is that far more complex 

systems will be able to be developed by joining together modular components that 

are good at particular sub-tasks. 

Of course the obvious complication to such an approach is that a standardised input 

and output mechanism would need to be agreed upon whereby the given program 

expects input of the type that the broader KBS provides it and returns output of the 

type that the broader KBS expects, but this is not a complicated technical problem, 

but simply a matter of communication and agreement. 

The Generalised RDR (GRDR) approach has been applied by combining multiple 

machine learning systems into a larger GRDR system for the task of detecting 

honeycombing in lung images (Singh and Compton 2005), and more recently to the 

task of complex multi-agent interactions in the simulated robo-cup soccer domain 

(Finlayson 2008). 

4.3 Method 

The approach suggested here is essentially covering much of the same ground as 

Repeat Inference MCRDR/GRDR and Nested RDR, but it approaches the problem 

from a different direction and attempts to solve configuration, allocation and 

planning style challenges within one enhanced knowledge base structure. It forgoes 

the restrictions of chronological ordering and disallowing retractions, instead opting 

for an approach which can allow a solution to gradually resolve, potentially after 

much interplay between competing classifications. Due to the resultant knowledge 

base structure and inference process, and the fact it is an extension of MCRDR, it 

has been named Multiple Classification Ripple Round Rules (MCRRR). 

4.3.1 Knowledge Representation 

As was discussed in the initial Literature Review chapter, an important step in 

designing an intelligent system is to have a sufficient scheme for knowledge 

representation. The MCRDR n-tree representation of knowledge, which is also 
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described in the Literature Review chapter, has been very successful for modelling 

knowledge in typical expert classification tasks such as medical diagnosis. 

However, it is clearly incapable of representing knowledge which is dependent on 

the presence of other knowledge such as is needed for a complex configuration task. 

RIMCRDR’s approach to solving this shortcoming was to add very little to the 

knowledge representation schema, allowing the expert to create a rule which used a 

classification, but little more. The main focus was on allowing this structure to be 

repeatedly inferred, inserting each classification of an earlier inference as another 

fact that applied to the current case as it was found. Unfortunately, with this method 

it becomes impossible to retract a classification once it has been found, and a strict 

chronological order of rule traversal is required, although it is conceded that, by 

applying some extensions to this method, retractions may be plausible. In traditional 

rule based expert systems this was perhaps less of a limitation, as rules were never 

stopped; they were either satisfied or they were not. In the MCRDR arena, however, 

rules can have exceptions which supersede their initial classifications, replacing the 

parent classification in the event that the child refinement is satisfied. If retractions 

are not allowed then it is not possible to define an exception which uses a 

classification as part of its rule conditions, as this exception would potentially 

retract the earlier classification when its requirements are satisfied at a later stage in 

the inference. An example of this is shown in Figure 4-1. In practice, an expert 

using an RIMCRDR system might ultimately find an alternate way to define the 

rule they desire. However, it is thought that this apparently unreasonable refusal to 

allow the expert to define the rule they initially “want” to define may be of some 

irritation to the expert in situations where they feel that it is the most natural way to 

express their knowledge. 

 

Root – Always true 

IF X,Y then 

ClassA 

IF ClassB 

then ClassE 

IF Z then 

ClassB 

Figure 4-1 An example of an exception which uses a classification as a condition of its 
rule. This rule could not be represented with the RIMCRDR knowledge representation 
scheme. 
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Certainly, restricting what types of rules the expert may assert at various points in 

the knowledge base, and enforcing a strict inference order, serves the practical 

purpose of making the RIMCRDR method easier to implement. The question still 

remains, however, are these restrictions necessary, or can a more flexible system be 

devised without loss? 

It appeared likely that in order to provide this level of flexibility a modified 

knowledge representation schema is required. However, it is important that in 

creating this new schema no feature of the RDR philosophy should be lost, as this 

may compromise the method’s core selling points of not requiring a knowledge 

engineer, being easy to maintain, and being scalable.  

To this end the n-tree structure of MCRDR was overhauled, such that it was closer 

to a directed graph in design, similar in ways to Exception Directed Acyclic Graphs 

(Gaines 1995). However, to preserve the original features of MCRDR no parts of its 

knowledge representation were at all removed; the properties to make it a graph 

were simply added separately. 

A node in a traditional MCRDR tree will typically be defined as such: 

- Parent 

o A reference back to the parent node. 

- Children 

o A list of all children that this node has. 

- Rule 

o The rule conditions. 

- Classification 

o The classification that should be added if the rule is satisfied. 

Alternatively, it may be defined with an equivalent variant, such as each node 

having a list of siblings on the same level instead of a list of children, but the end 

result is much the same, barring some slight differences when traversing the data 

structure.  

This data structure remained relatively untouched, adding only one new variable, 

being a list of switches. Each switch represents a classification which must hold true 

in order for the rule to fire, and is defined as: 
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- Satisfied 

o An integer that defines how turned on or turned off the switch is. 0 is 

completely off, but for each instance of this switch’s classification 

being added to the result list this value will increase by 1. If these 

classifications are removed later, the value will decrease by 1. By 

using a counter, rather than a Boolean state, it is easy to keep track of 

how many times a classification has been added to the result set, 

since the classification can potentially be reached through multiple 

paths. For example, if Class A has been added to the result set 

through three separate paths in the knowledge base, then retracting 

any one of these paths is not enough to require a re-inference of 

Class A’s dependents. It is only when all three paths have been 

retracted that a re-inference is required. 

- Default state 

o A Boolean which indicates whether the switch is one that is off by 

default or on by default. In other words, whether the switch is for a 

“class present” or “class not present” style of rule. 

- Classification 

o The classification this switch is for. 

Further to this, the classification class itself is modified. It goes from being simply a 

representation of the classification (such as a simple string), to: 

- Classification 

o A primitive data-type (typically a string) which defines this 

classifications output. 

- Dependents 

o A list of all nodes (and therefore their associated switches) which 

depend on this classification in order to be able to fire. 

- Dependencies 

o A list of all the classifications which this classification may depend 

upon in order to fire. Must include information on whether it is a 

positive or negative dependency (class present or class not present). 

- Dependencies Visited 
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o A list which is tied to Dependencies. A set of flags to indicate 

whether a particular dependency has been searched yet. This will be 

discussed later when talking about cycles. 

Other than these changes, the data structures remain essentially the same as in 

normal MCRDR. It should be clear that the original MCRDR n-tree remains 

entirely intact; it has just been augmented with other links which can cause a call-

back to a previously evaluated node when the need arises.  

For the sake of simplicity when describing various features of the knowledge base a 

graphical representation will be employed which makes use of three boxes. The top 

box containing the switches for the rule, the bottom left box containing the normal 

rule conditions, and the right-most box containing the rule’s classification. Each 

rule will be connected to other rules with a solid line to indicate a parent-child 

relationship, and a dashed line to indicate the relationship between a classification 

and a switch. An example of this is given in Figure 4-2. In this example a case 

[X,Y,Z] should fire with ClassA and ClassC, while a case of just [X,Y] should fire 

ClassA only and a case [Z] should fire ClassB only. 

 

Switches 

Conditions Classification 

Root – Always true 

 

X & Y ClassA 

 

Z ClassB 

ClassA 

 ClassC 

Figure 4-2 An example representation of a simple MCRRR knowledge base. 
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4.3.2 Inference 

Of course having changed the structure of the knowledge representation it is also 

necessary that the inference process must change. The changes to the knowledge 

base data structures themselves are not overly complex, but unfortunately the task 

of inferring this new knowledge base structure is significantly more complicated 

than in traditional MCRDR. 

In traditional MCRDR the inference process is typically a recursive function, which 

takes the root node of the tree as a parameter initially and is shown in Figure 4-3. 

As can be seen, it is a reasonably simple recursive definition which searches down 

any path which has a satisfied rule to the deepest satisfied node, which it then adds 

to the result list. 

infer(Node) :- 

{ 

 If (Node’s rule is satisfied 

AND all of its children’s rules aren’t) 

  Add Node to the result list 

 If (Node’s rule is satisfied) 

 For each of Node’s children 

   infer(child) 

} 

Figure 4-3 The MCRDR inference algorithm (Kang 1995). 

With our new approach however, it is immediately obvious that this algorithm will 

be insufficient. Obviously the algorithm will need to check not just if the rule is 

satisfied, but that the switches are all on, although this can be easily achieved by 

modifying your “satisfied rule” function. But perhaps more importantly a 

mechanism to turn these switches on and off must be inserted.  

In the event of a switch being turned on, any node which has that switch must be re-

evaluated, as the situation has changed. Similarly, whenever a switch gets turned off 

the nodes which are now unsatisfied must be removed. To make it even more 

challenging, the process of turning on or turning off a switch and thus adding or 

removing a classification to the result list may, in turn, turn on or off other switches 

which may then facilitate their own changes and so forth. The resultant inference 

algorithm is shown in Figure 4-4. Note that in this pseudo-code it is assumed that 

“Node’s rule is satisfied” also checks that any switches are turned on. 

infer(Node, Case) :- 
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{ 

clearResult(Node, Case) 

 If (Node’s rule is satisfied 

AND all of its children’s rules aren’t) 

  If (All Node’s parent rules are satisfied) 

   Add Node to result list 

   Mark Node as having fired 

   Activate all dependents of Node’s class 

  

For each node that changed state  

    infer(ActivatedNode, Case) 

 

If (Node has a non-root parent rule) 

  clearResult(Node’s parent) 

 

For each Child that is not currently marked avoid 

 Clear avoid markers 

infer(Child, Case) 

} 

 

clearResult(Node, Case) :- 

{ 

 If (Node is marked as having fired) 

  Remove it from the result set 

  Clear its fired flag 

  Deactivate all dependents of Nodes class 

  For each node that changed state 

   infer(DeactivatedNode, Case) 

  If (Node has a non-root parent rule 

AND all Node’s parent rules are satisfied 

AND no siblings are satisfied) 

 Mark Node to avoid 

infer(Node’s parent, Case) 

} 

Figure 4-4 The MCRRR inference algorithm. 

Even when expressed in pseudo-code the inference algorithm does bear further 

explanation: - 

1. Since a node can be visited multiple times there must be a provision to 

ensure that a node cannot be added to the result list multiple times. This is 

handled by the first line of the infer function, which will remove the current 

node from the result set if the current node is already in it. To make this 

process more optimal each node has a fired flag. These flags must be reset to 

false before starting an inference. 

2. When a node is added to the result list this has further repercussions. Every 

node which has the current node’s classification as a switch must have the 
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switch adjusted appropriately to reflect that the classification is now present 

on the case. In the case of positive switches, which require the class to be 

present to fire, the switch will be incremented by 1. In the case of negative 

switches, which require the class to be NOT present to fire, the switch will 

be decremented by 1. If a switch changes state through this process by being 

decremented to 0 or incremented off 0 then it must be re-inferred. 

3. Because a node which is activated or deactivated may be a child node its 

parent may be already in the result list incorrectly. So when a child node has 

been added to the result list it is necessary to ensure that its parent is re-

inferred in order to remove it safely, as it may have its own dependents. 

However, when a parent is re-inferred it will automatically check its 

children to see if it is superseded by any satisfied children. To prevent an 

infinite loop situation here it is necessary to ensure that the current node is 

marked to avoid when calling an inference on its parent. Then, when 

checking the children the algorithm will know not to ignore that child, but 

only for one iteration of the infer function, as this will be reset immediately 

to ensure that if the child should be checked at a later iteration of the 

inference process, it is. However, if the parent node is not in the result list 

anyway because it has a satisfied child (or there is a satisfied sibling, if you 

prefer), there is no need to re-evaluate it as nothing should change. 

4. Further to this, it is possible that a child will be evaluated before its parents 

have been, by virtue of having one or more of its switches activated. Due to 

this it is necessary to check that all parents are satisfied before attempting to 

add a node to the result list. 

This inference algorithm obviously does away with some of the computational 

efficiency of MCRDR in four areas: removing nodes from the result list, checking 

parent nodes to ensure they are satisfied, activating/deactivating dependent 

switches, and re-visiting nodes. The first three are minor considerations in practice. 

The size of the result list is unlikely to be very large, and even if it were it can be 

indexed so searching it to remove a node can be a highly efficient process. It is 

unlikely that there will be a large number of parents since MCRDR knowledge 

bases are typically very shallow, only very rarely exceeding a depth of 5 (Kang, 

Compton et al. 1995; Kang 1995; Bindoff, Kang et al. 2007). Activating and 
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deactivating dependent switches is again a simple task, as the lists of dependents are 

maintained for each classification and unlikely to get very large with the absolute 

worst-case size being n-1 where n is the number of rules in the system, and the 

process involves little more than traversing them, adjusting a value and taking note 

if their state changes. With regards to re-visiting nodes, it is a necessity in order to 

provide the desired level of functionality, and it is likely (although very difficult to 

prove) that this approach will see less node re-visitation than RIMCRDR, since 

nodes are only revisited when their state is known to have changed while 

RIMCRDR will re-infer the entire knowledge base after each iteration. Even still, 

node revisitation is of little concern since it takes very little processing to evaluate 

whether a node is satisfied or not. It is conceivable that for very, very large 

knowledge bases with a high level of inter-dependencies between classifications 

this inference approach will become noticeably slow on current hardware, but it is 

difficult to imagine a competing approach that would perform better. To answer 

these questions, the efficiency of this method is evaluated under a range of 

conditions later in the Simulation Studies chapter. 

4.3.3 Knowledge Acquisition 

The other consequence of a new knowledge representation scheme and inference 

algorithm is the need for an updated knowledge acquisition process. However, it is 

desirable that from the expert’s point of view the process remains largely 

unchanged. The RDR philosophy has always maintained that the expert should not 

be required to make any knowledge engineering decision; they should be merely 

stating that any given classification is correct or incorrect and the reasons why. It 

was thought to be preferable that the expert not be required to make any decisions 

about where a new rule should be located, such as the Nested RDR approach can 

require (Beydoun and Hoffmann 2001). 

Considering this, the knowledge acquisition process remains effectively unchanged 

for the expert in MCRRR. However, the expert is able to express not just normal 

rule conditions such as Age > 50 or Name = “Ivan”, but also classifications such as 

“ClassA is true” or “ClassB is false” or “present” or “not present” if you prefer. 

They are able to express these additional conditions in much the same way as they 

would normally select a rule condition, by selecting the classification from a list and 

expressing the value, in this case only true (present) or false (not present).  
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With RDR approaches all rule conditions must be satisfied for the rule to fire and 

the same holds true here. The only change is that the expert is able to express their 

rules with a greater range of freedom. 

However, behind the scenes there are some further changes to the task. Obviously 

the switches that represent these classifications used as conditions in the rule need 

to be appropriately added to the nodes that are inserted, but this task is trivial. The 

more complicated task is ensuring that the expert does not insert cyclic rules. 

Cyclic Rules 

The risk with any KBS where classifications can be used to trigger subsequent 

classifications is that a cycle will be introduced, such as that in Figure 4-5. In such 

a situation the inference process will not be able to terminate correctly. In RDR 

style applications of this functionality there have been, broadly speaking, three 

approaches to solving this problem. The RIMCRDR approach is to not allow the 

introduction of cycles by forcing the knowledge base to be traversed 

chronologically in order of rule creation, and to not allow retractions. It has already 

been discussed why this is, in some circumstances, perhaps undesirable from the 

expert’s perspective. The Nested RDR approach is to explicitly detect when a cycle 

is occurring and ask the expert to intervene by adding a new rule in one of several 

locations where it might remove the cycle, or by removing the rule which is causing 

the cycle. This is also undesirable in some regards, as it requires the expert to make 

decisions as to whether they should be removing rules, or indeed where they should 

be placing rules. However, the Nested RDR approach does offer more in terms of 

flexibility of control, which does make it an attractive prospect in some regards. 

The Recursive RDR approach did not really manage to remove cyclic rule 

definitions, it just tried to make them unlikely, and then prompted the expert to shut 

down a potential solution (on a per inference basis) if they did occur. This is also 

requiring extra work of the expert, and removes the guarantee of a particular 

knowledge base providing a particular outcome for a particular case – which is 

important in RDR when considering the problem of cornerstone cases. 

To date it is apparent that every strategy for handling cyclic rule definitions has its 

own drawbacks. It is certainly a difficult issue to deal with. The MCRRR approach 
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could use any of these strategies with little modification, but instead a new strategy 

was employed, which is closest in practice to Nested RDR’s approach. 

Following the same assumption that has been made previously, that the expert 

should not be defining cyclic rules, and that they are doing this only in error, it was 

decided that the expert should not be allowed to define cyclic rules. It is difficult for 

the expert to see that the rule they are creating will cause a cycle, as they have likely 

been training the system over the course of a long time period (at least hours) and 

will not remember exactly how they defined all their previous rules. Even if they 

did, it is unlikely they would be able to do the mental processing required to realise 

that a cycle has been introduced in even moderately complex knowledge bases. 

However, just as it is easy for the RDR system to find cornerstone cases, it is easy 

for it to detect that the expert is trying to define a rule that is cyclic. 

 

There are two common ways to do this algorithmically in a directed graph structure, 

the first and probably most common is to perform a topological sort on the graph, as 

described by Kahn (Kahn 1962), and is shown in Figure 4-6. If a sorted topology 

cannot be found then there is a cycle. This solution is efficient when considering a 

whole graph, but in the context of MCRRR it is known that we only need to search 

for cycles on those classifications which are in the new rule that the expert is 

currently attempting to create, so this seems unnecessary. 

L ← Empty list that will contain the sorted elements 

Root – Always true 

 

X & Y ClassA 

ClassA 

Z ClassB 

ClassB 

 ClassC 

Figure 4-5 A simple example of a cyclic knowledge base. 
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S ← Set of all nodes with no incoming edges 

while S is non-empty do 

    remove a node n from S 

    insert n into L 

    for each node m with an edge e from n to m do 

        remove edge e from the graph 

        if m has no other incoming edges then 

            insert m into S 

if graph has edges then 

    output error message (graph has at least one cycle) 

else  

    output message (proposed topologically sorted order: 

L) 

Figure 4-6 Psuedo-code for a topological sort of a directed acyclic graph (Kahn 1962). 

As such, the approach for detecting cycles which was chosen for this study was the 

use of dependency lists, or chains. With this approach each classification must store 

a list of classifications which it is dependent upon. It is then possible to search 

through the dependencies for items in the chain that indicate a paradox. The 

advantage of this approach is that the program need only search through those 

classifications which are relevant to the rule the expert is currently trying to create, 

and also that it identifies the rules which are causing the cycle. This approach 

intuitively seemed better, however, in practice its advantages are wiped out. The 

computational efficiency of this approach is directly comparable to Kahn’s 

topological sort, yet Kahn’s algorithm has the benefit of years of common usage 

and research, making it the proven choice. For future implementations the decision 

to use dependency chains should be re-evaluated with the benefit of hindsight. 

With the dependency chain approach it is necessary to model the dependencies very 

carefully and ensure that they stay up to date; as such the task is described here: - 

1. When creating a rule which uses classifications as conditions (has switches), 

the classification of that rule is dependent on the classifications of each of 

these switches. 

2. When creating an exception rule the new rule’s classification is dependent 

on all of its ancestor’s switches classifications going back to the root node. 

3. When creating an exception rule which uses classifications as conditions, its 

parent’s classification is dependent on the child’s switches classifications 

being false. 
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Assuming all these dependencies are maintained the task of searching for cycles can 

be performed. This algorithm is laid out in Figure 4-7, and must be called on each 

classification in turn. It is also worth mentioning that it is unnecessary to check for 

cycles on the STOP classification, and is likely to be a reasonable optimisation to 

apply, since the STOP classification will have many dependencies in systems where 

it is used regularly. 

reset visited flags for all classifications 

return causesChain(Classification, Classification) 

 

causesChain(Current, Comparison) :- 

{ 

 result = false 

 for each dependency of Current 

  if (dependency not visited) 

   mark dependency visited 

   if (dependency is same class as 

Comparison) 

    if (dependency’s type == false) 

return true; 

   result = causesChain(dependency, 

Comparison); 

if (result is true) 

return true; 

 return result; 

} 

Figure 4-7 The cycle detection algorithm used in this study. 

To explain this algorithm a little more summarily, it searches from classification to 

classification in the dependency lists making sure never to visit the same 

classification twice. If it ever discovers a dependency which states the opposite of 

the comparison classification (the one we are checking) then it will have detected a 

cycle, and this will get passed back down through the recursion. This algorithm 

must be executed for each classification involved in the new rule being added, 

including classifications used as conditions, the classification of the new rule, and 

the classifications of parent rules. 

There are several types of cycles which should be detected by this algorithm. These 

are laid out here to give the reader a little more insight as to how cycles can become 

introduced and some practical examples of how these will be detected with this 

approach. The first and simplest of these is shown in Figure 4-8. This type of cycle 

can be expressly detected just by stating that the expert is not allowed to create 
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exception rules which are dependent on their parent’s classification, but using the 

cycle detection algorithm above this should still be detected since when creating the 

exception rule the dependency ClassA->!ClassA (read: ClassA depends on ClassA 

not being present) should be declared, indicating the presence of a cycle. 

 

The second simplest example of a cycle is the one which was shown earlier in 

Figure 4-5. For this example when creating the exception rule, ClassB is already 

dependent on ClassA, so when it asserts that ClassA is dependent on ClassB being 

not present we can detect another cycle. ClassB->ClassA->!ClassB. 

The next example, shown in Figure 4-9, is a little more convoluted. In this case the 

cycle could be introduced by the creation of either of the exception rules. If the left-

most exception is created last then at this stage ClassB is dependent on ClassA, and 

ClassC is dependent on ClassA. Then when we assert that ClassD is dependent on 

ClassC, and ClassA is dependent on not ClassC we should be able to find a cycle. 

We will not initially discover it when checking ClassD, but we should be able to 

identify it when checking ClassC. ClassC->ClassA->!ClassC. If we create the right-

most exception last then ClassB will be dependent on ClassA, ClassA will be 

dependent on ClassC not being present, and ClassD will be dependent on ClassC. 

At this stage when we attempt to assert that ClassC is dependent on ClassA we 

should discover that ClassC->ClassA->!ClassC. 

Root – Always true 

 

X ClassA 

ClassA 

 STOP 

Figure 4-8 The simplest example of a cycle. 
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The fourth example, and the last that will be given here, demonstrates how class not 

present type switches can complicate the issue further, as seen in Figure 4-10. In 

this example if we consider the creation of the last rule being that at the bottom-

right. Until this stage we had ClassB dependent on !ClassA, ClassD dependent on 

ClassC, ClassA dependent on !ClassC. When we introduce ClassE dependent on 

ClassB and ClassC dependent on !ClassB we will find that ClassC->!ClassB-

>!ClassA->!ClassC. Ultimately, through the dependency chain, ClassC can be 

dependent on itself not being present and this is a cycle.  

 

Root – Always true 

 

X ClassA 

!ClassA 

X ClassB 

 

X ClassC 

ClassB 

 ClassE 

ClassC 

 ClassD 

Root – Always true 

 

X & Y ClassA 

ClassA 

Z ClassB 

ClassC 

 ClassD 

 

 ClassC 

Figure 4-9 A third example of a cycle. 

Figure 4-10 A fourth example of a cycle. Inclusive of class not present conditions. 
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It is important to remember that although these examples are very simple, in 

practice there is likely to be multiple dependencies for each classification, so the 

search path will not be so linear and cycles are likely to be found by far more 

convoluted paths. However, the algorithm detailed above should handle them 

appropriately, as all paths are searched. 

In the event that the expert does create a cyclic rule they are simply informed that 

the rule they are trying to create has the potential to cause a cycle, and as such 

cannot be defined. With the dependency list approach it is also possible to inform 

the expert which classification is reporting the conflict, and indeed show them the 

chain of dependencies. This is perhaps the most significant advantage that the 

dependency chain approach has over the topological sort approach. Armed with this 

information it is expected that it will ordinarily be quite easy for the expert to define 

their rule slightly differently and avoid the cycle. In the absolute worst case the 

expert will have to define their rule using the relevant classification’s original 

conditions, rather than the classification itself, although it is expected that the 

knowledge base would have to grow quite large and have a very high level of 

interdependent classifications before this would be required in practice. 

It is also important to consider that when the expert does attempt to create a rule 

which is detected as being cyclic the new dependencies will already have been 

added to each relevant classification. However, since the rule is not ultimately being 

added, these recently added dependencies must be discarded. The simplest way to 

do this is to add these dependencies only in the scope of a temporary copy of the 

knowledge base, replacing the knowledge base with this one if the rule successfully 

adds, or reverting back to the original knowledge base if the rule fails to add. It is 

worth reminding the reader that this same process is followed for all new rules in 

RDR systems anyway, since the rule is only added permanently to the knowledge 

base when there are no more cornerstone cases left to consider, so there is no 

additional cost here. 

Cornerstone Cases 

The issue of cornerstone cases must also be considered in light of the new 

functionality. A cornerstone case in a traditional MCRDR system is defined as 

being any case for which a knowledge acquisition event occurred, which would also 
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fire on the new rule that the expert is currently trying to create (Kang 1995). In 

reality, this definition is sometimes inadequate. By only looking at cases for which 

knowledge acquisition events occurred, you are leaving open the potential for cases 

which the expert has previously assessed as being correct having an additional 

classification added or an existing classification removed incorrectly. This is 

unlikely, but possible, so in situations where it is imperative that past accepted cases 

remain unaltered it is necessary to treat all previously accepted cases as cornerstone 

cases (Kang 1995). In this event the definition becomes any case which the expert 

has previously evaluated and assessed as being entirely correct, and which would 

fire on the new rule that the expert is currently trying to create. 

The concern here is that the expert will be presented with too many cornerstone 

cases, and have to provide overly specific rules in order to remove all those which 

are incorrect. In practice this has been shown in past systems to be untrue, with the 

expert typically having to deal with only 2 to 3 cornerstone cases on average (Kang, 

Compton et al. 1995; Bindoff, Kang et al. 2007). However, MCRDR provides a 

highly optimised approach for identifying cornerstone cases by storing them against 

each rule, so the system must only determine whether the cases listed at the location 

in which the rule is being added will also fire on the new rule. 

With MCRRR this is complicated by the addition of the switches. It now becomes 

necessary to know also which classifications the system finds for the cases, in order 

to determine whether the case is indeed a cornerstone for this new rule. When 

adding a new rule we are also adding a new classification to the result set for that 

case, yet the conditions for which that new rule being added were satisfied are 

actually the conditions of the case (including its classifications) immediately before 

the new rule was added. As such, if the RDR cornerstone case philosophy is to be 

adhered to, a new cornerstone case would have to be stored every time a new rule 

with a classification was added to a case (at least if the rule for this classification 

included one or more switches). So, in domains where there are many 

classifications for each case, there may well be multiple cornerstone cases generated 

from a single case. This could conceivably result in more cornerstone cases than 

there are cases in the system. 
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However, the problem goes deeper than this. Each new classification that is added 

(or removed by an exception) can potentially result in past classifications being 

retracted, or more additional classifications being added, either of which may have 

further follow on effects. This has repercussions when attempting to find valid 

cornerstone cases while adding a new rule, since it is not sufficient to simply fetch a 

set of cornerstone cases which match the rule criteria. If the classification of the 

new rule has impacts on the classifications of the cornerstone cases then cornerstone 

cases might potentially be retrieved which report false classifications. For example, 

consider a case [x, y, z, Class A, Class B], to which we are applying a new rule if x, 

Class A then Class C. The system might look through the past case list and identify 

the case [q, x, z, Class A] as a cornerstone case, which seems correct. However, if 

there is already another rule already in the knowledge base which states if q, Class 

C then Class D, the Class D classification will be missing from the cornerstone 

case. This may seem unimportant, but the missing classification(s) could potentially 

be the important difference that the expert needs to select to eliminate the 

cornerstone case. 

The end result of this was that it was functionally difficult to store the potential list 

of cornerstone cases against each node, as was done in MCRDR. The cornerstone 

cases clearly had to be re-inferenced when creating the new rules, so as to avoid the 

incorrect classification set problem described above, and the correct storage of 

cornerstone cases appeared to require storing potentially many cornerstone cases to 

represent a single case! When considering these problems, the potential 

complications and overheads involved in attempting to maintain, for each node, the 

current context of all cases seemed a sufficiently complex task that it would be 

simpler to just check all previously seen cases against the new rule when it is added 

to the temporary knowledge base. So, the process of determining the cornerstone 

cases for a new rule involves adding the new rule to a temporary knowledge base, 

running an inference using this temporary knowledge base against all previously 

expert-approved cases, and asserting that any case which does have the new rule in 

its result list is a cornerstone. The assumption here is that the overhead of running 

an inference process for potentially thousands of previously seen cases is not going 

to be particularly high, and this is certainly true for traditional MCRDR. It was 

believed that this would remain true with MCRRR, as the additional computational 
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overheads of a single inference compared to MCRDR were not thought to be 

substantial. However, it was conceded that for systems with either a very complex 

knowledge base or a very large set of approved cases (or a combination thereof) this 

may become an issue where it would otherwise not be in MCRDR. Precisely where 

this might become an issue is explored further in the Simulated Studies section of 

this thesis. There may well be strategies which can be employed to reduce the 

number of cornerstone cases that must be considered, but this has not been explored 

in this study, although they may need to be considered before MCRRR can be 

applied to some large, complex domains. These strategies for cornerstone case 

indexing and retrieval are discussed further in the Further Work section of the 

Simulated Studies chapter. 

From the expert’s perspective the cornerstone cases remained virtually unchanged. 

The expert will see those cornerstone cases which apply to their rule so far, and they 

must either select relevant differences between the case and each cornerstone case, 

or they must concede that the cornerstone case in fact should have had this new 

classification applied to it, and that they missed it previously. The only additions 

here are that the expert is able to see the classifications that their current case and 

the cornerstone case have, and that they can select a classification as a difference. 

This gives them the ability to state “the difference between this case and the 

cornerstone case is that the cornerstone case did/didn’t have ClassX”. It is believed 

that this approach is in line with the general strategy of this method, which is to 

make the system virtually indistinguishable from a normal MCRDR system, except 

for the vital fact that they can now express themselves in terms of the classifications 

of the case, not just the values of the attributes of the case. Certainly no additional 

work is required of the expert. 

Multiple Solutions 

It is common for many configuration task problems to have multiple correct 

solutions for a given case. That is, the items cannot only be successfully arranged in 

a single configuration, they might just as well be placed in many other 

arrangements. This feature of configuration tasks has been given only a relatively 

small mention in the available literature, with the focus being primarily on 

providing a correct solution, not necessarily providing a range of correct options. 

This situation is quite understandable, as configuration problems are typically quite 
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difficult enough without needing to find multiple solutions, and in most domains it 

is sufficient to provide a single correct solution. If we think of classic past 

configuration problems such as XCON/R1 and Sisyphus-I, if the suggested solution 

works then it is good enough, even though there are perhaps solutions in these cases 

which might be considered “better” than others. However, the systems designed to 

solve these tasks were not specifically concerned with finding the “best” solution by 

any objective measure, since if you can objectively measure what is the best 

solution you can presumably generate the solutions automatically without need for 

an expert system. 

So as not to ignore the multiple solutions problem entirely, some consideration was 

given to the task and how it might be handled within the scope of MCRRR. It was 

determined that for tasks in which it is possible to automatically detect when a 

solution is correct, which is certainly true for some configuration tasks, then it 

should be possible to provide this facility to some extent. 

MCRRR is targeted at the idea that each module or component of the end solution 

will be an individual classification, stating which module is being placed in what 

configuration. An entire set of these classifications is intended to place all the 

modules into a solution, which is complete when all required modules are placed in 

a valid configuration. With this in mind it is possible to imagine that by removing 

individual modules/classifications the system might then, in light of that module no 

longer being present at that location, suggest an alternative way to present a 

solution. Similarly, by placing a module in a particular location the system might 

decide that in light of that module being there, other modules should perhaps be 

removed or reappropriated such that a solution is still presented. However, if it is 

not possible to determine whether a particular solution is valid or not then this 

proposal will lose its value, as it will present far too many hypothetical alternate 

solutions, the vast majority of which will tend to be incorrect solutions. If it is 

possible to determine whether a solution is correct then the system can test each 

alternate solution it finds and only display those which are valid to the expert. 

Implementing such a concept in MCRRR is fairly trivial once a method for 

determining whether a solution is correct has been identified. When the system is 

presented with a case it will attempt to solve it using its existing knowledge base as 
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normal. The results of that attempt will be displayed to the user. At this stage the 

system can then attempt to inference the case again for each classification provided, 

only with a forced removal of that classification, meaning that the particular 

classification under consideration cannot fire, and thus its switches can never be 

activated. In light of that removal some other classifications may then be able to 

successfully fire which may in turn result in other classifications and so forth, 

conceivably resulting in an alternate solution which may range from quite similar to 

vastly different to the original. If the alternate solution is a valid one, then it should 

be shown to the expert as an alternate, with an explanation such as “If you removed 

Classification Y then this solution would occur”. If for whatever reason the expert 

does prefer this alternate solution they can then create an exception rule to remove 

Classification Y and know that doing so will result in the alternate solution they 

were presented with earlier. 

Removing classifications from the solution to find alternate solutions is a fairly 

efficient way of providing alternate solutions, as the system must only re-inference 

the case as many times as there are classifications for the case. However, by itself 

this is unlikely to find alternate solutions in many cases for most domains, as it is 

not a very thorough exploration of the other paths through the knowledge base. The 

next step here is to also consider the forced addition of other classifications to the 

solution. This will involve considering the addition of all, or a selection of, the 

classifications known to the system and determining if this forced addition results in 

a valid alternate solution. It is important to remember here that an alternate solution 

must be different to the existing solution, so it is necessary to exclude the addition 

of classifications which are already present on the original solution or else the 

system will present a valid “alternative” for every classification in the solution. To 

do this with MCRRR is again quite simple, and is achieved by modifying the 

inference process to add any node which carries the classification to the result list, 

marking it as fired, locking the classification such that it cannot be removed, 

activating its dependents, then inferring the case as normal. 

After considering removals and additions a sufficiently interdependent knowledge 

base (such as those configuration tasks are likely to have) is likely to suggest a 

considerable number of alternate solutions. It is also probable that the system will 

be able to suggest solutions to cases which it actually does not currently solve 
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correctly. However, if it is also possible to get a measure of how correct a solution 

is, it is possible to take things a step further and also suggest steps which might get 

the user closer to the correct solution, when the solution provided by the system is 

known to be incorrect. This can also be done quite easily using only the existing 

methods. In situations when the provided solution is incorrect, simply relax the 

constraints on providing alternate solutions such that they present alternate solutions 

which are better than the provided solution. 

These concepts have some similarity and grounding in the concept of prudent RDR 

(Compton, Preston et al. 1996), in that the system must have an idea of its limits. 

However, in this context it is quite different as the system simply has a measure of 

how valid their solution is, rather than having a measure of confidence in the 

particular classifications it provides. In fact, being able to suggest alternate 

solutions and indeed additions/removals which can lead to a correct solution or 

more correct solution is considered to be an entirely new feature for any RDR 

system, although this is hardly surprising since relatively little work has been done 

applying RDR methods to configuration tasks and it is typically impossible for the 

system to measure the correctness of the overall solutions it provides for a case. It is 

freely conceded that many problem domains will not be suitable for this particular 

feature of MCRRR, as measuring the validity of the solution at runtime will be 

impossible. In these domains it would still be possible to apply the method, but the 

provided alternate solutions will be many and of a generally low quality. 

4.3.4 Summary 

It is considered that the MCRRR method is now sufficiently robust and flexible to 

both handle traditional MCRDR tasks without compromise, as well as being able to 

allow the expert to express their knowledge in terms of classifications. With this 

added ability they should be able to tackle complex configuration problems, as well 

as problems that involve a high level of previously undefined grouping, and indeed 

any other problem in which it would be natural for the expert to consider the 

available set of classifications of a case when attempting to justify another 

classification. It is hoped that with this ability the RDR method will not only be 

applicable to a broader range of problem domains and require less pre-processing of 

the cases, but also will allow the expert to express themselves in terms which better 

match the way they think about the problem. 
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4.4 Traditional Classification Task – Pizza 

Suggestions 

Having developed an approach for an MCRDR based method which allows the 

creation of rules based on classifications, it was sought to test the approach. Ideally 

the approach would be tested on the medication review domain which did 

contribute to inspiring the method, but expert time and funding was not available. 

It should be mentioned that at this stage only a slightly simpler version of MCRRR 

had been developed, one which did not allow the creation of rules which fired only 

if a class was NOT present. It was otherwise very similar in approach, but the 

inference and cycle detection methods were simpler as they did not need to consider 

the extra case. It was assumed that such rules should be possible to define, but it 

was not realised how necessary they would be until the subsequent Blocks 

experiment was run, as they were never required for this particular experiment. 

In light of the need to test the method so far, it was attempted to imagine a domain 

for which data could be easily gathered, for which we had available expertise to 

appropriately train a system, and for which situations could be imagined in which it 

would make sense to define rules which used classifications as part of their 

conditions. 

As such, the Pizza Place Suggestion domain was contrived. In this domain a case 

would be comprised of an individual’s preferences – Like, Neutral or Dislike – for 

various known pizza toppings. This list of toppings was created by identifying all 

distinct toppings on the menus of five pizza restaurants in the Hobart, Tasmania 

region, resulting in 55 ingredients (attributes) per case. A total of 1640 cases were 

collected by means of a survey which was made available on the web. To help 

ensure unique respondents the survey only allowed individuals to submit one 

response per IP address and per email address. Respondents were encouraged to 

participate by means of a $20 Amazon gift card voucher prize which would go to 

one randomly selected respondent
4
. 

                                                 
4
 This study was approved by the University of Tasmania Human Research Ethics Committee, see 

application H0010094. 
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Using these cases it was possible to use personal expertise (the author’s) as well as 

menus from the five Hobart area pizza restaurants to suggest pizzas at the various 

restaurants based on their preferences. It would be roughly sought to suggest pizzas 

which had at least two or three ingredients the respondent liked, and no ingredients 

the respondent disliked. 

The assumption was that since pizzas at the various restaurants had some overlap in 

terms of the ingredients they used it would be possible to create a number of rules 

such as “IF Dominos – Margharita THEN La Bella – Margharita”. 

It is, however, freely acknowledged that the relative simplicity of such a domain 

does detract from its robustness in terms of testing the method. There are a very 

large number of possible classifications the system can make, and a variety of ways 

to reach each classification, thus there is likely to be a large number of rules that 

can be defined. However, the fact that there are many distinct classifications, and 

probably not a remarkably high degree of rules which will use a classification as a 

condition, suggests that the method for detecting cycles in the knowledge base is 

very unlikely to be at all taxed. This particular experiment is really only robust 

enough to provide evidence that the MCRRR method does still work without fault 

on a domain that would in most regards be quite suitable for MCRDR. The problem 

could, in fact, even be solved quite easily, although with less flexibility, with a 

simple database retrieval application. 

4.4.1 Results and Discussion 

The results for this study are - as with most RDR evaluations - obtained by both 

appropriately logging events as the expert uses the system and then searching the 

resultant logs for features of interest, as well as through analysis of the resultant 

knowledge base. This is largely similar to the method used for evaluation of the 

medication review prototypes in the previous chapter, with some few additional 

factors measured, as necessary, with regards to the new features. 

The system was trained by an “expert” (the author) using 100 of the cases which 

were the result of the web survey.  
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Growth of the Knowledge Base – Rules per Case 

The first evaluation undertaken on the resultant knowledge base was aimed at 

determining the growth rate of the knowledge base. This is measuring the total 

number of rules in the system as each case is assessed. When the knowledge base is 

young the expert must create many rules per case in order to correctly classify the 

case, but as the system learns increasingly more rules the expert is typically 

required to produce less rules per case as the system is already capable of providing 

most recommendations. This evaluation is a good indicator of the maturity of the 

knowledge base in any given domain. 

It can be seen in Figure 4-11 that the growth of the knowledge base was quite rapid 

in the early cases, but quickly slowed and was substantially reduced by the end of 

the study. The rate of early growth is unusually high, which is indicative of the 

typically large number of classifications per case that is particular to this domain, as 

most individuals are receptive to a very wide range of pizzas when you include all 

the options from 5 menus. This is also indicated by the simple fact that the system 

had been taught 477 rules after only 100 cases, which is an unusually large 

knowledge base for such a small study.  

 

Figure 4-11 The growth of the pizza suggestions knowledge base. 
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Specificity of the Rules – Conditions per Rule 

The next evaluation was designed to determine the complexity or specificity of each 

rule. This is approximated by simply counting the number of conditions used in 

each rule. It is typically anticipated that the rules will gradually get more specific 

(more conditions) as the knowledge base matures, as the expert will be required to 

express gradually more complete rules as the cornerstone case bank grows and the 

system has more exemplars to compare the expert’s rules to. By the same token, it 

is expected that after a certain maturity has been reached, the number of conditions 

per rule will drop as the expert will more often be defining exception rules which 

must simply state why a previous rule is incorrect, rather than a complete 

description as to why a rule should fire. 

It can be seen in Figure 4-12 that this trend has been followed with the pizza 

suggestions knowledge base, as the instances of rules with more conditions (4, 5, 6, 

7 conditions per rule) do become increasingly common as the knowledge base 

develops. Particularly after about 250 rules the frequency of single condition rules 

(which are in fact exclusively exceptions in this case) increases dramatically. 

 

Figure 4-12 The number of conditions per rule for the pizza suggestions knowledge base. 
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Accuracy of the system – Correct classifications provided by system 

The third evaluation performed seeks to determine the accuracy of the system as it 

develops, by measuring how many correct classifications the system provides the 

expert when they first open each case. Obviously, it will perform very poorly early 

in its development when it does not know how to suggest any pizzas, but will 

gradually suggest a greater percentage of the correct pizzas on each case as it learns 

how. 

The measure of accuracy is made using the equation shown in Equation 2, where 

Cf is the number of classifications found by the system, Crem is the number of 

classifications removed by the expert, Crep is the number of classifications replaced 

by the expert, and Ra is the number of rules added by the expert. 

Equation 2 Calculating the accuracy of the system's suggestions. 

�������� �
Cf 	 Crem 	 Crep

Cf � Ra
 

It is shown in Figure 4-13 that the accuracy of the system gradually improved as 

anticipated, and could be said to be around 90% accuracy on average by the 100
th

 

case. This is a similar accuracy curve to those seen on previous MCRDR systems 

including the medication review systems documented in the previous chapter 

(Bindoff, Tenni et al. 2006). 

 

Figure 4-13 The percentage of correct classifications provided by the system for each 
case. 
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Classifications 

The next evaluation to be considered concerns the classifications themselves. 

Through this evaluation it is attempted to demonstrate how many classifications 

there are in the system and what level of re-use they experienced – that is, how 

many rules used each classification. Knowing how many classifications are in the 

system and what their relative levels of re-use are allows us greater perspective on 

both the number of rules in the system and the complexity of these rules. If multiple 

rules have a particular classification this indicates that there are multiple paths 

through which an expert can reach that classification. 

In this study a total of 67 classifications including the stopping classification were 

used. Each classification excluding the stopping classification was used on average 

3.58 times, while the stopping classification was used 234 times. It can be seen in 

Figure 4-14 that some classifications were used as many as 8 or 9 times. These 

figures do not appear significantly dissimilar from past MCRDR systems, except in 

terms of the stopping classification. The stop classification was used slightly more 

than usual, suggesting the expert was being less specific than previous experts. This 

is unsurprising since the expert (being the author) is also an expert on MCRDR and 

was well aware that he could fix any errors as they arose later, and was as a result 

perhaps not as thorough as other experts might be. Another feature of this domain 

which may have skewed this figure is the complete lack of any exceptions which 

did not use the stopping classification, which is to say that there were no 

replacement rules, only new rules and stop rules. This is a feature of the domain; 

there simply were no situations in which it would have made sense to suggest a 

different pizza, because an existing suggestion was wrong, via an exception. 



139 

 

 

Figure 4-14 How many times each classification was used. 

Time Taken – Time per Rule 

This evaluation seeks to measure how long the expert spent creating each rule. It is 
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ingredients and does not dislike some ingredients. The expert is not particularly 

taxed trying to determine which conditions are the best to use for their rule. 

 

Figure 4-15 Time taken to create each rule. 
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these types of rules and only using them when it was quite obvious that the pizza in 

question was essentially the same as the existing one (all the same ingredients 

within 1) and this is reflected when looking at the actual rule conditions in question. 

This result is in many ways disappointing as it was hoped there would be more 

opportunities to employ this new type of rule in this domain. It is thought in fact 

that there likely were, but they were overlooked as it was not immediately obvious 

that a particular situation called for this type of rule. 

4.4.2 Conclusions 

The performance of the system is consistent with previous MCRDR systems, 

suggesting no ill effects caused by the enhancements. The impact of this must be 

taken with a grain of salt due to the low number of rules which used classifications 

as a condition, and the fact that this study was only concerned with a slightly 

simplified version of MCRRR which did not allow rules based on classifications not 

being present. This is not really a surprise as this study was only ever intended to 

provide a very light testing of the method, being very much a preliminary work. 

However, it does raise some interesting questions and does provide some 

confidence to press on, as well as providing significant feedback in terms of 

development, so in this way it was a successful preliminary study. 

In particular, the study suggests that simple classification tasks contain very limited 

opportunities for these types of rules, although this needs further study in a wider 

variety of domains before it would be possible to draw this conclusion with any 

confidence. 

4.4.3 Further Work 

In light of the realisations exposed by this study it became clear that to really 

evaluate the MCRRR method a more complex task was necessary. A configuration 

task was considered to be a good choice as it would inevitably require a high 

incidence of rules based on classifications, and should provide a more thorough 

stress test of the method. This work is undertaken in the remainder of this chapter. 

Additionally, some further study is necessary to determine the applicability or 

otherwise of the method to simpler domains, to aid interested parties in determining 

whether the MCRRR extension is necessary in their chosen domain. A simulated 
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experts experiment was setup to determine this, and is detailed later in the 

Simulation Studies chapter. 

4.5 Configuration Task – Blocks Placement 

Having demonstrated that MCRRR is suitable for a traditional classification task of 

which MCRDR might otherwise have been used, and that its additional 

functionality was of value in this style of problem, even if it was rather limited in 

scope, it was then sought to apply the method to a more complex task which could 

really stress the new functionality and to which the application of traditional 

MCRDR would be a known failure. 

It has been observed previously that the functionality afforded by the MCRRR 

method and its contemporaries, such as RIMCRDR and Recursive RDR, is of 

particular value in configuration tasks. One popular and fairly well known 

configuration task is the Sisyphus-I domain, which was discussed briefly earlier, 

and to which Richards and Compton previously applied a modified RDR method. 

However, as was noted in their paper, this task is insufficiently complex to really 

test a method such as MCRRR, as it is quite easily solvable without the use of any 

kind of recursive problem solver at all so long as the staff are placed into their 

offices in the correct order (Richards and Compton 1999). 

With this in mind and no other suitable domain or expert time available for 

experimentation, it was sought to contrive another domain which would sufficiently 

tax the new functionality of MCRRR, to really get some measure on if or when the 

method might break. The primary concern with the method was that the expert may 

become frustrated by their inability to create rules as the system asserts that they 

might cause a cycle. To adequately test this, the domain had to exhibit several key 

features. 

1. A fundamentally limited number of potential classifications, so as to put 

pressure on the knowledge base in terms of cycles. 

2. A very high level of interdependency between rules. That is, the majority of 

the rules should be using one or more classifications as conditions. This is 

again to ensure conditions are ripe for the eventuality of cycles. 

3. A sufficient level of complexity, such that the domain would require at least 

hundreds of rules in order to solve completely, and preferably thousands. 
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This is to make it possible to continue training the system until cycles did 

become an issue, or until it became evident they were unlikely to, in 

practice. 

To meet these requirements a blocks placement task was designed. In this task the 

expert would be presented with a 5x5 grid which randomly had between 0 and 4 

cells made unavailable. Each of these grids would make up a case in the system. 

The expert would then have to place 7 differently shaped blocks into the grid, with 

no overlap and no use of unavailable cells. The system would not be doing this 

through brute trial and error by checking all permutations; it would have to perform 

this task using its training provided by the human expert. If this problem proved too 

complex it would be possible to reduce the parameters, using a smaller grid, with 

fewer pieces. If it was shown to be too simple, it would be possible to increase the 

parameters. 

The task is very loosely designed on the concept that a building planner is trying to 

place a series of buildings on a plot of land in which some areas of the land are 

unsuitable for development, such as marshy terrain. Obviously the task is simplified 

by breaking it into evenly sized cells in a grid of a specific size, but this design 

should preserve the essential qualities of the problem without being too difficult or 

onerous a task (even without external expertise), to complete within the time 

constraints of the study. 

The task met all the requirements presented on the previous page. There was a firm 

limit on the number of classifications, since there are a limited number of locations 

each block type can be placed in. There was a high level of interdependency 

between rules, since blocks cannot overlap and there was no added function 

provided so that the expert can state “no overlap” – they must ensure the blocks do 

not overlap by creating rules which state “if (block X is not in location Y) then 

(block Z at location Y)”. The complexity was thought to be sufficient, and were it 

not, the complexity could be increased easily by altering the constraints of the 

problem. All these features together present a complex configuration task which 

was considered highly likely to push MCRRR’s features to their practical limits, 

and perhaps ultimately beyond. It was thought that if cycles were being detected too 

often, the method would lose any advantage it offers over RIMCRDR, as the expert 
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would effectively be limited in the same way – by being refused the right to create 

the rule they instinctively want to create. 

To ensure that the ability to create rules using classifications as conditions was 

integral to the adequate solving of the problem, the block shapes were designed 

such that heuristic rules might occur, as certain combinations of block placements 

would be inherently more efficient than others (presuming the space was available 

to place them in a suitable interlocking configuration). It would be in the experts’ 

interest to express these heuristics as they would reduce the knowledge acquisition 

task in subsequent cases. The resultant blocks are illustrated in Figure 4-16. Note 

that there are 8 blocks, but the expert must place only 3 of the 4 highlighted block 

types. In some cases it will be possible to place all 4, but the expert must ensure that 

only 3 of them are placed, although it can be any combination of the 3. By adding 

this extra proviso it is ensured that there will be situations in which the expert must 

remove a particular block because too many of the other blocks are already 

successfully placed, which adds a further layer of complexity to the task. 

 

An example of a fully loaded grid is shown in Figure 4-17. In this example you can 

see four heuristics in play. The black block (2) has been placed interlocking with 

the dark blue block (1), presumably with a rule such as “IF (block 2 at location 0,0) 

AND (2,1 is available) AND (1,2 is available) AND (0,3 is available) THEN (block 

1 at 0,1)”
5
.  The other one is the green (5) and crimson blocks (6), which might be 

placed with a rule such as “IF (block 5 at 2,3) AND (4,3 available) AND (4,4 

available) AND (3,4 available) THEN (block 6 at 3,3)”. The last is for the orange 

                                                 
5
 For the following section a particular block is located using the cell code for where its top left cell 

is or would be if it conceptually had one, that is, the cell where the number has been placed in the 

figure. So the dark blue block (1) is, in the example in Figure 4-17, placed at the (x,y) location 0,1  

and the crimson block (6) is placed at location 3,3 – even though these blocks do not occupy those 

cells. 

Expert must place only 3 of these. 

1 2 3 4 5 6 7 

8 

Figure 4-16 The blocks which must be placed in each grid (case). Each block has an 
identification number 1-8 from left to right. 
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and red single blocks, since the expert knows that if the black and dark blue blocks 

are interlocked in such a fashion then there will be two spaces at 0,1 and 0,2 which 

cannot be occupied by any of the other blocks that require placing. So as long as 

there is a space free there, a single block may as well be placed in it as it is 

guaranteed that no other block will be able to occupy that space. Many other such 

heuristic rules could also be defined in this same example, for example location 1,4 

in this situation could not be occupied by anything other than a single block as the 

green block (5) is located at 2,3, and cells 1,3 and 0,4 are unavailable. 

 

Obviously, in each subsequent case the number and location of the unavailable cells 

will change. Early on in training this will generally necessitate a new set of rules, 

but gradually the system is expected to have rules which will correctly place most 

blocks. However, even then it is expected that there will be situations in which the 

system will suggest several placements which end up being unsuitable because they 

will make it impossible to place another required piece or pieces. At this stage 

refinements will be necessary to remove a piece or pieces under the particular 

conditions of the current case that necessitate it, in order to be able to place them in 

a configuration which is better suited to the particulars of the current case. 

Having sufficiently designed a domain in which to test the method it was then set 

out to actually perform the experiment. It was quickly discovered that MCRRR at 

the level developed for the pizza suggestion experiment was insufficiently 

expressive, as the expert needed the ability to create rules which fired when a 

particular classification was not present. This is because when the system suggested 

cornerstone cases for a new rule the obvious difference often was that the current 

case, or the cornerstone case, did not have a particular block placed at a particular 

location. It was still possible to say that it did have that block at a different location 

0 
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0 

Figure 4-17 A fully loaded grid with 4 unavailable cells. One block remains correctly 
unplaced. 

1 2 3 4 
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in most circumstances, but to express it in those terms was to express it in a highly 

inaccurate way which would mean the error was likely to appear on future cases, 

requiring too many later refinements which should not be necessary – one to 

express each possible location that the block might be otherwise occupying. Perhaps 

worse than this, it was not possible to define a rule to correct a situation where a 

block should not have been placed at all. Obviously this was inadequate, so the 

method was updated to allow for this level of expression. By the time this 

experiment was successfully run the MCRRR method matched the description 

given earlier in the Method section, and at the time of writing had not been 

significantly altered from this state. 

Despite the intention that the MCRRR method would remove some of the need for 

additional programmer assistance, it was found necessary to provide a visual cue 

indicating how the classifications of the system look when placed on the case in the 

manner the system recommends. This is beyond the traditional simple list of outputs 

that an RDR system might normally provide, but it was decided that without this 

visual representation that, although the task was still quite possible to complete, it 

was very challenging for the expert to visualise how the blocks were placed on the 

grid and exactly which cells were unavailable. However, it is not expected that this 

simple representation significantly undermines the claim that MCRRR can reduce 

the need for extra domain-specific functionality, as it is not an enhancement or 

modification of the underlying method, but simply a different way of outputting the 

classifications and viewing the case.  

More important is the fact that the expert is provided with no form of pattern 

matching functionality or other complex functions to use in the creation of rules 

such as ‘to the right of’, ‘to the left of’, ‘above’, ‘below’ or ‘overlap’. Certainly if 

these functions were provided to the expert then fewer rules might be necessary to 

express the requisite knowledge, and the expert is even likely to find the system 

more intuitive and friendly to use. However, it is expected that the expert will be 

able to train this system to a considerably high proficiency using only the tools 

provided to them by the core method. Being able to do this in such a complex 

domain would be a significant improvement over the traditional MCRDR approach, 

with which it would be effectively futile to attempt this, as the expert would have to 



147 

 

train the system for an unacceptably long time to see any useful level of 

performance. 

To make it clear to the reader why this domain is practically unsolvable by 

traditional MCRDR methods without providing considerable extra functionality, the 

reader is asked to consider a relatively simple situation: the expert states that block 

3 (refer to Figure 4-16) cannot go at location 2,0, as the system has proposed, 

because block 1 is at location 0,0, resulting in an overlap in cell 2,0 as illustrated in 

Figure 4-17. With MCRRR the expert is able to simply state this rule in much the 

same way as described above, by making an exception to the rule which places 

piece 3 at 2,0 by stating “If block 1 at 0,0 then STOP” or perhaps, in this example, 

“If block 1 at 0,0 & 3,2 & 4,2 & 4,3 then block 4 at 3,2” which should solve the 

grid successfully. A similar rule can deal with any other overlap situation 

encountered. However, with traditional MCRDR it would ultimately be necessary to 

make an exception for each possible rule which might place piece 2 at 0,0, of which 

there may be hundreds and of which some may not yet exist. Consider then that 

there are many possible combinations of pieces which may overlap with one 

another, and you can begin to comprehend the exponential explosion of knowledge 

which would be required to express what is in MCRRR a very simple rule – and one 

which remains effective even as the knowledge base grows and new ways of 

producing the same overlaps occur. Clearly, MCRDR could handle this situation by 

giving the expert access to some kind of extra “no overlaps” function, so this is not 

necessarily the best example of a task that MCRRR can perform which MCRDR 

cannot, but it is very clearly an example of a task that MCRRR can handle in a 

relatively practical manner without extra functionality that MCRDR cannot. 
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Figure 4-18 An example of a solution suggested by the system which has shown an 
overlap. 
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The experiment was designed quite specifically to be an example of a convincingly 

genuine configuration task which was highly likely to break the MCRRR method. It 

was anticipated that the expert was likely to want to produce many rules which will 

be rejected due to the system detecting a cycle, and it appeared quite possible that 

this would eventually become so inhibiting to the expert that they may cease 

training the system in frustration. However, there was some hope that this would 

not be an issue, due to the inherent practicalities of the rules being created – since 

cyclic rules inherently make no sense. 

4.5.1 Results and Discussion 

Evaluation of this experiment remains similar to the evaluations undertaken for the 

pizza recommendations study seen earlier, although the increased complexity of the 

domain, and the fact that a much longer and more involved experiment was run 

allow a significantly broader set of evaluations to be undertaken. 

This study was undertaken with 2000 cases generated to make between 0 and 4 cells 

randomly unavailable. The expert, again being the author, trained the system using 

the first 1000 cases without the assistance of the alternate solutions 

recommendations outlined earlier in the chapter. 

Growth of the Knowledge Base – Rules per Case 

This evaluation is again a measure of the total rules in the system as each is 

progressively evaluated. The expectation here is that a sharp early rate of growth 

will be seen, particularly since it is known that each case will require at least 7 

classifications in order to be correctly solved. This growth should taper off as usual, 

although it will appear to continue growing at a reasonably high rate for quite some 

time as exceptional cases, which require a new set of rules to correctly classify, are 

likely to continue appearing intermittently and will typically require several rules at 

once in order to be completed. 

It is seen in Figure 4-19 that these expectations are confirmed, with a relatively 

high growth rate of 2.39 rules per case being observed across the first 100 cases. 

This reduces to 1.25 for the next 100 cases and stays around this area for some time, 

gradually beginning to approach a plateau around the 500 case mark with the 

growth rate dipping just below 1 at this stage. The final 100 cases exhibited a 

growth rate of only 0.38, and it was not expected that this would substantially 
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decrease within this domain without assessing at least another several hundred 

cases; hence, the termination of training was accepted at this point. The presence of 

several sharp bumps in the growth curve are testament to the periodic “exceptional” 

cases described above, where the case was found to be sometimes entirely 

unsolvable using the existing rules, so a set of exceptions and new rules was 

required in order to solve the case. It can be seen, though, that the frequency of 

these exceptional cases was decreasing, and the growth rate did gradually smooth 

out considerably as the experiment progressed. 

Despite these small differences, which can be largely attributed to the nature of the 

configuration task rather than the method itself, this growth curve is considered to 

be well within the normal bounds of a traditional MCRDR knowledge base growth 

curve. The system was trained to a considerable 1073 total rules, making it one of 

the largest manually trained RDR knowledge bases in the available literature, 

although still well under the reported 16000 or more rules achieved by a pathology 

lab using PKS’s LabWizard. However, it is considered that the total number of rules 

is much higher than it might have been were complex rule functions developed to 

allow the expert to make more general rules which could apply irrespective of their 

specific locations in the grid. Because of this, it is admitted that we cannot use the 

rule total alone as testament to the domain’s perceived complexity. 
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Figure 4-19 The growth rate of the blocks knowledge base. 

Specificity of the Rules – Conditions per Rule 

Here again the number of conditions per rule were measured, to gain some insight 

into the specificity of the rules being created. The nature of this domain dictates that 

rules will typically have a high number of conditions, as a rule will generally need 

to state that all the cells which a particular piece will occupy are available, as well 

as conditions which indicate that the particular location is a desirable location to 

place the piece at. Further to this, as the system develops the expert will often need 

to indicate why the piece is not being placed elsewhere as the system identifies 

cornerstone cases. 

It is shown in Figure 4-20 that the number of conditions per rule is quite high in 

this domain, as was expected, with one particular rule reaching 19 conditions. 

However, this is very much an outlier with the average being only 4.91 conditions 

per rule. The anticipated increase in conditions per rule was not really seen, with the 

first 500 rules averaging 4.71 compared to the next 500 rules being 4.99. This is 

likely to be due to an increased number of exceptions at this stage, in which only 

slight refinements to the rule were offered. 

 

Figure 4-20 The number of conditions per rule in the blocks experiment. 
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Classifications used as conditions 

With this domain a vast number of classifications were used as conditions in rules, 

far in excess of the eight which were identified in the pizza study. Shown in Figure 

4-21 is the number of classifications which were used as conditions in each rule. 

This graph shows that the majority of rules (72%) included at least one 

classification as a condition for this domain, with a maximum of 4 classifications 

used as conditions in a single rule. In fact, there was on average 1.20 classifications 

used as conditions per rule, with 25% of all conditions being classifications. Table 

2 shows that the most common rule configuration included 2 classifications as 

conditions, with 364 rules having this many, while 1 and 0 followed closely with 

339 and 298 instances respectively. Rules with 3 and 4 classifications as conditions 

were relatively rare, but contributed to a combined total of 1294 classifications used 

as conditions. A high number was expected of the domain, which was designed to 

test the MCRRR method for cracks, but 1294 instances is in excess of what was 

expected. This suggests a very high level of interdependency between 

classifications here. 

Table 2 The number of rules which had 0-4 classifications as conditions. 

0 

classifications 

1  

classification 

2 

classifications 

3 

classifications 

4 

classifications 

298 339 364 65 8 
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Figure 4-21 Number of classifications used as conditions per rule. 

Accuracy of the system – Correct classifications provided 

Accuracy was again measured using the same formula provided in Equation 2 (see 

the Medication Review chapter), as a measure of how many correct classifications 

the system was providing when the expert first loaded each case. 

It can be seen in Figure 4-22 that the system quickly trained up to a reasonable 

proficiency, correctly solving a number of cases in even the first 100 cases. More 

interesting are the cases it did not correctly solve, but which it did nevertheless 

provide some valid placements for. A Brownian shift can be seen as these gradually 

tend towards the 100% correct region, although there are still cases which 

performed very badly. What is not accurately represented on this graph are the few 

instances in which the system performed worse than 0, providing some piece 

placements which could not be used and had to be removed before adding the rules 

which would provide the correct solution. There were only 9 instances like this so 

they were not considered a significant contributor to warrant their inclusion in the 

graph, as they would make it more difficult to read. 

The moving average with a period of 100 which is superimposed on this graph 

indicates that the system was steadily improving its accuracy on the seen cases up to 

around the 250
th

 case, when a substantial drop was experienced as a cluster of 
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difficult cases was encountered in succession. After this period was weathered the 

system returned to its approximately 85% accuracy rate and held a steady but very 

gradual increase into the 90% region, with periods reaching as high as a 95% 

accuracy towards the end of the experiment. 

 

Figure 4-22 Correct classifications provided by system. Shown with a moving average with 
a period of 100. 

Classifications 

One of the features of this domain which made it suitable for stress testing the 

MCRRR method was its fundamentally limited number of possible classifications, 

as each piece can only be placed in a limited number of locations within the grid, 

depending on its shape. It can be seen in Figure 4-23 that this was the case to some 

extent. There were a total of 110 classifications used in this domain, including the 

stopping classification, which is perhaps marginally higher than anticipated. 

However, each classification was used on average 6.75 times – excluding the 

stopping class which was used 338 times – with one classification being used 29 

times and 5 others being used in excess of 20 times. It is these classifications which 

are used many times in different contexts that are expected to particularly stress the 

MCRRR method, as the more times a particular classification is used with varying 
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dependencies on other classifications the more likely it is that the expert will 

inadvertently attempt to create a cyclic rule. 

It is possible that the reason we see more classifications than usual is because the 

expert was required to explore alternate locations to place the pieces. By placing the 

pieces at a new or relatively new location you remove the potential for cycles and 

thus are free to create highly general and effective rules for a time, until that 

classification also develops a high level of interdependence on other classifications. 

 

Figure 4-23 The number of uses of each classification. 

Time Taken – Time per Rule 

By measuring the time spent creating each rule it is possible to determine whether 

the expert was requiring any additional time to create rules. As has already been 

discussed, historically RDR systems require a consistent amount of time per rule 

despite the complexity of the knowledge base. 

This is again seen here, with Figure 4-24 showing a very flat average time per rule 

across the study from rule 1 to rule 1073. The results indicate no overhead in terms 

of expert effort to create rules, despite the extended features provided by MCRRR. 

Further to this, the average time per rule was only 35.93 seconds. This may suggest 
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to determine rule conditions for – although this seems difficult to argue in light of 

the fact that they were using classifications as conditions in 72% of these rules – or 

the fact that the inventor of both the problem domain and the method was acting as 

the expert, and his experience and understanding of both the domain and the method 

contributed to keeping the time down. 

 

Figure 4-24 Time taken per rule. 

Nature of the knowledge base 

This was not specifically evaluated for the pizza suggestions study, as it was clear 

that the nature of the pizza suggestions domain required a relatively simplistic 

knowledge base with only new rules and stopping rules, thus indicating that no rule 

would have a depth greater than 2 steps from the root. The story is different here 

with the blocks placement domain, with a somewhat more complex knowledge base 

being created. 

Table 3 shows the depths of the knowledge base in terms of steps from the root. 

Clearly, as in all documented MCRDR systems that the author is aware of, the vast 

majority of rules are new rules, with 684 of these. There were also a significant 
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those. This result does again give some credit to the theory that perhaps this domain 

was not as complex as it seemed, although it is more likely to be a reflection of the 

experts’ strategy for creating rules. 

Table 3 The number of rules at each depth. 

Depth 1 Depth 2 Depth 3 Depth 4 

684 381 7 1 

Cycles Averted – Expert tried to define a cyclic rule 

The blocks domain was specifically designed to be one in which a very high level 

of cycles were likely to occur, with a fundamentally restricted set of classifications 

and a very high level of inter-dependent classifications. In light of this the 

expectation was that the expert may not actually reach the target of 1000 cases, as 

the system might become too inhibiting as the classifications became increasingly 

inter-dependent. At the very least it was expected that the expert would attempt to 

define cyclic rules from an early stage, and the frequency of these occurrences 

would only increase as the knowledge base developed. 

What is seen in Figure 4-25 is considered to be quite remarkable, indicating the 

expert tried to define far fewer cyclic rules than was anticipated with only 76 of the 

1073 rules suffering this problem. Further still the expert was able to find an 

alternate way to define their rule in their immediate attempt afterwards in the vast 

majority (64) of these instances, with only 11 occasions in 1073 rules where the 

expert needed to make two attempts at creating their desired rule and only one 

instance where they required three attempts. Overall, there was an average of 0.08 

cycles detected per rule. 

Further to this, by looking at the trend-line in Figure 4-25, which represents the 

moving average with a period of 100, the incidence of cycles was only marginally 

increasing as the knowledge base grew. This suggests that the expert could have 

continued to train the system for some time longer before cyclic rules became too 

prohibitive a problem. Unfortunately, it was observed that when cycles were 

detected and the expert was required to redefine their rule this was a frustrating 

experience. The expert is effectively being told at this stage that their preferred rule 

is impossible in the context of the existing knowledge base, and that they must find 

an alternate way to express themselves. Having already defined a rule the expert is 
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not happy to have to try again, even though this is not a particularly time consuming 

or challenging task. 

It is conceded that the fact that the expert in this domain was also the author of the 

MCRRR method is likely to have skewed these results in a favourable direction. It 

is easy to imagine that by understanding how cycles are found the expert is able to 

avoid them by applying some rules of thumb. Even simple things, such as always 

placing piece 1 before piece 2, and placing pieces 3-6 only after pieces 1 and 2 were 

placed can conceivably reduce the likelihood of defining cycles. The consequence 

of this is not that the experiment is invalid, but rather that a certain level of 

education should be given to the expert before they attempt to use an MCRRR 

system, such that they understand that they should have a certain process which 

they attempt to follow where possible when classifying each case. This is seen to be 

particularly important in domains such as this where the likelihood of cycles being 

encountered is very high. 

 

Figure 4-25 The number of cycles detected per rule. 
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solutions. Further to this, if it is possible to determine a measure of how correct a 

solution is, MCRRR can suggest improvements to invalid solutions. The blocks 

domain is, fortunately (not by design), one such domain where both these features 

can be employed. To this end a function was defined which could assess the validity 

of a solution and return a value between 0 – entirely valid and correct, and 10 – 

wrong due to an overlap or unavailable cell being occupied. If only one piece was 

missing the value would be 1, if two pieces were missing the value 2 and so forth. 

With this function it was possible to implement the features as they were described 

in the methodology section. 

To assess the value of these features the system was allowed to train without these 

features enabled to 1000 cases, with backups stored every 50 cases. It was then 

tested on the initial 1000 training cases and the remaining 1000 test cases. The 

number of alternate solutions which were suggested, the number of almost valid 

solutions suggested, and the “validity measure” of each case, was recorded. 

It is not expected that the number of valid alternate solutions for each case will be 

particularly high, as the system can only provide suggestions within the scope of the 

existing knowledge base, and the knowledge base is trained by design to produce 

only one solution for a given case. 

The first measure shown is the total number of alternate solutions provided via both 

force adding and force removing classifications. Figure 4-26 clearly indicates that 

the number of alternate solutions suggested to already valid solutions rose 

consistently with the total number of valid solutions found by the system, at each 

stage of development of the knowledge base. At the same time, both the number of 

valid, and almost valid, solutions to cases which were incorrectly solved by the 

system dropped. This appears to be simply because there were fewer invalid 

solutions to suggest corrections to. The emerging pattern seems to follow that the 

system can find about two-thirds as many valid alternate solutions to every valid 

solution that the system can find, while it finds a little over half as many valid 

alternates to every invalid solution presented. 

These results are slightly better than anticipated, but still indicate that the MCRRR 

method’s approach for providing multiple solutions per case is fairly weak, at least 

in this domain, as they suggest that the system will tend to provide a valid alternate 
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solution in only about half to two-thirds of all cases. The amount of “almost valid” 

solutions is disappointing, considering the system was configured to suggest almost 

valid solutions even when it could find valid solutions. This particular result 

suggests that the system will perform quite poorly at recommending good 

intermediate moves towards a solution, particularly because these recommendations 

are too unguided, being merely a statement that the piece will fit, with no 

consideration for the requirements of other pieces to fit. 

 

Figure 4-26 The total number of alternate solutions suggested by the MCRRR method for 
2000 cases after varying amounts of training. 

In light of the fact that the forced removal of pieces is far more computationally 

efficient than the forced addition of pieces it was sought also to determine whether 

either approach was more effective than the other. Figure 4-27 shows the instances 

in which forced addition was a successful approach, while Figure 4-28 shows 

where forced removal was a successful approach. It is clear from inspection of both 

these figures that forced addition tended to be substantially more successful at 

finding valid alternate solutions in all cases. It was also better at suggesting almost 

valid alternate solutions, although this advantage dissipated as the system’s 

knowledge base grew. 

These figures are roughly in line with expectations, as the forced addition of 

classifications approach has vastly more options to explore, while the forced 
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removal of classifications can only remove those classifications which the system 

suggests for a given solution. 

 

Figure 4-27 Instances where forced additions resulted in the system finding alternate 
solutions. 

 

Figure 4-28 Instances where forced removals resulted in the system finding an alternate 
solution. 

4.5.2 Conclusions 

The results of this experiment are quite exciting, with the MCRRR method 

exhibiting an unexpectedly good performance in a domain which was in many ways 

0

200

400

600

800

1000

1200

1400

1600

1800

0 200 400 600 800 1000

In
st

a
n

ce
s

Cases trained on

valid when valid

valid when invalid

almost valid when invalid

total valid

total invalid

0

200

400

600

800

1000

1200

1400

1600

1800

0 200 400 600 800 1000

In
st

a
n

ce
s

Cases trained on

valid when valid

valid when invalid

almost valid when invalid

total valid

total invalid



161 

 

tailor-made to stress its apparent weaknesses. From experience and inspection of the 

available literature, the method can be said to have performed equally to previous 

MCRDR systems in all known relevant measures. Further to this, it has shown itself 

very capable of providing the extra features required to perform in more complex 

domains, such as the configuration task outlined above. 

It is apparent from the Pizza domain that the MCRRR method is capable of 

performing equally well to its parent method, MCRDR, and appears to lose none of 

the features which make this method successful. At the same time it also succeeds 

in adding a significant set of extensions which enable the RDR philosophy to be 

applied to a broader range of domains and applications. Other key players in the 

RDR community have already identified the need for such features as those 

MCRRR provides, having developed Recursive RDR, Nested RDR and RIMCRDR, 

which all attempt to provide similar features in their own way. It is believed that the 

MCRRR approach is the most comprehensive, flexible and powerful 

implementation of these features to date, allowing the provision of all the major 

tools which each of these methods provide. It also provides substantially more, 

since it does allow retractions, and for the creation of rules based on classifications 

that are not present, as well as those which are. Importantly, these types of rules can 

be defined at any stage, and placed at any location in the knowledge base without ill 

effect – unless they are determined to have the potential to cause a cycle. 

Further to this, MCRRR’s ability to provide alternate solutions was evaluated and 

found to be of some value, providing up to 1272 valid alternate solutions when 

tested on 2000 cases, with clearly increasing performance as the knowledge base 

developed. However, due to the limited range of domains to which this approach 

could be applied and the fact this approach has only been tested on one domain, it 

would be premature to draw any strong conclusions as to the efficacy of this 

particular feature. 

4.5.3 Further Work 

Despite these substantial successes, there is still significant room for improvement. 

One feature which was identified as being desirable was the ability to create rules 

using a specific node as a condition, rather than just the more general classification. 

This would allow the expert to create a rule stating far more specifically “if this 
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particular instance of a classification is [not] present” then fire. This feature would 

have been of use at several instances in the blocks experiment, although it was not 

strictly necessary. After some consideration it was determined that there are no 

significant hurdles preventing the addition of this feature to MCRRR; it would 

simply be necessary to apply the dependencies on the node level, as well as the 

classification level, and to check and activate those dependencies in the same way 

the existing dependencies are handled at every step. 

One particular aspect of MCRRR which could be more elegantly approached is its 

method for handling the occurrence of cycles. Presently the system will simply 

check each rule the expert attempts to create to see if it could cause a possible cycle 

in the knowledge base, and if it does the rule is refused and the expert is told to find 

an alternate way to define their rule. The approach taken in Nested RDR was to 

allow the expert the option to revise the past rules which the new rule is conflicting 

with, as well as the option to revise their current rule. This approach was avoided as 

it was seen to be a more complex process for the expert, as well as providing 

additional complexities in terms of maintaining the validity of the knowledge base. 

However, in light of the frustration the expert experienced when told that their rule 

was unacceptable due to a cycle, it does seem that granting the expert the option to 

adjust any of the rules involved in the potential cycle might alleviate this problem. 

This would be a particular advantage in situations when the cycle occurs due to a 

past rule being incorrectly or inadequately defined, such as those situations when 

the expert accidentally selects the wrong classification or conditions for their rule. 

Certainly with the cycle detection method chosen for MCRRR it is simple to know 

the exact nodes in the graph where the cycle occurs, so providing this feature should 

be possible by providing the expert a rule editing interface for each of the nodes 

involved in the cycle. However, some care would need to be taken to ensure that the 

knowledge base was revalidated against the cornerstone cases, and that none of the 

past cases which had been correctly classified with each of these past rules were 

subsequently incorrectly classified. 

4.6 Summary 

The MCRRR method has been developed as an extension of MCRDR in order to 

provide the ability to define rules which use classifications as conditions, under all 

and any circumstances for which they might be desired, while staying true to the 
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philosophies of RDR and the strengths of MCRDR. Additionally, a method to allow 

for the provision of alternate solutions in some configuration tasks was proposed. 

The method has been tested on a simple domain designed merely to provide an 

intermediate testing of the method, and to demonstrate that it maintains its 

capabilities in domains where MCRDR might be otherwise used. It proved capable 

of performing similarly to expectations of how MCRDR might in this domain over 

the course of creating a Pizza suggestion system with 477 rules and an accuracy in 

the order of 90%. 

It has also been tested on a more complex configuration task, designed to stress the 

apparent weaknesses of MCRRR as well as demonstrate its capability in this type of 

domain. It also performed remarkably well at this task, achieving approximately 

90% accuracy after 1073 rules were created. Despite the experiment being designed 

to stress MCRRR an unexpectedly low incidence of cycles were recorded, and in 

these instances the expert was typically able to find alternate ways to define their 

rule with little effort. Proposals have been made to improve this area further still. 

The successes of this method have exceeded expectation, and it is anticipated that it 

should allow a greater range of domains to be explored with the RDR approach, 

although it is now apparent that further enhancements to the method are still 

possible and that further testing is desired. 
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