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Chapter 2: Literature Review 
 

2.1  Fisheries Management 
 
Globally, marine fisheries are experiencing difficulties and fisheries need to improve 

significantly to meet the demands that are being placed on them (McClanahan & 

Castilla 2007).  To combat the exploitation and depletion of fishery stocks a system 

of management is required to put in place policies that will assist in the restoration of 

the resource. The absence of policy or a directly enforceable fisheries management 

regime results in the exploitation and eventual depletion of a fishery.  This can be 

harmful to the eco-system locally and influence global systems as well (McClanahan 

& Castilla 2007).  Fisheries management represents an effort to balance the 

particular needs of a species and the needs of those that consume and fish the 

species.  It is aimed at making the fishery a sustainable resource that can continue to 

be harvested into the future, causing no, or minimal, harm to the overall eco-system 

(McClanahan & Castilla 2007). 

 

To ensure a sustainable future for fisheries locally and globally, effective fisheries 

management needs to occur for all species that are considered a resource, with a 

priority given to the traditional fishers of the resource as well as the need for the 

sustainability of a commercial market.  Following paradigms in management that are 

not targeted at the particular type of resource will result in a failure to protect that 

resource (McClanahan & Castilla 2007). It is difficult to manage and maintain a 

fishery due to the complex, diverse and dynamic nature of fisheries in general 

(Mikalsen, Hernes & Jentoft 2007). Successful fisheries management considers three 

factors; the resource that is being consumed, the resource users (fishers) and the 

resource managers (McClanahan & Castilla 2007).   

 

Primary issues that impact on fishery management are pollution, illegal and/or 

destructive fishing practices, over exploitation of the fishery, a lack of control or 

planning in the management process and the increasing population of coastal 

communities (McClanahan & Castilla 2007).  Success of management policies 

(figure 1) in combating these effects is measured by the condition of the resource, 
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but the decision on what tools to use in the management of the fishery needs to be 

made in view of the perceptions and willingness to comply of the resource users and 

the resource managers (McClanahan & Castilla 2007). 

 

 

Figure 2.1: Impact on Sustainable Fisheries Policy (McClanahan and 
Castilla, 2007) 

 

Policies produced by fisheries management need to reflect the diversity of fisheries 

across the entire market and the effects that the implemented policies would have on 

the entire eco-system (Ward & Hegerl 2003).  The policies must be supported and 

enforceable not only in the industry but also at all levels of government.  In Australia 

policies need to be implemented and supported at the Federal, State and Local levels 

of government.  These approaches must be coordinated so that there reasonable 

consistency in the application of overall strategies (McClanahan & Castilla 2007).   

 

Central to managing a natural resource must be the value that humans places on that 

resource.  To successfully manage the resource there must be a scientific basis for 

the methods used and this basis must be supported by continual learning and 

collection of new data from monitoring systems that provide information on a regular 

basis (Ward & Hegerl 2003).  Some of these existing techniques of collecting 

scientific data can cause damage to the resource as a side effect.  If this data can be 

obtained in a real-life situation rather than by research conducted independently of 

the fishery user, then this provides more accurate data on which to base policy 

decisions (McClanahan & Castilla 2007).  To improve the collection of scientific 
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data, researchers are now looking at non-traditional methods of data collection such 

as the use of Artificial Intelligence techniques. These are being used to model world 

fishery situations to find solutions to prevent the continual decline in the world’s fish 

stocks (Megrey & Moksness 1996). 

 

 

2.1.1 Tasmanian Rock Lobster Fisheries 
 
The Tasmanian Rock Lobster Fisheries are assisted by continuing research 

conducted by the Tasmanian Aquaculture and Fisheries Institute (TAFI).  TAFI was 

established in 1998 as a joint endeavour between the University of Tasmania and the 

Tasmanian State Government (specifically the Department of Primary Industries, 

Water and Environment).  The joint approach was envisaged so that the research and 

development in the aquaculture and fisheries fields of both organizations could be 

better streamlined and cooperative measures formalised in the organization (TAFI 

2007). 

 

One of the key goals of the fisheries management process is to build and maintain a 

legal sized biomass within the Tasmania Rock Lobster fishery.  The need for 

accurate biomass estimation has been given an extremely high priority by both the 

industry and managers of the fishery (Frusher, PS, Mackinnon & Phillips 2003).  

Assessment of these targets is made by a combination of fishery independent surveys 

and commercial catch data from key regions of the fishery (Punt and Kennedy, 

1997).  This is supplemented with material from the fishery where possible, although 

data provided by the fishery users is often incomplete as collation of research data is 

not the main business of the fisher and costs time that they can ill afford(Frusher, PS, 

Mackinnon & Phillips 2003; Frusher, S et al. 2006).  This data shows that 

exploitation of the fishery is greater in shallow water sites and that deeper water 

fisheries are less affected by exploitation.  This is believed to be due to the fact that 

the deeper water sites are more affected by weather conditions and hence are less 

accessible for regular fishing (Frusher, PS, Mackinnon & Phillips 2003). 
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There are efforts to replenish and enhance the stock of the Tasmanian and New 

Zealand Rock Lobster Fisheries by cultivating juvenile lobsters in captivity and 

releasing them into the wild fishery (Gardner et al. 2004).  Experiments were 

conducted to determine if natural biomass production in the fishery could be 

bolstered with young spawned in captivity and released into the natural 

environments.  Research in this area could be greatly enhanced with accurate data of 

actual catch rates from the fishery users to determine whether the supplemental 

stocks released in the wild have increased catch and overall fishery biomass results 

(Gardner et al. 2004). 

 

Size structure data for current fishery assessments are being obtained largely from 

fishery independent research surveys or chartered fishing vessels.  Due to labour and 

time costs, data is only collected from a small number of regions of the fishery and 

as the fishery has changed its spatial catching patterns, established fishery 

independent survey sites can become less representative of the major fishing 

grounds.  There is a great cost in this method (Frusher, S et al. 2006).  If data were 

collected from the actual fishermen’s vessels the data passed to fisheries 

management would reflect a concise history of catches in all the areas that lobsters 

are being caught in (Frusher, S 2007).  Provision of a sorting tray that collates this 

data should be able to assist in the assessment of the industry and save the fisherman 

time in recording details of the catch that is required under the changes implemented 

by an individual transferable quota (ITQ) system in 1998 (Frusher, PS, Eaton & 

Bradshaw 2003; Frusher, S et al. 2006). 

 

The issues surrounding the sustainability of the rock lobster fishery are relevant in 

similar fisheries, such as the Western Australian Rock Lobster Fishery where 

acquiring reliable data on the lobsters is one of their top priorities (McClanahan & 

Castilla 2007).  The Western Australian and South Australian Lobster fisheries have 

both expressed support for the proposed sorting tray and can see the value that it 

would offer in the collection of data.  The image analysis techniques incorporated in 

the proposed tray is aimed at providing size and weight details (determined from 

carapace measurements), as well as determining the sex, general condition of the 

lobster and if it has been tagged (Frusher, S 2007).  All of this data would then be 

communicated to the appropriate organization via a ubiquitous mobile device 
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utilising satellite communications and giving global positioning spatial data about the 

location of the  catch (Frusher, S 2007). Data could also be provided to the fisher to 

help in determining his next fishing location. 

 

 

2.1.2 The Role of the Computer in Fisheries 
 
Fisheries in general, were slow to take up the use of computers, but this has now 

changed and the use of fisheries specific applications increased greatly in recent 

years (Megrey & Moksness 1996). The future of fisheries will involve collecting 

more data directly from commercial fishing vessels.  Computational techniques such 

as image analysis methods and artificial life simulations are being used to assist in 

managerial decision making (Megrey & Moksness 1996).  To date the most 

extensive use of technology in fisheries has been for the collection and manipulation 

of statistical data to provide fishery assessments and stock prediction tools have been 

developed (Megrey & Moksness 1996).  Much work being undertaken in the 

Artificial Intelligence field is to model fish of various species.  This is done to model 

their environment, and interactions within it, to get a better understanding of the 

effect of various strategies without the need to initial test on live species (Megrey & 

Moksness 1996). 

 

Computer vision techniques are used in a variety of environments to enhance safety 

and deal with various environmental conditions (Umbaugh 2005). Computer vision-

based image recognition systems are gaining popularity for applications that will 

allow automation of repetitious visual tasks (Sanz 1996).  For example, the 

identification and sizing of fish in fish farms, as an automated process, would reduce 

the need for manual assessment in catching and sizing the fish (Kelsall 2005).  

Computer vision is the process of taking an image, analysing the image and acting on 

the information that is extracted from the image in a manner that is suitable to the 

particular application involved (Haton 1987; Umbaugh 2005).   

 

Image analysis and recognition techniques are a promising field of research within 

fisheries science.  It is complicated by the fact that fisheries operate within the 
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natural environment introducing a high level of noise, complex patterns and the 

frequent occlusion of target species in underwater images (Megrey & Moksness 

1996). To achieve recognition of an object or a feature in a given image requires a 

structured process of image analysis, which is largely a process of data reduction.  

Images contain massive amounts of data and to analyse and retrieve the data that is 

important to the application involves ignoring that data which does not affect the 

application of current interest (Umbaugh 2005).   

 

Regardless of these difficulties the successful automation offered by image analysis 

frees a significant amount of resources.  Large amounts of digital imagery intended 

for analysis does not get analysed simply because of the time it takes to objectively 

look at the images and analyse them to provide the data required.  An algorithm that 

can identify an object and further process it from a selected image represents a huge 

reduction on workload associated with fisheries management assessment (Sanz 

1996).  Image recognition can be achieved by shape modelling the entire fish or 

some component part (e.g. a scale) of a particular fish and its species (Megrey & 

Moksness 1996).  Early uses of computer vision in pattern matching within the 

aquaculture field were aimed at identifying microscopic creatures such as the 

phytoplankton.  This implementation found that there were many mistakes made 

especially when occlusion of the subject was found amongst members of the same 

species (Megrey & Moksness 1996). 

 

Advances in the techniques that are being used are continuing.  In experiments to 

enhance lobster stocks in Tasmania and New Zealand, computer technologies 

utilised coded microwave tags injected into the juvenile lobsters for identification of 

each specimen, as well as a system of tethering the lobsters so that the amount of 

time that they emerged into the open could be recorded.  This was done to determine 

the level of mortality on juvenile lobsters due to predators.  Acoustic sounders have 

also been used on juveniles to provide information on their location (Gardner et al. 

2004).  The use of computer techniques in the aquaculture arena is expanding at an 

unprecedented rate (Megrey & Moksness 1996). 
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2.2 Image Recognition Using Flexible Shape Models 
 
Research into content based recognition of images has expanded dramatically, 

largely due to the proliferation of digital images in industry and society today 

(Bowyer & Phillips 1998).  The amount of information that can be provided by an 

image is incredibly large and diverse (Umbaugh 2005).  Developments in pattern 

recognition have been slower than initially anticipated due to the difference in the 

way that the biological brain processes information compared to the methods a 

computer processor must employ (Megrey & Moksness 1996).  The brain appears to 

work on a symbolic level that can automatically classify objects whereas a computer 

must first segment what it is ‘seeing’ into homogenous zones and then apply 

symbols, based on models, to the segments in an approximation of the information it 

has at hand (Ikeuchi & Veloso 1997).  Without pre-trained data (a model of what to 

look for) a computer is unable to make sense of a signal provided to it. 

 

Matching an object in an image is a problem of taking the signal (image) and 

drawing out the symbols that hold meaning to the user/application (Ikeuchi & Veloso 

1997).  In an effort to achieve this it must be realised that objects in real space have 

spatial, geometric features.  These real measurements can be accurately recorded in 

virtual space so that the real object is modelled faithfully.  These models can be 

appliedto the image reducing the likelihood of wrong conclusions being made during 

the image analysis process (Latecki 1998).  Analysis of images need not be restricted 

to two dimensional images as the use of three dimensional imaging and three 

dimensional models is now used in both the medical and industrial fields (Haton 

1987). 

 

The technique employed in this project is that of flexible shape modelling, also 

known as deformable models.  This technique has been used extensively in the 

medical field and has been extended to other fields such as mining and sociology 

(Umbaugh 2005).  The concept of the deformable model provides a powerful tool 

that is based in the concepts of real world physics (Singh, Goldgof & Terzopoulos 

1998).  Flexible shape models have evolved from a collection of techniques applied 

to image recognition based on the artificial intelligence field of computer vision.  
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Initially the use of models in image recognition was restricted to the use of rigid 

models representing non-biological structures such as buildings or shapes in 

Computer Assisted Drawing (CAD) images.  This allowed for matching of rigid 

objects in a segmented image but did not contain the flexibility of being applied to 

biological or variable shapes (Umbaugh 2005).  Complex model matching, especially 

relating to edge detection of a complex or variable model, has evolved from the use 

of ‘splines’. A spline is a device that allows a parametric curve to bend or mould to a 

particular detected edge providing a better match to a defined model.  Splines have 

been found to be particularly effective in the process of character recognition 

(particularly in pictorial alphabets such as the Chinese alphabet) (Sanz 1996). 

Deformable models are generally built from a basis of spline snakes that are able to 

deform to the edges found within a particular image (Singh, Goldgof & Terzopoulos 

1998). 

 

A great deal of research into deformable models has occurred in the field of facial 

recognition and medical imaging.  This is because deformable models are capable of 

handling the differences in biological structures over time and across a variety of 

individual subjects (Singh, Goldgof & Terzopoulos 1998).  Facial recognition studies 

have focussed largely on the spatial domain which process an image based on its raw 

image data, as opposed to frequency based manipulation carried out in the Fourier 

domain.  Use of spatial techniques are most effective in locating and detailing edges 

which are a strong part of matching a model to a feature in a particular image, or 

segment of an image (Chen & Suter 2006).  Eigen models are also used in facial 

recognition applications. These are also based on spatial techniques but do not use 

deformable models.  The basis of an Eigen model is to match intensities in an image 

or segment of an image to a rigid model structure.  This use has shown to be 

considerably less effective than the deformable model approach for face recognition 

tasks (Cootes & Taylor 2001). 

 

Deformable models are based on the principle of morphology, which creates a 

mathematical model of a given shape, and then changes the set parameters of that 

model.  This allows for the model to be altered so that it can reflect the natural 

modifications that may be presented by the diversity of instances of that object found 

in natural environments (Haralick & Shapiro 1992).  The object matching utilised by 
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deformable models is based on a shape or a collection of shapes that are joined 

together or placed in relation to each other, allowed to deform to be able to match 

shapes included in the image being analysed (Haralick & Shapiro 1993).  The 

greatest weakness of deformable model algorithms is the possible lack of adequate 

data for model training and definition (Bowyer & Phillips 1998). 

 

As mentioned previously, a computer must first go through a process designed to 

break an image into usable portions so that image-matching techniques can be 

applied these portions.  This aims to filter out the ‘noise’ and extraneous data of an 

image so that image matching techniques can be applied only to areas known as 

regions of interest (Parker 1997).  Essentially an image analysis technique goes 

through a three stage process to arrive at a point where image analysis or recognition 

can occur (Umbaugh 2005).  The first stage is a pre-processing stage where the 

image is cut to the required size or shape and segmented into regions of interest. It is 

here that one of the main difficulties with digital images is dealt with: that they 

display only representations of the actual objects.  This representation can be 

distorted by a number of factors such as image resolution. Enabling a real world 

representation to identify its virtual world partner can be difficult in this respect as 

the measurements may be affected by these artificial representation conventions 

(Latecki 1998).  

 

Pre-processing must ensure that such distortions are reduced or eliminated to ensure 

the remainder of the process can be handled as accurately as possible.  The regions of 

interest identified in pre-processing are then run through a process of data reduction 

in the frequency and/or spatial realm of the image so only the required data is 

presented to the final stage of feature analysis.  This stage involves looking at the 

extracted details and finding how that segment of image can help solve a problem 

(Umbaugh 2005).  The following sections look at the issues involved in the stages 

described above. 
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2.2.1 Noise in Images 
 
Real life images are affected by shadow and clutter, which needs to be taken into 

account when utilising a model based approach (Sanz 1996).  Noise and light 

corruption in testing images can contribute to a greater error rate in image matches 

(Chen & Suter 2006). 

 

Images taken in real life situations suffer from environmental noise, including image 

intensity variations and lighting effects (Bowyer & Phillips 1998).  For deformable 

models, the presence of noise on particular images means that a training set provided 

for a particular shape learning algorithm has to include many more images than 

would be required if the effects of lighting and noise could be taken out of the image 

initially (Chen & Suter 2006). 

 

 

2.2.2 Illumination in Images 
 
Scene illumination is generally considered one of the most important factors in 

determining success in imaging or vision related applications.  Filtering techniques 

are often employed in combination with other controls to reduce the effect that 

illumination can have on the image (Sanz 1996).  Without such filters the effect of 

light and shade in the image can directly affect the success rate of the image analysis 

causing false positive matches (matching to shapes that do not exist) and false 

negatives (where an existing shape is missed) also (Haralick & Shapiro 1993). 

 

The common use of spatial filtering techniques in deformable model techniques 

actually leaves the technique vulnerable to changes in illumination and camera 

differences whereas frequency filtering combats these effects much more effectively 

but weakens the ability for clear edges to be found (Cootes & Taylor 2001).  In an 

effort to overcome this weakness in the deformable model technique, details of 

expected gradients of edges are recorded, as is data on the reliability of this 

information.  In this manner the training images provided can record a mean 

deviation in illumination and a level of trust applied to this information, with high 
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trust being applied to edges that have low deviation from the mean and less trust in 

higher deviations (Cootes & Taylor 2001). 

 

 

2.2.3 Image Pre-processing 
 
Much of the time in image analysis the application requires only a fraction of the raw 

image to be able to accomplish its task (Sanz 1996).  Pre-processing techniques 

select this portion of the image and undertake standard enhancements, such as 

histogram equalisation etc., to this portion (Umbaugh 2005).  Images are then 

subjected to further pre-processing operations that aim to reduce noise and optimise 

the application’s ability to draw out the information required (Sanz 1996). 

 

 

2.2.4 Image Segmentation 
 
Image segmentation refers to dividing an image into meaningful portions.  Grouping 

an image into ‘like’ or similar portions produces this result giving a segmented 

image bound by homogenous areas (Bhanu & Lee 1994). It is generally the first task 

that is undertaken when working on an automated image analysis process and is the 

most important as any mistakes in the segmentation will have flow on effects into the 

analysis process (Bhanu & Lee 1994).  Image segmentation involves finding regions 

containing information that is of interest to the application through the analysis of 

low-level data.  This is a bottom-up approach where the human brain operates from a 

top-down perspective, applying semantic information to a scene and then segmenting 

it for context (Bhanu & Lee 1994; Umbaugh 2005). 

 

There is no one algorithm that can generate the ideal segmentation in one pass and 

no one algorithm that can handle all situations presented to it from real-world 

images.  Each algorithm has its specialties and needs to be applied in this specialised 

area for best results in an iterated approach (Bhanu & Lee 1994).  Segmentation can 

be achieved by a variety of techniques such as region growing and shrinking, 

clustering, boundary detection or a combination of these methods (Umbaugh 2005).  
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Some image segmentation algorithms are based on utilising models to locate the 

desired information.  Many of these algorithms will fail if the detail of the object in 

the model does not accurately represent how that object can be represented in the real 

world (Sanz 1996). 

 

Image segmentation can be complicated by a number of factors.  The perspective and 

orientation of an object, texture and colours all complicate the segmentation process 

as does noise and varying illumination.  When building an application the 

segmentation step must be approached with consideration of the likely images that 

are to be presented to the algorithm (Haralick & Shapiro 1992; Parker 1997). 

Segmentation can be achieved using texture, edges, colours or other features in the 

image. 

 

Colour in digital images has proven beneficial in the application of image 

segmentation.  The separation of colours generally into the three colour RGB model 

gives three different images to be utilised for pre-processing, enabling more detail to 

be drawn than from a normal intensity or greyscale image.  This does increase the 

computation time required for a colour image if all three colour components of the 

image are subjected to the same type of processing that would normally be applied to 

just one grey-scale image (Sanz 1996). 

 

 

2.2.5 Data Reduction Processes 
 
For flexible shape modelling most data reduction techniques are based in the spatial 

realm.  This is largely due to the importance that is placed on edge detection in an 

image so a deformable model can be compared to a segment’s structure (Cootes & 

Taylor 2001).  Because of this, when using the deformable models approach, data 

reduction generally involves reducing an image or a segment of an image to a 

collection of edges and areas of interest that can quickly be compared to the applied 

model. 
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2.2.6 Feature Analysis of an Image 
 
In image recognition techniques, the feature analysis portion of the process is 

undertaken by applying the model to be matched to the data that has been collected 

from the image in question.  The process of matching occurs by taking each 

identified segment in an image and applying the model/models to the landmarks in 

the segment.  If the landmarks match the model then an image recognition match is 

declared (Haralick & Shapiro 1993).  When using deformable models this is an 

iterative process, applying the principles of morphology to the model in an attempt to 

match the landmark points.  Using statistical measurements points and the 

differences between points, a match can be made to a particular object (Haralick & 

Shapiro 1992). 

 

 

2.3 Active Shape Modelling (ASM) 
 
Tim Cootes devised the ASM technique in an effort to match models to biological 

structures in medical images.  The ASM approach uses deformable models trained 

on real life images to provide the ability to only match images that conform to a 

natural shape of the object in question. The shape model is based on a mean and the 

deviations from that mean are provided from actual images of the object, giving 

natural shapes of the object in question.  Any shape that is similar to but not a natural 

derivation of the natural shape can then be safely discarded, reducing the number of 

false matches (Cootes et al. 1995). 

 

When matching the model to landmarks in an image or segment, the shapes are 

deformed in the ASM by determining the mean average of a training set and 

deforming the points in that shape in a manner that has been shown to be consistent 

with the shape through the different applied models in the training set (Cootes, 

Edwards & Taylor 2001). It is possible to overtrain the model by providing a great 

deal of images in the training set that match or are very close to the mean.  If there 

are too few variations represented in the training set then the possibility of matching 

something that is closer to one of the varied shapes is reduced as the deformation is 

statistically reduced.  Thus, when training the model, the more diverse the images of 
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the shape, showing only natural deviations of size and shape, the more effective will 

be the final model (Cootes et al. 1995). 

 

2.3.1 Training the ASM 
 
Training of the model is done by hand so that the points located on the model are 

placed exactly.  If a point is placed imprecisely this can result in the model rejecting 

actual deformations of the mean shape.   For example, if point 23 is placed on the 

right earlobe of one image it must have point 23 in the same position in every image 

within the training set (Cootes et al. 1995). The points placed are categorised into 

three types (Cootes et al. 1995); 

1. Points marking an application-specific point, such as the centre of an eye in a 

face recognition application. 

2. Points marking application independent things such as the highest point on an 

object or the outside of a curve etc. 

3. Other points that can be interpolated from points of 1 and 2 such as points 

marked around a boundary between two type 1 landmarks. 

The points can be placed on the interior, exterior or particular landmarks of a shape 

and do not need to form a closed shape to be able to be matched to an image.  The 

use of a training set is aimed at giving variance to the mean and allowing for an 

informed deformation of the model to occur (Cootes et al. 1995). 

 

The implementation of an ASM where there is a great deal of variation (e.g. in 

bending convex or concave shapes that move a great deal) will produce a mean shape 

that generally will not look much like the actual shape being matched (Cootes et al. 

1995).  Because of this weakness it is recommended that a group of shapes be 

modelled in relation to one another so that when one shape is matched the next can 

be located through the use of relational statistics learned through the training process 

(Cootes et al. 1995).  Images in the training set must be positioned in the pre-

processing stage to ensure that the shape being modelled has the same location and 

orientation so that the mean shape being estimated is not corrupted by shapes in 

different positions and orientations (Cootes et al. 1995). 
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The trained model needs to be: 

1. general enough so that it can deform to match any valid example of the 

defined model, and 

2. specific enough so that the deformations that it creates fall within the legal 

shapes that an object of that model could possibly generate. 

The model, once trained, looks at the statistical relationship that points have to one 

another (Cootes & Taylor 2004).  If a particular point moves around a great deal, 

when looking for a match, a low weighting will be given to it, but those points that 

tend to remain in relatively the same position will be given a high weighting to be 

found when the matching process begins (Cootes et al. 1995). 

 

 

2.3.2 Automatic Point Modelling 
 
The manual training of a model for the ASM is a time consuming and repetitive 

process.  Research has been undertaken in an effort to provide an automated method 

for locating and applying landmark points to a training set.  This research involved 

also reducing the model to utilise the lowest number of landmark points possible 

(Davies et al. 2002). 

 

The use of automatic model analysis is not time effective, with the model requiring 

several hours on a small set of training images, and this time increases exponentially 

with the number of images in the training set (Davies et al. 2002).  As the success of 

a model is largely dependent on the number and diversity of images used to train it 

(Bowyer & Phillips 1998) it is likely that this method would involve a substantial 

computational cost in training an acceptable model. 

 

The automated modelling approach provided models that utilise, on average, fewer 

landmark points than manual models and achieved some success in matching objects 

in images but it was also found that it produced shapes that were not natural 

deformations of the object being modelled (Davies et al. 2002).  The additional time 

it takes to generate a model is largely due to the effort needed to prevent this from 

occurring.  This method can be extended into three dimensional ASM models which 
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are exceptionally difficult to train manually and the automated model generator is 

likely to be used when generating three dimensional models than when generating 

object models designed to be located in two dimensional images (Davies et al. 2002). 

 

2.3.3 The ASM Matching Process 
 
Once a model is created, it can be applied to images or segments of an image for 

matching purposes. The ASM begins with a coarse resolution search and then refines 

the search, during the iteration, providing a better chance of correct convergence than 

a search applied at only one resolution level (Cootes & Taylor 2004).  The initial 

placement of the model in the image or segment is exceptionally important in 

relation to the success rates of a match (Cootes & Taylor 2004).  In this project this 

problem will be overcome easily as the images to be utilised will be in a standard 

position, allowing for a very accurate placement of the model to be applied.  This 

situation will also apply with the prototype lobster sorting tray (Frusher, S et al. 

2006) as it will be built to a standard specification and any shape model built will be 

able to be positioned accurately within the image due to this standard structure. 

 

Once a possible match is located, the algorithm starts to apply deviations to the 

points as guided by the training set and this allows for the shape match to be ‘fine 

tuned’ and hone in, using an iterative process, to the best match (Cootes & Taylor 

2004).  The points in the model are not matched in a linear order.  The points that 

deviate least from the mean are the first the algorithm looks for.  Once located it then 

attempts to find those points that have a greater deviation from the mean shape in 

relation to those that have already been located (Cootes et al. 1995).  The matching 

algorithm automatically realigns the shape match at the end of the iteration to ensure 

that the deformations do not cause the shape to move away from a match.  This also 

improves the chances of successful convergence on a particular point (Cootes et al. 

1995). 

 

Matching in the algorithm is achieved by learning the statistics involved of the 

location of points within a model from the varied images of the training set, giving 

the matching algorithm the best chance of finding landmarks in a shape on a given 
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image (Cootes & Taylor 2004).  Although a model will have a range of positions for 

each point it is not true that each point is measured independently of another.  The 

position of a landmark point will guide the general location of another within a set 

variance.  This will be checked during the iteration so that only legal shapes are 

generated in this manner (Cootes et al. 1995).  Because of this relational statistical 

modelling, if some points are missing in the image it is still possible to make a 

match.  Points can be ‘assumed’ by the training set or reduced to a null point if there 

are not many points missing from the model (Cootes et al. 1995). 

 

 

2.3.4 Active Appearance Model (AAM) and the ASM 
 
Cootes created the AAM as an evolution of the Active Shape Model.  The AAM 

simultaneously applies an ASM to an image and also maps textures apparent in the 

desired shape to textures located in the image, whereas the ASM uses only a 

greyscale measure along the edges of the model (Cootes, Edwards & Taylor 2001).  

The texture analysis functionalities of the AAM are built on top of the ASM training 

set with the shape model first being determined and then further texture analysis 

being undertaken, based on the points of the shape model. The textures are analysed 

and normalised as well, providing another method of deforming from the mean and 

matching the model to an object in the image (Cootes, Edwards & Taylor 2001). 

 

The texture samples taken are not taken in similar shapes to those that make up the 

ASM but are generated in shape free patches (Cootes, Edwards & Taylor 2001).  As 

well as being able to use the images of the training set to assist in matching, the 

AAM is capable of synthesising images which can be applied to assist in making a 

positive match within a particular image (Cootes, Edwards & Taylor 2001).  This is 

done by generating the textures as applied to a position in a model and wrapping that 

texture over the shape being modelled (Cootes, Edwards & Taylor 2001). 

 

An AAM must be trained by matching landmark points onto images defined for use 

within a training set.  In the case of an ASM this simply defines the mean shape and 

deformation possibilities, whilst with an AAM this also defines a grouping of 
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textures along with the shape model to assist in matching (Cootes & Taylor 2004). 

The AAM requires fewer landmark points to build a reliable model than is needed 

with the ASM.  However the use of an ASM is more tolerant to variation in the 

initial placement of the model within an image (Cootes & Taylor 2004).  Also, the 

AAM is more susceptible to noise in an image due to its reliance on areas of texture 

rather than line vectors (Cootes & Taylor 2004).   

 

The AAM algorithm takes more time than the ASM as it uses the full ASM 

algorithm and applies a further measure in addition.  However, on average, a match 

is made on a low speed computer (PII 400 MHz) in under a second (Cootes, Edwards 

& Taylor 2001).  The AAM has proven useful for tracking faces in real time video 

streams, utilising both the simplicity of the shape model and the added capability of 

tracking textures within the images.  Much of the development involving the ASM 

and AAM is now concentrated in the field of facial recognition and Human 

Computer Interface (HCI) technologies (Hamlaoui & Davoine 2005).  The extra 

processing requirement is largely due to the number of points that must be 

maintained in both the ASM and the AAM simultaneously.  These points are the 

same in each model but, depending on the extent of the AAM, further triangulation 

vectors are set up to sample regions of texture from the training set of models to 

provide the range of textures provided within the training set (Saragih & Goecke 

2006). 

 

 

2.4 Summary 
 
In an effort to better inform the fisheries management of the Tasmanian Rock 

Lobster fisheries, it has been proposed that a prototype lobster-sorting tray be created 

and tested.  Part of the functionality of this tray is the ability to automatically take an 

image of a lobster and determine its size, sex and general condition.  This data would 

be taken from actual fishery users (fishermen) and utilised by those that manage the 

fishery currently, providing real-life data rather than data obtained on specially 

chartered trips that are costly to undertake and may not survey the exact locations 

being fished. 
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This thesis seeks to confirm the hypothesis that the use of flexible shape modelling 

can match a model of a rock lobster to a similar image of a rock lobster that is not 

part of the model’s training set.  The initial algorithm that will be used is the 

Advanced Shape Modeller, which includes the Active Shape Model (ASM) and the 

Active Appearance Model (AAM) and is designed to only match to natural 

permutations of a trained model from actual lobster images.  As an automated 

modelling technique this means that it will reduce the occurrences of false matches 

by only being limited to those shapes that have been naturally modelled in the 

training process. 




